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Introduction
In RAN#83 plenary meeting, the eURLLC WI has been approved.  The objective of this WI is to specify enhancements to URLLC following the recommendations from the Rel-16 SI on physical Layer Enhancements for NR-URLLC Communication. 
Specifications for scheduling and HARQ enhancements and for handling of DL data/data resource conflicts were captured in the WID objectives and the following enhancements were listed:  
· Out-of-order HARQ-ACK associated with PDSCHs with different HARQ process IDs
· Out-of-order PUSCH scheduling associated with different HARQ process IDs, including overlapping PUSCHs and non-overlapping PUSCHs in time-domain
· Methods to handle DL data/data resource conflicts for overlapping PDSCHs in time-domain, scheduled by dynamic DL assignments 
In this contribution, we discuss our views on how to enhance HARQ and scheduling to meet the URLLC requirements. We also share our views on how to support out-of-order HARQ feedback and out-of-order PUSCH scheduling in Rel-16 and how to handle DL data/data resource conflicts for overlapping PDSCHs/PUSCHs in time-domain.
Out-of-order HARQ and scheduling
The following agreements have been made in RAN1#96 [4] regarding out-of-order HARQ-ACK and out-of-order PUSCH scheduling for Rel-16 NR URLLC:
Agreements:
For a Rel. 16 eURLLC UE and dynamic downlink scheduling, on the active BWP of a given serving cell, the HARQ-ACK associated with the second PDSCH with HARQ process ID x received after the first PDSCH with HARQ process ID y (x != y) can be sent before the HARQ-ACK of the first PDSCH. Specify based on the following solutions:
· Solution 1: The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.
· Solution 2: The UE processes both the first and second PDSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behaviour is not defined. 
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first PDSCH.
· Alt1: The UE always drops the first PDSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and second PDSCHs, the gap between the two PUCCHs carrying HARQ-ACK, etc.
· The UE behaviour, e.g., decision on dropping the first channel and timing capability associated with the second channel, is determined, and is fixed, after decoding the PDCCH associated with the first and the second PDSCH. 
· When the UE drops the processing of the first channel, increasing the minimum PDSCH processing procedure time (N1) of the second PDSCH by d symbols can be considered.
· FFS the value of d. 
· Dropping the processing of the first PDSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first PDSCH on the same serving cell 
· Alt2: dropping the processing of a PDSCH(s) on the same cell or a different serving cell.
· The UE only expects a maximum of one OOO PDSCH-to-HARQ-ACK flow on the active BWP of a given serving cell when applicable
· FFS whether or not, out-of-order operation is allowed across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.
Agreements:
For a Rel. 16 UE, on the active BWP of a given serving cell, the UE can be scheduled with a second PUSCH associated with HARQ process x starting earlier than the ending symbol of the first PUSCH associated with HARQ process y (x != y) with a PDCCH that does not end earlier than the ending symbol of first scheduling PDCCH.  Specify based on the following solutions:
· Solution 1: The UE always processes the second scheduled PUSCH. The UE may or may not drop the processing of the first scheduled PUSCH.
· If the first scheduled and second scheduled PUSCHs are not colliding in the time domain:
· Solution 2: The UE processes both the first scheduled and second scheduled PUSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first scheduled and second scheduled PUSCHs under some conditions. The conditions are reported as a UE capability.
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first scheduled PUSCH.
· Alt1: The UE always drops the first scheduled PUSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first scheduled PUSCH.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and the second PUSCHs, etc.
· The UE behaviour, e.g., decision on dropping the first scheduled PUSCH and timing capability associated with the second scheduled PUSCH, is determined, and is fixed, after decoding the PDCCH associated with first and the second scheduled PUSCHs. 
· When the UE drops the processing of the first scheduled PUSCH, increasing the minimum PUSCH preparation procedure time (N2) of the second PUSCH by d symbols can be considered.
· FFS the value of d. 
· Dropping the processing of the first scheduled PUSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first scheduled PUSCH on the same serving cell 
· Alt2: dropping the processing of a PUSCH(s) on the same cell or different serving cell.
· The UE only expects a maximum of one OOO PDCCH-to-PUSCH flow on the active BWP of a given serving cell when applicable.
· FFS whether or not out-of-order operation is allowed across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X.
· If the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain, the UE drops the processing and the transmission of the first scheduled PUSCH.
· For dropping, the scheduling limitations do not apply. The UE always drops the first scheduled PUSCH.
· Other details of dropping are as those of the solution 4. 

A restriction was adopted in NR Rel-15 to remove the support of out-of-order HARQ-ACK and out-of-order PUSCH scheduling. This restriction could be reasonable when a single service type is deployed. However, if the URLLC service is deployed simultaneously with the eMBB service, this constraint is very restrictive and will impact the latency of the URLLC traffic.  
For a UE that supports traffic types with different priorities, the DL traffic for URLLC might arrive in-between an eMBB PDSCH and the associated ACK/NACK. Given the low latency requirements for URLLC traffic, the HARQ feedback need to be transmitted with short delay to enable possible HARQ retransmission. Thus, this could result in an out-of-order HARQ feedback as illustrated in Figure 1, which is not supported currently in Re-15. Delaying the URLLC’s HARQ feedback until the earlier PDSCH has been acknowledged, could result in missing the opportunity for any possible retransmission. As a consequence, the network will have to rely on single-shot transmission, which is not spectrally efficient.
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[bookmark: _Ref525908728]Figure 1: Out-of-order HARQ feedback.
Observation 1: The restriction on out-of-order HARQ could jeopardize the performance of URLLC service.
Thus, it is essential to support out-of-order HARQ feedback in Rel-16 to ensure efficient support for URLLC services, and it is vital to know the conditions under which the UE can support this feature without dropping any of the HARQ feedbacks.
The main concern to allow for the support of the out-of-order HARQ feedback is the UE processing pipelining issue which was discussed in RAN1#97 and the conclusion captured in the chairman notes [1] was whether to handle the following three scenarios for two unicast PDSCHs and how to handle them: 
· Scenario 1: When different DL processing times are associated with different PDSCHs on the same serving cell, and the two PDSCHs are non-overlapping.
· Scenario 2: When the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order.
· Scenario 3: The two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell.
For scenario 1 with out-of-order HARQ, the case where the first PDSCH is capability #2 and the second PDSCH is capability#1 is not a justifiable scheduling scenario and could be discarded as it is not needed by the gNB. The UE should possibly consider this as an error case. Only the case where the first PDSCH is capability #1 and the second PDSCH is capability #2 is a reasonable scheduling scenario. 
According to Rel-15, by default, the UE should be able to process both the first and the second PDSCH in scenario 1 with one exception rule.  For UEs with processing capability#2, if the scheduled RB allocation exceeds 136 RBs, the UE defaults to capability#1 processing time (with 30kHz SCS) and the UE may also skip decoding the PDSCHs when their last OFDM symbol is within 10 symbols before the start of another PDSCH that is scheduled to follow capability#2, if any of those initial PDSCHs is scheduled with more than 136 RBs with 30kHz SCS and following capability#1 processing time [1]. Hence, there is no UE processing pipelining issue for this scenario and Rel-15 is already handling this case from UE pipelining perspective and there is no need to change this rule in Rel-16. Even if an enhancement to the Rel-15 rule is needed, it will not be dependent of the HARQs feedback order (in-order or out-of-order) and the solution shouldn’t depend on the HARQs order neither. Therefore, scenario 1 is not needed and should be removed from the considered scenarios as it is out of the scope of this AI. 
For scenario 2 with out-of-order HARQ, there is no UE processing pipelining issue and Solution 2 should be adopted for this scenario where the UE processes both the first and second PDSCHs as a UE capability with no condition.
Regarding Scenario 3, the two unicast PDSCHs are overlapping with same or different DL processing times. In this case, the later scheduling DCI should always override the previous one as it should have the highest priority. The processing of multiple PDSCHs overlapping in time is a potential future UE capability enhancement that could be considered and studied in Rel-17. 
Therefore, we have the following conclusions for the three proposed scenarios:
· Scenario 1: is not needed and should be removed from the considered scenarios.
· Scenario 2: support out-of-order HARQ feedback without additional restrictions.
· Scenario 3: the later scheduling DCI should always override the previous one as it should have the highest priority.
Proposal 1: Scenario 1 is not needed and should be removed from the list of considered scenarios.
Proposal 2: For Scenario 2, support Solution 2 where the out-of-order HARQ feedback without additional restrictions should be adopted.
Proposal 3: For Scenario 3, the later scheduling DCI should always override the previous one as it should have the highest priority.
Regarding Solution 1, although it looks simple and straightforward and has little specification impacts, it has a lot of drawbacks. First, the eMBB throughput will be degraded (assuming eMBB is the low priority traffic). 
Second, it will lead to lack of predictability at the gNB side if the UE is going to process or not the scheduled PDSCH. The UE may always drop the first scheduled PDSCH and this will highly impact the throughput especially if the URLLC traffic is very frequent. The UE may also decide to process the first scheduled PDSCH from time to time under some implementation conditions and this will confuse the gNB which is not aware about the conditions applied by the UE. 
Proposal 4: Solution 1 is not considered further in this WI. 
Similar issue raises for the out-of-order UL scheduling (Figure 2). For this case, the UE should be allowed to skip transmitting the earlier scheduled PUSCH when the scheduling PDCCH is within X symbols of the PDCCH that scheduled the later PUSCH (as illustrated in Figure 3).
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[bookmark: _Ref1127992]Figure 2: Out-of-order UL scheduling.
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[bookmark: _Ref1128619]Figure 3: UE skips transmitting a PUSCH when the scheduling PDCCH is within X symbols.

Proposal 5: For NR Rel-16, support out-or-order UL scheduling with the following condition;
· If the PDCCH scheduling the earlier PUSCH is within X symbols of the PDCCH that scheduled the later PUSCH, the UE may skip transmitting the earlier scheduled PUSCH. FFS the value of X
Proposal 6: The timing gap condition should be adopted under Solution 2 or under Solution 4, Alt-2. 
Proposal 7: Solution 1 is not considered further in this WI. 
Regarding the maximum number of simultaneous out-of-order PDSCH-to-HARQ-ACK and out-of-order PDCCH-to-PUSCH, the following two statements were captured in the agreements in RAN1#96 [4]
· The UE only expects a maximum of one OOO PDSCH-to-HARQ-ACK flow on the active BWP of a given serving cell when applicable
· The UE only expects a maximum of one OOO PDCCH-to-PUSCH flow on the active BWP of a given serving cell when applicable.
We don’t agree with these two statements and our view is that if the UE is able to handle one out-of-order, it will be automatically able to handle in the same way multiple simultaneous out-of-order in a nested or non-nested structure without any constraint. Actually, the technical concept of multiple simultaneous out-of-order at a certain time instant doesn’t actually exist from UE processing perspective. Assuming PDSCH-to-HARQ-ACK out-of-order, at a certain precise instant in time the UE will receive a PDCCH scheduling a PDSCH such that its associated HARQ-ACK is in out-of-order relative to a previously scheduled PDSCH and the UE will make the decision to decode or drop the earlier PDSCH. The decision is made and the UE will move on with the processing. If just after the decision and before the transmission of any HARQ-ACK, another PDCCH is received by the UE scheduling another PDSCH again in out-of-order, the UE will be faced with another out-of-order totally independent from the previous one and the UE will similarly make a decision to process or drop the earlier one without any extra complexity since the UE has already the capacity to handle the out-of-order. 
Proposal 8: Restriction on the maximum number of OOO PDCCH-to-PUSCH and OOO PDCCH-to-PUSCH flows the UE needs to handle on the active BWP of a given serving cell is not needed. 
Supporting out-of-order HARQ-ACK and out-of-order PUSCH scheduling is useful when we have mixed traffic with mixed processing time capabilities. Therefore, any adopted solution to support the out-of-order HARQ-ACK and out-of-order PUSCH scheduling shouldn’t be considered as part of the basic Rel-16 UE functionalities. To ensure that, any adopted solution should be defined as a new UE capability. 
Proposal 9: Any adopted solution should be defined as an optional feature or as a UE capability. 
Intra-UE multiplexing/ prioritization
Scenario #1: Intra-UE DL Prioritization
For a UE that supports both eMBB and URLLC, intra-UE DL prioritization is essential when the network wants to schedule DL transmission with high priority, while there is an ongoing DL transmission with lower priority for that UE. Given that the downlink scheduling is under the control of the gNB, which is aware of the traffics’ priorities, a straightforward solution for this case is to allow the later scheduling DCI to override the previous one. 
This scenario is already covered by Scenario 3 in the previous section. 
Scenario #3: Intra-UE UL Prioritization – Resource Conflict between Dynamic Grants
This scenario consider the case of prioritization when the dynamic UL grants for traffics with different priorities are colliding. Similar to scenario #1, as scheduling is under the control of the gNB, and it is aware of the traffics’ priorities, a straightforward solution for this case is to allow the later scheduling DCI to override the previous one.
Proposal 10: As the gNB aware of the DL traffics’ priorities, RAN1 should adopt simple rule for intra-UE UL prioritization between dynamic grants, where the later scheduling DCI always override the previous one.
Conclusion
In this contribution, we discussed the possible mechanisms to support out-of-order HARQ feedback and out-of-order PUSCH scheduling in Rel-16 and how to handle DL data/data resource conflicts for overlapping PDSCHs/PUSCHs in time-domain. 
We have the following observations and proposals: 
Observation 1: The restriction on out-of-order HARQ could jeopardize the performance of URLLC service.
Proposal 1: Scenario 1 is not needed and should be removed from the list of considered scenarios.
Proposal 2: For Scenario 2, support Solution 2 where the out-of-order HARQ feedback without additional restrictions should be adopted.
Proposal 3: For Scenario 3, the later scheduling DCI should always override the previous one as it should have the highest priority.
Proposal 4: Solution 1 is not considered further in this WI. 
Proposal 5: For NR Rel-16, support out-or-order UL scheduling with the following condition;
· If the PDCCH scheduling the earlier PUSCH is within X symbols of the PDCCH that scheduled the later PUSCH, the UE may skip transmitting the earlier scheduled PUSCH. FFS the value of X
Proposal 6: The timing gap condition should be adopted under Solution 2 or under Solution 4, Alt-2. 
Proposal 7: Solution 1 is not considered further in this WI. 
Proposal 8: Restriction on the maximum number of OOO PDCCH-to-PUSCH and OOO PDCCH-to-PUSCH flows the UE needs to handle on the active BWP of a given serving cell is not needed. 
Proposal 9: Any adopted solution should be defined as an optional feature or as a UE capability. 
Proposal 10: As the gNB aware of the DL traffics’ priorities, RAN1 should adopt simple rule for intra-UE UL prioritization between dynamic grants, where the later scheduling DCI always override the previous one.
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