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Introduction
[bookmark: OLE_LINK11]According to the WID on physical layer enhancements for NR URLLC[1], scheduling/HARQ enhancements including the following will be specified in RAN1.
· Out-of-order HARQ-ACK associated with PDSCHs with different HARQ process IDs
· Out-of-order PUSCH scheduling associated with different HARQ process IDs, including overlapping PUSCHs and non-overlapping PUSCHs in time-domain
· Methods to handle DL data/data resource conflicts for overlapping PDSCHs in time-domain, scheduled by dynamic DL assignments 
For both out-of-order HARQ-ACK and out-of-order PUSCH scheduling, four solutions were proposed in RAN1 #96 meeting[2], and we also attach the solutions in the Appendix for reference. The the following conclusion was reached in the last RAN1 #97 meeting[3].
Conclusion made in RAN1:
Study further whether/how to support the following scenarios for the handling of two unicast PDSCHs:
1. When different DL processing times are associated with different PDSCHs on the same serving cell, and the two PDSCHs are non-overlapping.
· Note: The PDSCH-to-PUCCHs can be out-of-order or in-order.
· Note: The solution(s) should address the UE processing pipelining issue.
· Two PDSCHs follow DL processing timing capability #1 and #2, respectively, on the same serving cell.
· FFS if any different solutions are necessary to address different scenarios when the above condition occurs 
2. When the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order.
· Note: There is no UE processing pipelining issue.
· Note: the in-order PDSCH-to-PUCCHs are already handled in Rel-15.
3. The two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell.
· Note: The solution(s) should address the UE processing pipelining issue in this case.
In this contribution, we first discuss the scenarios related to pipeline issue for PDSCH processing, and then give our preference for the solutions. Correspondingly, the pipeline issue for PUSCH processing is also discussed. 
Scenarios for handling of two unicast PDSCHs 
In the RAN1 #97 meeting, three scenarios are listed for further study. In this section, we give more considerations about these scenarios. 
· Scenario 1: Different DL processing times are associated with different PDSCHs on the same serving cell and the two PDSCHs are non-overlapping. 
There will be pipeline issue in case when a slow processing time e.g., processing capability #1, is associated with the first PDSCH and a fast processing time e.g., processing capability #2, is associated with the second PDSCH[3]. Thus, it needs to further investigate the sub-scenarios proposed by companies that can cause different PDSCHs associated with different DL processing times. 
· Scenario 1-1: For UE processing capability 2 with SCS=30KHz, and the scheduled RB allocation exceeds 136 RBs, the UE defaults to capability#1 processing time. This scenario is specified in Rel-15 and will cause the processing time for the first PDSCH is slower than the second PDSCH, i.e., it will cause pipeline issue. However, Rel-15 has already specify a scheduling restriction by introducing a gap of 10 symbols between the ending of the first PDSCH and the starting of the second PDSCH.
· Scenario 1-2: When the UE is configured with additional DMRS and DL processing capability #1 on a given serving cell, a PDSCH with additional DMRS follows a slower DL processing capability#1 and a PDSCH without additional DMRS follows a faster DL processing capability #1. But according to the Rel-15 specification, the processing time is determined based on the additional DMRS configuration regardless of the length of the allocation or whether a PDSCH has additional DMRS or not. If Rel-16 doesn’t relax the configuration restriction, there will be no pipeline issue for the case a first PDSCH with additional DMRS followed by a second  PDSCH without additional DMRS. 
· Scenario 1-3: Different DL processing capability #1 and #2 can be configured for different services on the same serving cell. In Rel-15, once a UE reports that it has DL processing capability #2, it means the UE can process all the  DL transmission by capability #2 regardless of the service types. The same philosophy can be applied in Rel-16 for URLLC. Therefore, the motivation to configure different services on the same serving cell with different DL processing capabilities should be first justified.   
· [bookmark: OLE_LINK4]Scenario 1-4: When the first PDSCH is mapping Type A and the last symbol of the PDSCH is symbol i with i < 7, additional (7-i) symbols (up to 5 symbols) are added to the processing time. This scenario already exists in Rel-15. We believe that gNB can avoid the occurrence of this scenario through scheduling, the same as Rel-15. For instance, it is not allowed to schedule a first PDSCH with Type A with a last symbol of i=2 or 3, and followed a second PDSCH with Type B with a length of 4 symbols. This is not a big limitation.
· Scenario 1-5: When the first PDSCH is mapping Type B, additional symbols (up to 3 symbols) may be added depending on the overlapping of PDCCH and PDSCH. This scenario already exists in Rel-15. We believe that gNB can avoid the occurrence of this scenario through scheduling, the same as Rel-15.
Overall for Scenario 1, there has already specified some scheduling conditions(including gNB implementation) in Rel-15 for Scenario 1-1/1-4/1-5, and there is no motivation to relax Rel-15 configuration restrictions for Scenario 1-2/1-3. Thus, there is no need to further study Scenario 1 for the handling of two unicast PDSCHs. 
Proposal 1: Do not study Scenario 1 for the handling of two unicast PDSCHs, where Scenario 1 is defined as,
· different DL processing times are associated with different PDSCHs on the same serving cell and the two PDSCHs are non-overlapping. 
· Scenario 2: When the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order
There is no UE processing pipeline issue for this scenario, and the in-order PDSCH-to-HARQ-ACK is already handled in Rel-15. For the OoO HARQ-ACK case, the UE only needs to buffer the ACK/NACK for the first PDSCH and transmits it later. We don’t think it is a big issue for the UE implementation.
Proposal 2: Do not study Scenario 2 for the handling of two unicast PDSCHs, where Scenario 2 is defined as,
· when the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order
· Scenario 3: The two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell. 
This is the main scenario for pipeline issue, and the following sub-scenarios were agreed before:
· Scenario 3-1: Overlapping in the time domain and not in the frequency domain
· Scenario 3-2: Overlapping both in the time and frequency domains
Proposal 3: Further study Scenario 3 for the handling of two unicast PDSCHs, where Scenario 3 is defined as,
· the two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell. 
· Scenario 4: Three consecutive PDSCHs, in which the first two PDSCHs overlap at least in the time domain and non-overlap with the third PDSCH. 
The above mentioned scenarios all focus on two PDSCHs. Maybe we should also take a look into the case with three PDSCHs. Figure-1 gives such an example, where PDSCH1 and PDSCH2 are associated with the same processing time, and overlap each other in the time domain. A third PDSCH with the same processing time doesn’t overlap with these two overlapping PDSCHs. Depending on the solution for the two overlapping PDSCHs, it may cause some pipeline issues for PDSCH2 and PDSCH3. For example, if Solution 4-2 is adopted, additional d symbols are increased to the minimum PDSCH processing procedure time (N1) of the second PDSCH due to the dropping process of the first PDSCH. It may make the PDSCH2 has a longer processing time than PDSCH3 which may lead to pipeline issue between PDSCH2 and PDSCH3. Therefore, further investigation may be needed.
[image: ]
Figure 1: An example of Scenario 4
Proposal 4: Further study whether/how to support Scenario 4 for the handling of two unicast PDSCHs, where Scenario 4 is defined as,
· three consecutive PDSCHs, in which the first two PDSCHs overlap at least in the time domain and non-overlap with the third PDSCH.  
· Note, it depends on whether Solution 4-2 is supported or not. 
Solutions for PDSCH pipeline issue 
[bookmark: OLE_LINK2]In this section, we provide our analysis on the solutions mainly based on Scenario 3 discussed in above section. Currently, four potential solutions were proposed to define UE behaviors for out-of-order HARQ-ACK scheduling. Our understanding is that, as long as the UE can feedback HARQ-ACK information in the indicated PUCCH resource for each of the PDSCH, no matter the PDSCH is actually processed or not, gNB’s behavior will be deterministic. It is not necessary for gNB to have a comprehensive information of UE capability or scheduling condition and based on that to determine whether the low priority PDSCH is processed by the UE or not. All gNB needs to do is to receive the HARQ-ACK information on the indicated PUCCH resource and based on that to decide whether to reschedule the PDSCH. So it is sufficient to just define which PDSCH should be prioritized so that the UE will always try its best to decode the high priority PDSCH to guarantee URLLC service performance. As to the low priority PDSCH, the UE will decide whether to decode it or nor not based on its capability or the scheduling condition and so on.  And it is a clean solution which doesn’t incur Scenario 4 mentioned in Section 2.
According to the above analysis, we expect Solution 1 is the most appropriate one. Other solutions are also applicable but will introduce unnecessary rules and UE capabilities thus not recommended.
There is a concern on out-loop link adaptation for Solution 1. That is, gNB does not know whether the UE processes the low priority PDSCH or not. Thus, when gNB receives a NACK for the low priority PDSCH, it doesn’t know whether the NACK is caused by UE dropping the low priority PDSCH in which case gNB does not need to adjust the out-loop link adaptation, or by bad channel quality in which case gNB needs to adjust the out-loop link adaptation. This would cause an ambiguity for gNB. However, compared to normal PDSCH scheduling, the out of order HARQ scheduling is a small probability event. gNB can simply ignore the NACK for low priority PDSCH since out-loop link adaptation is more of a statistical process and wouldn’t be influenced even slightly by a single miss of NACK. Even gNB would like to take the NACK for low priority PDSCH into account for out-loop link adaptation, gNB can still make reasonable assumption that if ACK is received for the high priority PDSCH and NACK is received for the low priority PDSCH. Because such case means the channel quality/CQI reporting is good and the NACK for low priority is very much possible caused by UE dropping the PDSCH. Anyway, it is obvious that the influence for out-loop link adaptation in Solution 1 is quite limited and can be neglected. 
Another concern for Solution 1 is the resource management issue. Some company think if gNB does not know whether the UE drops the low priority PDSCH or not, gNB does not know whether it should transmit the remaining part of low priority PDSCH or reallocate the PDSCH resource to other transmissions. From our perspective, it is really an implementation issue that gNB should always make reasonable decision on its own behavior. If gNB does not know whether the UE will process the low priority PDSCH or not, a reasonable behavior for gNB is to always transmit the PDSCH to maximize throughput and UE capability as well. If in fact the UE will drop the low priority PDSCH, the above gNB behavior would cause some unnecessary resource consumption but only when the high priority PDSCH starts before the end of low priority PDSCH, which indeed has an even smaller probability than out-of-order HARQ-ACK scheduling. Thus the influence to system throughput can be ignored.
Proposal 5: Solution 1 should be supported to define UE behavior for out-of-order HARQ-ACK scheduling.
As to the FFS point, whether or not, out-of-order operation is allowed across PDSCHs with PDSCH-to-HARQ-ACK gap compatible with PDSCH processing time (N1) for capability X. From gNB’s perspective, if such restriction is applied, that means gNB cannot prioritize URLLC PDSCH transmission with capability 2 processing time over an on-going eMBB UE with capability 2.
From UE’s perspective, if some rules like Solution 1 are specified, a UE will be able to deal with out-of-order HARQ scheduling accordingly, and is not related to whether the two PDSCHs are compatible with the same or different capability X.
Based on the analysis, we don’t think there is a need to add an artificial restriction that the two PDSCHs scheduled in out-of-order HARQ-ACK manner are compatible with the same or different capability X. 
Proposal 6: No need to specify that out-of-order operation is allowed or not across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.
Out-of-order PUSCH
Four potential solutions were agreed, as listed in the Appendix, to define UE behaviors for out-of-order PUSCH scheduling. The problem that gNB/UE face in out-of-order PUSCH scheduling is quite similar as in out-of-order HARQ-ACK scheduling but with a little difference. That is, the UE can always feedback HARQ-ACK information even the corresponding PDSCH is not decoded yet, while in out-of-order PUSCH scheduling, the UE cannot transmit a PUSCH if the PUSCH is not prepared. However, considering the fact that gNB anyway supports blind decoding of UL grant free transmission, gNB can also detect whether the first scheduled PUSCH is transmitted or not in out-of-order PUSCH scheduling. If gNB detects the PUSCH is not transmitted, gNB will not buffer the corresponding symbols received on the resource of PUSCH thus avoid polluting the HARQ buffer. So Solution 1 is still applicable here. 
If Solution 1 is adopted, it is expected that gNB always tries to detect the second scheduled PUSCH. But gNB may need blind decodes the first PUSCH. To avoid the above unnecessary gNB blind decodes, Solution 2 can be a good alternative. From our understanding, Solution 2 means that the UE reports a capability to gNB about whether it can transmit two PUSCH in parallel. For a UE with the capability, the UE should transmit the two PUSCH and gNB always tries to decode both PUSCH. For a UE without the capability, the UE always drops the first scheduled PUSCH and gNB always ignores the decoding of the first scheduled PUSCH.
Proposal 7: Solution 1 or Solution 2 can be supported for out-of-order PUSCH scheduling.
[bookmark: OLE_LINK3]As to the FFS point, whether or not out-of-order operation is allowed across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X. Based on similar reasons as in out-of-order HARQ-ACK case, we propose no artificial restriction for it.
Proposal 8: No need to specify that out-of-order operation is allowed or not across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X.
For scenario when the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain, we have already agreed that the UE drops the processing and the transmission of the first scheduled PUSCH and details is FFS. From our understanding, one detail that matters is when will a UE actually stop the transmission of the first PUSCH if a UE detects the second UL grant for URLLC. As shown in Figure 2, an eMBB PUSCH has already started its transmission on symbol#0, and is indicated by UL grant 1 to end on symbol#11. Then, the UE detects an UL grant2 on symbol#4/5 to schedule a URLLC PUSCH on symbol#11/12. When it starts to process URLLC PUSCH, the UE would not be able to process both eMBB PUSCH and URLLC PUSCH in parallel starting from a symbol, e.g., symbol #7 (It is assumed that the UE needs 2-symbol duration to decode UL grant2). Thus, the UE needs to stop transmitting the eMBB PUSCH starting from symbol #7.  In short, it needs to define the ending symbol from where the UE should stop transmission of the first PUSCH. It can be determined by N symbols after UL grant2, and N symbols are used to decode the PDCCH. Thus, the gNB can decode the eMBB PUSCH based on the valid symbols transmitted. 


Figure 2. Conflict between dynamic scheduled PUSCHs for URLLC and eMBB
Proposal 9: If the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain and the first scheduled PUSCH has started transmission, define the ending symbol from where the UE should stop transmission of the first PUSCH.
For both Solution 1 and Solution 2, there is a possibility that the first scheduled PUSCH is dropped. If there is UCI multiplexed in the dropped PUSCH, it is necessary to consider how to handle the UCI transmission, especially the HARQ-ACK. Whether/how the UCI piggybacks on the second PUSCH needs further study.
Proposal 10: FFS the handling of UCI on the dropped PUSCH.
Conclusion
According to the analysis given above, we have the following proposals:
Proposal 1: Do not study Scenario 1 for the handling of two unicast PDSCHs, where Scenario 1 is defined as,
· different DL processing times are associated with different PDSCHs on the same serving cell and the two PDSCHs are non-overlapping. 
Proposal 2: Do not study Scenario 2 for the handling of two unicast PDSCHs, where Scenario 2 is defined as,
· when the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order
Proposal 3: Further study Scenario 3 for the handling of two unicast PDSCHs, where Scenario 3 is defined as,
· [bookmark: _GoBack]the two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell. 
Proposal 4: Further study whether/how to support Scenario 4 for the handling of two unicast PDSCHs, where Scenario 4 is defined as,
· three consecutive PDSCHs, in which the first two PDSCHs overlap at least in the time domain and non-overlap with the third PDSCH.  
· Note, it depends on whether Solution 4-2 is supported or not. 
Proposal 5: Solution 1 should be supported to define UE behavior for out-of-order HARQ-ACK scheduling.
Proposal 6: No need to specify that out-of-order operation is allowed or not across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.
Proposal 7: Solution 1 or Solution 2 can be supported for out-of-order PUSCH scheduling.
Proposal 8: No need to specify that out-of-order operation is allowed or not across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X.
Proposal 9: If the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain and the first scheduled PUSCH has started transmission, define the ending symbol from where the UE should stop transmission of the first PUSCH.
Proposal 10: FFS the handling of UCI on the dropped PUSCH.
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Appendix
Agreements:
For a Rel. 16 eURLLC UE and dynamic downlink scheduling, on the active BWP of a given serving cell, the HARQ-ACK associated with the second PDSCH with HARQ process ID x received after the first PDSCH with HARQ process ID y (x != y) can be sent before the HARQ-ACK of the first PDSCH. Specify based on the following solutions:
· Solution 1: The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.
· Solution 2: The UE processes both the first and second PDSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behavior is not defined. 
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first PDSCH.
· Alt1: The UE always drops the first PDSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and second PDSCHs, the gap between the two PUCCHs carrying HARQ-ACK, etc.
· The UE behavior, e.g., decision on dropping the first channel and timing capability associated with the second channel, is determined, and is fixed, after decoding the PDCCH associated with the first and the second PDSCH. 
· When the UE drops the processing of the first channel, increasing the minimum PDSCH processing procedure time (N1) of the second PDSCH by d symbols can be considered.
· FFS the value of d. 
· Dropping the processing of the first PDSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first PDSCH on the same serving cell 
· Alt2: dropping the processing of a PDSCH(s) on the same cell or a different serving cell.
· The UE only expects a maximum of one OOO PDSCH-to-HARQ-ACK flow on the active BWP of a given serving cell when applicable
· FFS whether or not, out-of-order operation is allowed across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.
Agreements:
For a Rel. 16 UE, on the active BWP of a given serving cell, the UE can be scheduled with a second PUSCH associated with HARQ process x starting earlier than the ending symbol of the first PUSCH associated with HARQ process y (x != y) with a PDCCH that does not end earlier than the ending symbol of first scheduling PDCCH.  Specify based on the following solutions:
· Solution 1: The UE always processes the second scheduled PUSCH. The UE may or may not drop the processing of the first schedeuled PUSCH.
· If the first scheduled and second scheduled PUSCHs are not colliding in the time domain:
· Solution 2: The UE processes both the first scheduled and second scheduled PUSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first scheduled and second scheduled PUSCHs under some conditions. The conditions are reported as a UE capability.
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first scheduled PUSCH.
· Alt1: The UE always drops the first scheduled PUSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first scheduled PUSCH.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and the second PUSCHs, etc.
· The UE behavior, e.g., decision on dropping the first scheduled PUSCH and timing capability associated with the second scheduled PUSCH, is determined, and is fixed, after decoding the PDCCH associated with first and the second scheduled PUSCHs. 
· When the UE drops the processing of the first scheduled PUSCH, increasing the minimum PUSCH preparation procedure time (N2) of the second PUSCH by d symbols can be  considered.
· FFS the value of d. 
· Dropping the processing of the first scheduled PUSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first scheduled PUSCH on the same serving cell 
· Alt2: dropping the processing of a PUSCH(s) on the same cell or different serving cell.
· The UE only expects a maximum of one OOO PDCCH-to-PUSCH flow on the active BWP of a given serving cell when applicable.
· FFS whether or not out-of-order operation is allowed across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X.
· If the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain, the UE drops the processing and the transmission of the first scheduled PUSCH.
· For dropping, the scheduling limitations do not apply. The UE always drops the first scheduled PUSCH.
· Other details of dropping are as those of the solution 4. 
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