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Introduction
One task for multi-beam enhancements in Rel-16 is to perform study and, if needed, specify enhancement(s) on UL and/or DL transmit beam selection specified in Rel-15 to reduce latency and overhead [1]. In the latest meeting [2], the following agreements have been reached:
Agreement
For signaling overhead reduction on updating/configuring spatial relation for PUCCH, support simultaneous spatial relation update/configuration for multiple PUCCH resources 
· FFS signaling details to be decided in next meeting, including down-selection/merging among the following options
· Spatial relation update for all PUCCH resources in a CC by one MAC CE
· Spatial relation update per Rel-15 PUCCH resource set
· Spatial relation update per group of PUCCH (which might need to be introduced for Rel-16) 
· PUCCH spatial relation info configured in a BWP could be applied across different BWP or different cells
· Other options are not precluded.
Agreement
In RAN1#96bis, determine whether to support the configuration of up to 64 candidate beams for BFR by RRC signaling.
· FFS signaling details including whether MAC-CE message can choose a subset of the candidate beams as active resources for new beam identification in Rel-16
Working Assumption
For UL beam management latency and overhead reduction, support MAC CE based spatial relation update for aperiodic SRS per resource level
· FFS: Whether this is a UE optional feature
· Note: Qualcomm prefers to have this as a UE optional feature
In this contribution, Section 2 and Section 3 discuss the latency reduction and overhead reduction respectively. In both sections, we start with a brief analysis on what are the major causes of the latency/overhead with Rel-15 BM and come up with corresponding solutions. Section 4 concludes the paper with a summary of observations and proposals. To understand the gain of potential enhancements, quantitative performance results compared with what was specified in Rel-15 are also presented. The evaluations are carried out under agreed multi-beam LLS/SLS assumptions, and details on the evaluations can be found in our companion paper [4][5].
[bookmark: _Ref533753594]Latency reduction
The latency with Rel-15 BM may be caused by completely different reasons, one major cause is the latency introduced by RRC reconfiguration signalling, and the other is the time consumed to find the optimal beam pairs. In this section, possible solutions targeting the signalling latency reduction and beam training latency reduction are discussed in Section 2.1 and 2.2 respectively.
[bookmark: _Ref533578575][bookmark: _Ref525921035]Signalling latency reduction
RRC signalling is heavily involved in Rel-15 beam management, including configurations of resources used for beam measurement and reporting, configurations of beam indication, i.e., TCI and spatial relation for downlink and uplink respectively, configurations of beam failure recovery, e.g., resources for beam failure detection, resources for candidate beam selection, RACH resources for beam failure recovery request, etc.
Frequent RRC (re)configuration is a mechanism that both the network and UE want to avoid, since it occupies the resources for useful data transmission and it may create ambiguities and low efficiencies, especially in the time duration between each RRC reconfiguration and the followed-up MAC-CE activation. However, two major reasons, RRC signalling restriction and UE capability limitation make frequent reconfiguration inevitable for Rel-15 BM, even that a large amount of configurations have been already signalled to the UE in the initial configuration. In RAN1#AH1901 meeting, the agreement on increasing the maximum RRC configurable number of spatial relations for PUCCH to be 64 per BWP is one example on reducing latency via addressing Rel-15 RRC signaling restriction. The same methodology can be useful in other scenarios, for example, RRC signalling restriction maxNrofCandidateBeams=16 puts a limit on the number of possible candidate beams UE can measure per BWP for the beam failure recovery functionality. Such a design implies that a 64-Tx-beam gNB has to send RRC reconfiguration to a moving UE to configure a new set of candidate beams, which means roughly 4 (= 64 / 16) RRC configurations are needed even within one cell. Otherwise, fixing 16 candidate beams to a subset of 64 SSB beams (e.g., evenly sampled), the probability of successful recovery will be reduced, as shown in the case study next in Table 1. Another example, UE capability can suggest that a particular UE supports 16 configured spatial relations. If the spatial relations contain only downlink reference RS, such a design implies that a 64-Tx-beam gNB has to reconfigure spatial relations via RRC when UE moves to the coverage area of another subset of gNB downlink Tx beams, assuming one downlink reference RS corresponds to a Tx beam.
Observation 1: Frequent RRC reconfigurations are difficult to avoid with Rel-15 BM, due to restrictions on RRC signalling and UE capability.  
Proposal 1: To reduce latency of BM, study mechanisms to reduce RRC reconfiguration(s) via introducing MAC-CE/DCI-based indications and/or pre-defined beam/QCL updating rules.
Next, we use the example of ‘configuration of candidate beams for BFR’ to show the impact of RRC signalling restriction and UE capability and proposed solutions. It is recognized that Rel-15 RRC signalling limitation on maximum candidate beam number would lead to performance loss. As shown in the Table 1, simulation results suggests that fixing 16 candidate beams to a subset of 64 SSB beams (e.g., case#2), the chance of successful recovery is halved, compared with the case that all 64 SSB are configured for new beam identification (i.e., case#1). Thus we support that the number of maximum candidate beam should be extended to 64, as stated in one of FFS from the last meeting.
In addition, if the number of maximum candidate beam can be extended to 64, considering the UE capability (e.g., some UE may only be able to track 16 candidate beams for BFR) and implementation complexity, MAC-CE signalling seems natural to be introduced to choose part of them as active resources for new beam identification. With a lower complexity, simulation results also show it (i.e., case#3) can approaches the upper bound when UE performs global search over all SSB beams (i.e., case#1).
[bookmark: _Ref533757690]Table 1 Performance comparison between different solutions
	Simulation cases
	*Probability of  interruption:
Prob(SNR<0dB)
	*Conditional probability of interruption:
Prob(SNR<0dB|blockage)

	Case#1
	8.6%
	44.4%

	Case#2
	19.5%
	99.6%

	Case#3
	10.2%
	52.3%


The LLS simulation is conducted by using ray-tracing method for blockage modelling from human body. In particular, probability of interruption used here is the probability that SNR < 0dB, and conditional probability of interruption used here is the probability of SNR < 0dB conditioned on blockage event, where block event is defined as SNR dropped by 10dB and lasted over 50ms. More detailed discussions on the evaluations can be found in our companion paper [4][5]. The simulation cases are detailed as follows.
· Case#1: Upper bound. RRC configures and UE measures all 64 beams.
· Case#2: Rel-15 baseline. RRC configures and UE measures 16 beams. In the setup, the 16 beams are chosen as an evenly sampled subset of the total 64 beams.
· Case#3: Proposed solution. RRC configures 64 candidate beams, and MAC-CE to indicate 16 of them for UE to measure.
Based on the analysis and results above, we have the following proposals.
Proposal 2: Support configuring up to 64 candidate beams by RRC signalling and then MAC-CE signalling to choose a subset as active resources for new beam identification in Rel-16. 
[bookmark: _Ref533578582][bookmark: _Ref525921013]Reduce the time used for beam training 
It may be affordable for the network and UE to carry out one round of beam training by even exhaustively search all the beam pair combinations, however, what is unacceptable is that the beams selected after the exhaustive search are not fulfilling the gNB requirements and another round of beam training is needed, and then another round… This undesired situation would likely happen by using Rel-15 L1-RSRP based beam measurement and reporting, which has no clear guidance from gNB. The beams selected by the UE, most probably via max-RSRP rule, are not useful if gNB would like to do two-beam multiplexing transmission for capacity enhancement, or to do two-beam diversity transmission for robustness enhancement, or simply a pair of backup beams that gNB could do fast beam switch to combat blockage.
For example, with the largest N RSRP(s), spatially adjacent gNB Tx beams may be selected. Figure 2 shows the RSRP distribution of all gNB Tx beams in a contour map. For beam reporting with largest N RSRPs, UE would only select beams around the peak to report, for example, beam A and beam C in Figure 2 if N = 2. As one may expect, these reported beams are not suitable as back-up beams and hence the system will be less robust to blockage. In this case, to obtain beams that are suitable for serving as back-up, for example, beam A and beam B in Figure 2, gNB may configure more rounds of beam measurement/reporting, leading to a large latency/overhead. 
Some possible solutions in this category can be, for example, to specify and allow gNB to inform UE the rule for beam selection. For example, UE can be asked to report gNB Tx beams with low spatial correlation. In this way, the selected and reported Tx beams will be more suitable for improving the system robustness via multi-gNB-panel/beam diversity-transmission. The figure also demonstrates the gain of reporting lowly correlated beams A and B over the highly correlated beams A and C. Since beams A and C are highly correlated, when beam A is blocked, beam C cannot be used as a good back-up. Instead, beam B brings more robustness and can be used as a back-up to prevent the severe RSRP degradation (>20dB). Ultimately, the time needed to find the most suitable beams can be reduced under gNB instruction.
Observation 2: Implicit and UE-implementation-based beam selection in Rel-15 would cause unnecessary latency.  
Proposal 3: For latency reduction, study mechanisms to reduce beam training latency via defining beam selection rules with more explicit reflection of the purpose of beam training.
[image: ]
[bookmark: _Ref525920910]Figure 2 Measured L1-RSRP of gNB Tx beams
[bookmark: _Ref533753621]Overhead reduction
Rel-15 BM introduces severe system overhead due to the transmissions of beam-sweeping reference signals, including SSB, CSI-RS for BM, TRS, etc. Furthermore, the restrictions on the scheduling due to FR2 simultaneous reception capability is very strict that those beam-sweeping RS may occupy the whole OFDM symbols and the beam-sweeping behaviour prevents the scheduling opportunity on those symbols. It is a huge overhead considering the large bandwidth in FR2. In addition, in RAN1#96 meeting, the agreement on simultaneous spatial relation configuration/update for multiple PUCCH resources indicates that redundant signalling is also considered as overhead. In this section, we discuss the possible solutions to reduce the overhead in FR2.
Reducing the beam sweeping RS
In the worst case of a Rel-15 gNB, on each narrow beam direction, the network has to transmit SSB for initial access, TRS for time/frequency tracking and CSI-RS for BM and channel acquisition, if there are UEs located in the coverage area of the beam. Some possible solutions in this category can be, for example, transmitting TRS only with wide beams, assisting DL beam training by SRS, complementing beam management with existing RS like DMRS, supporting beam training on one CC and applying the results on other CCs, etc. 
Proposal 4: For overhead reduction, study mechanisms to reduce the transmission of periodic beam-sweeping/training signals. 
DMRS-based beam management
In Rel-15, only dedicated SSBs and/or CSI-RS/SRS resources can be configured to train gNB/UE beams for UL/DL communications. Considering fast channel variation due to the mobility/rotation, BM RS may need to be configured with a relatively small periodicity, which introduces a high overhead. Otherwise, if the BM RS periodicity is large, the risk of serving beam failure increases. 
To address this issue, reusing existing RS, such as DMRS, could be one of the methods to achieve some trade-off between larger-periodicity BM RS and robustness of beam-based transmissions. Compared to Rel-15 BM, in addition to the periodic CSI-RS, UE can do measurement and reporting based on DMRS to monitor the quality of current beams in use. Once the serving beam quality falls below a threshold, with DMRS-based beam measurement and reporting, as shown in Figure 3, the gNB can do fast beam switch or trigger a new round of BM with aperiodic CSI-RS resources. Thus, with the help of DMRS, periodic beam sweeping CSI-RS can be transmitted with a larger periodicity, which can effectively reduce overhead, as shown in Table 2, for Rel-15 BM, 64 CSI-RS resources are configured, each with 5 ms periodicity. With the help of DMRS, the periodicity of CSI-RS can be 10ms. The overhead is calculated in a way by assuming each BM CSI-RS resource occupying one OFDM symbol during transmission.
Therefore, we have the following proposal,
Proposal 5: DMRS based beam management should be considered to reduce BM overhead in Rel-16.
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[bookmark: _Ref533783947]Figure 3 An example of DMRS-based beam management
[bookmark: _Ref534982136]Table 2 OFDM symbols carrying CSI-RS resources for BM
	# of available DL symbols in 100ms
120KHz SCS, (DL:UL = 4:1)
	Rel-15 BM overhead
5-ms CSI-RS periodicity
64 CSI-RS resources 
	DMRS-based BM overhead
10-ms CSI-RS periodicity
64 CSI-RS resources

	8960
	64 * (100/5) / 8960 = 14.28%
	64 * (100/10) /8960 = 7.14%


Cross-carrier beam management
In addition to the identified major causes of the BM overhead, if carrier aggregation is applied in FR2, the BM overhead would be linearly proportional to the number of carriers, if BM procedure is done independently per CC/BWP. Although Rel-15 specification adds CC/BWP ID in TCI, i.e., reference signals on one CC/BWP can be used as the QCL reference for the PDCCH/PDSCH DMRS on the other CC/BWP, it is not always the best way for the gNB to do so. There are several reasons. One is that since UE can support one active BWP per CC at a time, the trained beam on the currently active BWP may not be suitable for the next-activated BWP, since the time gap between the usages of different BWPs may be large. Another reason is that due to the large bandwidth, different FR2 CCs may not be always QCLed w.r.t. the spatial RX parameters.
[image: ]
[bookmark: _Ref534310078]Figure 4 Received power difference from 2 CCs in LOS and NLOS environments respectively
Figure 4 investigates QCL relationship between two 400MHz-separated CCs (i.e., 28GHz and 28.4GHz center carrier frequency respectively) by also considering UE movement. By placing UEs away from gNB along a line, it presents the probability of power difference smaller than 3 dB between two carriers in LOS and NLOS scenarios respectively. If we define that two carriers are spatially QCLed when this probability > [0.8], UEs at different positions in different scenarios may have different deductions on whether these two carriers are spatially QCLed or not. In particular for NLOS, the probability varies dramatically depending on the Tx-Rx distance and other factors due to the complicated propagation environment. As observed in the figure, when UE moves far away from the gNB in a NLOS environment, the receive power difference of two different CCs seems decreased. One possible reason is that in the specific measurement scenario, a stronger reflecting path is becoming more dominant when UE moves far away from the gNB. With this kind of complications in mind, it is a better choice that UEs can measure and report to let gNB having correct information to maintain the spatial QCLed component carriers. For those CCs are not actually QCLed, cross-carrier beam indication may be prevented. 
Observation 3: Depending on evaluation criteria, multiple CCs in one FR2 band are not always spatially QCLed (i.e., beam pair used for one CC may not be optimal for the other CC in terms of received RSRP).
Proposal 6: To enable cross-carrier BM for overhead reduction, study mechanisms to enable NW to determine the availability of spatial QCL relation between FR2 CCs based on UE feedback.
Multiplexing data and beam sweeping RS
As quoted below, it was agreed by RAN4#88 in Rel-15 that when UE performs SSB based L1-RSRP measurement in FR2, scheduling restriction applies to RS symbols to be monitored.
	Agreements:
· When UE performs SSB based L1-RSRP measurement in FR2,
· scheduling restriction applies to RS symbols to be monitored


Such restriction implies that UE-specific PDSCH cannot be FDMed with SSB, even if they are spatially QCLed by this SSB. Together with the fact that to reduce RRC involvement for intra-cell beam tracking, gNB will likely configure all SSBs for UE to perform L1-RSRP measurement, considerable overhead will be incurred by such scheduling restriction. 
Assuming all 64 SSBs are configured to all UEs in the cell as BM resources, in Table 3, the overhead from scheduling restriction around beam swept SSBs, i.e., the ratio of the number of symbols occupied by 64 SSBs to the total number of OFDM symbols within one SSB period, are provided. As can be seen, the overhead is considerably large (> 10%) even with the typical configuration of 10 or 20ms SSB periodicity. It is true that the overhead can be reduced with a larger SSB periodicity, but the latency of initial access will be increased proportionally and hence is not a preferred solution. 
[bookmark: _Ref525890107]Table 3 Overhead from scheduling restriction around SSB (120kHz SCS for PDSCH and SSB)
	SSB periodicity (ms)
	# of available DL symbols (DL:UL = 4:1)
	# of symbols for 64 SSBs
	Overhead

	10
	1120 * 0.8
	256
	28.57%

	20
	2240 * 0.8
	256
	14.29%


Observation 4: Due to UE Rx beam sweeping, scheduling restriction imposed around beam-swept SSBs typically introduces more than 10% overhead. 
To reduce the overhead, one solution is to allow for multiplexing of SSB(s) and UE-specific PDSCH in some cases. As depicted in Figure 5, there are two different behaviours for SSB based L1-RSRP measurement. One is that UE could sweep its Rx beam during the SSB to find a best Rx beam, and in this case, no PDSCH is allowed to be transmitted on those symbols carrying SSBs. The other is that UE should fix its Rx beam during one SSB, for example, to have an accurate RSRP calculation (possibly averaging), and in this case, PDSCH can be FDMed with SSBs and UE can use the same Rx beam to receive both of them. 

[bookmark: _Ref525920837]Figure 5 Two different UE receiving behavior for SSB reception (with/without UE Rx beam sweeping)
With such a differentiation, gNB will be able to configure a limited set of SSB for UE to perform Rx beam sweeping (hence no PDSCH on those symbols). In other SSB locations, gNB will still be able to transmit PDSCH to this UE. In this way, the overhead issue can be alleviated. As accompanying solutions, mechanisms supporting configuration/indication of the SSB subset that UE should fix its Rx beam during one SSB may also be considered. For now, we have the following proposal:
[bookmark: OLE_LINK6]Proposal 7: For overhead reduction, study mechanisms to relax the scheduling constraints over the OFDM symbols carrying BM RS like SSB when UE does not preform Rx beam sweeping. 
[bookmark: _Ref533753784]Reducing redundant signalling
It has been recognized that Rel-15 signalling may be redundant and bringing a large amount of unnecessary overhead. For example, in last meeting, simultaneous spatial relation update/configuration for multiple PUCCH resources is supported, which can reduce the signalling overhead if multiple PUCCH resources are updated/configured with a same spatial relation. Several options are provided such as 
· Spatial relation update for all PUCCH resources in a CC by one MAC CE
· Spatial relation update per Rel-15 PUCCH resource set
· Spatial relation update per group of PUCCH (which might need to be introduced for Rel-16) 
The options listed above have their own limitations, in particular when they are used to update spatial relation for multiple PUCCH resources. For example, if one MAC CE is used for updating spatial relation for all PUCCH resources in a CC, it is difficult to serve the case that UE having multiple available transmit beams (e.g., wide and narrow Tx beams, Tx beams pointing to different TRPs), since then all PUCCH resources should be transmitted using the same configured spatial relation. For the option to update spatial relation per PUCCH resource set, the same problem remains. Since UE only determines PUCCH resource set by the UCI size, the flexibility of using multiple Tx beams is restricted. Furthermore, introducing the PUCCH group concept requires changes of RRC framework to do PUCCH configuration, which has a complicated RRC impact and thus is not preferred.
One possibility to overcome the mentioned problem is to perform simultaneous spatial relation update in a more implicit way. For example, for those PUCCH resources have already been configured with the same spatial relation (by a new Rel-16 MAC-CE or the existing Rel-15 MAC-CE), if one of which is updated with a new spatial relation, the spatial relation for the others should be updated too. By using this implicit method, the signalling overhead of updating PUCCH spatial relation is reduced with a minimum RRC impact.
Proposal 8: For configuring/updating spatial relation of multiple PUCCH resources, instead of applying indicated spatial relation to one CC or PUCCH resource set, study solutions with less impacts to RRC or other working areas (e.g., applying to PUCCH resources with same spatial relation configured before). 
Summary of discussions
In this contribution, we discussed possible solutions to be studied for latency and overhead reduction in Rel-16. The following observations and proposals are made:
Observation 1: Frequent RRC reconfigurations are difficult to avoid with Rel-15 BM, due to restrictions on RRC signalling and UE capability.  
Observation 2: Implicit and UE-implementation-based beam selection in Rel-15 would cause unnecessary latency.  
Observation 3: Depending on evaluation criteria, multiple CCs in one FR2 band are not always spatially QCLed (i.e., beam pair used for one CC may not be optimal for the other CC in terms of received RSRP).
Observation 4: Due to UE Rx beam sweeping, scheduling restriction imposed around beam-swept SSBs typically introduces more than 10% overhead. 
Proposal 1: To reduce latency of BM, study mechanisms to reduce RRC reconfiguration(s) via introducing MAC-CE/DCI-based indications and/or pre-defined beam/QCL updating rules.
Proposal 2: Support configuring up to 64 candidate beams by RRC signalling and then MAC-CE signalling to choose a subset as active resources for new beam identification in Rel-16. 
Proposal 3: For latency reduction, study mechanisms to reduce beam training latency via defining beam selection rules with more explicit reflection of the purpose of beam training.
Proposal 4: For overhead reduction, study mechanisms to reduce the transmission of periodic beam-sweeping/training signals. 
Proposal 5: DMRS based beam management should be considered to reduce BM overhead in Rel-16.
Proposal 6: To enable cross-carrier BM for overhead reduction, study mechanisms to enable NW to determine the availability of spatial QCL relation between FR2 CCs based on UE feedback.
Proposal 7: For overhead reduction, study mechanisms to relax the scheduling constraints over the OFDM symbols carrying BM RS like SSB when UE does not preform Rx beam sweeping. 
Proposal 8: For configuring/updating spatial relation of multiple PUCCH resources, instead of applying indicated spatial relation to one CC or PUCCH resource set, study solutions with less impacts to RRC or other working areas (e.g., applying to PUCCH resources with same spatial relation configured before). 
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