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1	Introduction
An often used strategy to augment the capacity of cellular networks is to deploy small cells within the coverage areas of macro cells. Such small cells can help offload significant amounts of traffic from the overloaded macro cells, thus enhancing the overall network’s ability to serve larger user populations and/or deliver higher bit-rates to them. Ideally, the small cells are deployed in a separate frequency band where they do not suffer interference from the macro cells which carry transmissions at significantly higher power levels. However, in several situations, the service provider may not be able to allocate a separate frequency band for the exclusive use of the small cells, thus being forced to go for a co-channel deployment of macro and small cells. In such a situation, the stronger transmissions from the macro cells overwhelm those from the small cells, shrinking the coverage areas of the latter so much that they are unable to offload users from the macro cells. It is possible to employ time-domain interference coordination techniques such as eICIC to provide the small cells with at least some slices of time without interference from the macro cells. However, service providers are often unwilling to use this technique as it forces the macro cells to blank these time slices, thus suffering a corresponding loss in their capacity. It is in this context that NonLinear Precoding (NLP) based on Tomlinson-Harashima Precoding (THP) [1] presents itself as an attractive solution to mitigate the interference suffered by small-cell users without forcing macro cells to endure a capacity loss.
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2	Non-linear Precoding in Heterogeneous Network
In the following we describe how non-linear precoding (implementing Dirty Paper Coding (DPC) based on Tomlinson-Harashima Precoding with Partial Interference Subtraction (THP-PIP)) may be employed in a HetNet scenario to mitigate the interference suffered by small cell users within the coverage area of a macro cell. Fig. 1 below shows a simple example of such a scenario.
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Fig. 1: An Illustration of the Interference Problem in Co-Channel Hetnets
In Fig. 1, macro cell A and small cell B are communicating with their respective users UE1 and UE2 over the same set of time-frequency resources. Because of the significantly higher transmit power associated with macro cell A, the small cell user UE2 suffers a great deal of interference, leading to a much worse signal-to-interference+noise-ratio (SINR) than what it would have enjoyed in the absence of interference from macro cell A. We now describe how small cell B can utilize non-linear precoding to mitigate the interference suffered by its user UE2 from macro cell A. 
2.1 Implementation of the non-linear precoding scheme (based on THP-PIP) 
Let us consider how the transmitter and receiver processing chains are constructed. Assuming an OFDM system, we consider only the frequency domain operations. Fig. 2 below shows an illustration of the entire transmitter-receiver operation.  
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Fig. 2: An Illustration of the Transmitter-Receiver Operations
In fig. 2, m denotes the sequence of information bits to be transmitted. These bits are channel-coded and mapped to a sequence of points in a suitable QAM constellation to obtain the vector of coded symbols x. Each symbol in the code vector x is multiplied by an M-dimensional precoding vector p to feed the M antennas on the transmitter side. At the receiver side, the N receive antennas produce an N-dimensional vector ra per transmitted symbol. This received vector ra is multiplied by a filter vector w to obtain the received symbol r. (The filter vector w represents the MMSE/IRC or MRC processing at the receiver.) The vector of such received symbols collected over all of the time-frequency resources used to transmit the desired information sequence is then fed to the decoder to obtain , an estimate of the transmitted information bits. Note that the channel between the transmit antennas and the receive antennas is an NxM MIMO channel with channel matrix H. However, the effective channel between the transmit port and the receive port is a scalar channel h, with its channel coefficient given by wHp.
Assuming, for simplicity, that the macro cell A in fig. 1 is transmitting a single stream over the time-frequency resources being used by the small cell B to communicate with the UE2, the interference problem at the receive port of UE2 appears as shown in fig. 3 where x and y denote the symbols transmitted respectively by small cell B and macro cell A, hx is the scalar channel between small cell B and UE2, and hy is the scalar channel between the macro cell A and UE2 . n represents the noise and, possibly, interference from other cells that is not being mitigated.
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Fig. 3: A Representation of the Interference Problem as Seen at UE2’s Receive Port
Therefore, as shown in fig. 3, if we focus on a resource element, the received signal r at the receive port of the UE2 is given by
r = hx x + hy y + n,																											(2)
where x is the symbol transmitted by small cell B towards UE2 and y is the symbol transmitted by macro cell A towards its own user (namely, UE1 in fig. 1). Dividing the expression in (2) by the channel coefficient hx, we obtain
r = x + (hy/hx) y + n/hx,																										(3)
which represents the signal at the receive port of UE2 “reflected” to the transmit port of small cell B. Thus, in order to implement non-linear precoding to mitigate the interference caused by macro cell A, small cell B treats the quantity “(hy/hx)y” as the effective interference to be mitigated, and the quantity “n/hx” as the effective noise. Thus, given the symbol produced by the QAM mapper (namely, the symbol x), and the effective interference represented by the quantity (hy/hx)y, the THP-PIP precoder produces the output , given by
 = mod(x –  (hy/hx)y, ),       																						(4)
which is then fed to the antennas via the MIMO precoder. In eq. (4),  denotes the scaling factor usually set equal to the ratio P/(P+N0) where P denotes the average transmit energy and N0 the energy associated with the effective noise. Eq. (4) shows what the THP-PIP DPC scheme would look like if the small cell transmitter had access to the actual channel coefficients. In practice, the actual channel coefficients are not available to the transmitter so that the transmitter has rely on the corresponding channel estimates  and . How these may be obtained is discussed later. In addition to the channel estimates, the transmitter also requires “y,” the symbols transmitted by the interferer, namely macro cell A. These need to be obtained from macro cell A via the backhaul links. Given that a suitable scheme has been employed to provide the required quantities, the overall transmitter operations at the small cell B would appear as shown in fig. 4a. The corresponding receiver-side operations are shown in fig. 4b. Note that the channel coding and QAM mapping operations at the transmitter end and the decoding operation at the receiver end do not require any changes due to the presence of the NLP scheme based on THP-PIP.
Observation 1: Non-linear precoding requires knowledge of the interfering channel and data symbols sent by the interferer.
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Fig. 4a: Transmitter Operations with non-linear precoding 
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Fig. 4b: Receiver Operations with Non-Linear Precoding
While the above description of the THP-PIP-based nonlinear precoding scheme has assumed that there is a single interfering stream, the operation can be extended to multiple interfering streams from one or more TRPs.
2.2 Channel Estimation and Base Station Cooperation 
As shown in fig. 4a, the cell implementing the THP-PIP-based NLP scheme to communicate with a UE needs two kinds of inputs – the interfering symbol sequence y and the channel estimates  and  – in addition to its own transmit sequence x. Of these, the interfering symbol sequence y needs to be obtained from the interfering base station, i.e. macro cell A in the example being considered. Thus, when the cell implementing the THP-PIP-based NLP scheme (i.e. small cell B in the present example) schedules a transmission to the victim UE (i.e. UE2), it needs to send a request to the interfering cell (i.e. macro cell A) to forward a copy of the symbol sequence the latter would be transmitting over the resources allocated to the UE being scheduled. Such transmission happens over the backhaul links. Since the sending of the request to the interfering cell and receiving from it a copy of the interfering symbol sequence involves a certain amount of delay, the scheduling by both the small cell B and the macro cell A needs to be done a little ahead of time to allow for this delay. In other words, “pre-scheduling” is required in order to implement the proposed NLP scheme. Thus, in the present example, the small cell B (which implements the NLP scheme) as well as the macro cell A (i.e. the interfering cell) prepare their transmission schedules for TTI k a few TTIs (say, M) in advance. Thus, at the end of TTI k-M, both the small cell B and the macro cell A know what signals will be transmitted over each PRB during TTI k. If the pre-scheduling interval (M) is large enough, it will allow small cell B to send a request to macro cell A for the interfering symbol sequence y and receive it over the backhaul links before TTI k. It will also allow small cell B to request and receive fresh channel estimates from the victim UE (i.e. UE2). Small cell B will then be able to carry out the processing in accordance with the proposed NLP scheme in a timely manner for the actual transmission to take place during TTI k. Further, in order to reduce the load on the backhaul links due to the transport of the interfering sequence, the interfering cell (macro cell A) can send the information bits associated with the interfering symbol sequence along with an indication of the Modulation and Coding Scheme (MCS) that is to be used. The cell implementing the NLP scheme (small cell B) can construct the interfering symbol sequence using these information bits and processing them in accordance with the indicated MCS. With pre-scheduling, the overall timeline for a cell implementing the proposed NLP scheme would appear as shown in fig. 5. It is assumed in this figure that a background measurement activity at the UE enables the latter to determine the dominant interferers (macro cell A in the case of UE2 in the present example) and report them to their connected cell (small cell B). Thus, the cell implementing NLP is aware of the identities of the dominant interferers when it prepares its transmission schedule.TTI k-M
TTI k



Small cell B receives ch. estimates from UE2.
Small cell B transmits data to UE2 using NLP.
Small cell B receives trans. seq. from macro cell A.
Macro cell A sends trans. seq. to small cell B.
Small cell B requests channel estimates from UE2.
Small cell B sends request to macro cell A.
Small cell B and macro cell A prepare schedules for TTI k. (Pre-scheduling)




Fig. 5: Timeline for the Implementation of NLP in an FDD System
 In view of the observations made above, we make the following proposal:
Proposal 1: Base-station cooperation schemes, for HetNets with ideal as well as non-ideal backhaul needed to implement the THP-PIP-based DPC scheme, should be studied.

Proposal 2: Pre-scheduling and its performance impact should be studied in the context of NLP schemes.

Acquisition of channel estimates will have to be done in different ways depending on whether a TDD or an FDD system is being considered. In an FDD system, the downlink channel from the desired cell (i.e. hx) and the interfering channel (i.e. hy) will have to be measured by the victim UE2 being scheduled and the corresponding estimates will have to be fed back to the UE’s desired cell (i.e. small cell B). Since the performance of non-linear precoding schemes is typically sensitive to errors in channel estimates and since delays in measuring and reporting channels contribute to these errors, a suitable scheme to reduce channel reporting delays will have to be implemented. For instance, the cell implementing non-linear precoding (i.e. small cell B) may ask the UE being scheduled to measure and report the channels just before the cell constructs the transmission sequence to be sent to the UE. Once again, pre-scheduling will be required to implement such a scheme. Thus, in the present example, small cell B (as well as macro cell A) prepare their respective transmission schedules for TTI k during TTI k-M. With an adequately large value of M, the small cell B will be able to request the victim UE (UE2) to measure and report its desired channel (hx) and the interfering channel (hy), and UE2 will be able to carry out the requested measurements and report the channel estimates before TTI k. This will enable small cell B to construct the intended transmission sequence for TTI k in a timely manner.
Observation 2: Acquisition of channel estimates will have to be done differently depending on whether a TDD or an FDD system is being considered.
Observation 3: Pre-scheduling coupled with on-demand channel measurement and reporting by the UEs will help cells implementing THP to acquire fresh channel estimates.
It has been our experience that explicit channel estimates (rather than those based on pre-configured precoded matrices) are needed for NLP schemes. Thus, in the simplest form, the channel estimate feedback will comprise a suitable quantized complex number for each transmit-receive antenna pair. In the present example, assuming that macro cell A has NA transmit antennas, small cell B has NB transmit antennas, and UE2 has N2 receive antennas, the UE will have to measure NAxN2+NBxN2 scalar channels and report the corresponding estimates (i.e. NAxN2+NBxN2 quantized complex numbers) to small cell B. The UE can obtain good quality estimates of these channel if orthogonal or nearly orthogonal reference sequences are used by different antenna ports. However, reporting NAxN2+NBxN2 such estimates every time a transmission to the UE is schedule can impose a serious burden on the uplink channel.
Observation 4: Explicit channel estimates are required for good performance in systems implementing THP.
Observation 5: Requiring UEs to report individual channel estimates for each transmit-receive antenna pair can impose a great deal of burden on the feedback channel.
Note, however, that even though the actual transmitter-receiver system is a MIMO system, the non-linear precoding scheme and the channels that affect the corresponding symbol sequences are scalar entities (from the viewpoint of a single non-linear precoding stream.) This fact can be exploited to reduce the channel measurement and/or reporting load. In the simplest scheme that reduces the reporting load (but not the channel measurement load), both small cell B and macro cell A transmit reference sequences in accordance with current practice, using orthogonal or nearly orthogonal sequences for each antenna port. When small cell B sends a request to UE2 to measure and report the desired and interfering channels, it includes in the request an indication for the precoding matrices that will be used by it (i.e. small cell B) and the interfering cell (macro cell A) while communicating with UE2. UE2 will then generate NAxN2+NBxN2 scalar channel estimates – one per each transmit-receive antenna pair. However, it will use the indicated precoding matrices as well as the filter matrix it will be using to decode the NLP signal to compute two effective (scalar) channel estimates – one for the desired channel and one for the interfering channel. These effective channel estimates, which are two suitably quantized complex numbers, will be reported to small cell B, thus reducing the load on the feedback channel by a factor of (NAxN2+NBxN2)/2.
Observation 6: It is possible to reduce the burden on the feedback channel by requiring UEs to report effective channel estimates rather than individual channel estimates for each transmit-receive antenna pair.
Another method that would reduce the channel measurement/estimation load on the UE as well as the load on the feedback channel might work as follows: After the pre-scheduling phase, small cell B may ask the interfering cell (macro cell A) to transmit an in-band reference sequence using the precoding matrix that will be employed during the actual transmission of data. Small cell B also transmits its own reference sequence in-band using the precoding matrix that will be employed during the actual transmission of data to UE2. Small cell B asks UE2 to measure the effective channels using the (receiver-side) filtering matrix UE2 will be using during the reception of the data, and report these channels back to small cell B. This method will require the UE to estimate just two scalar complex channels and report the corresponding quantized estimates back to small cell B. In summary, it is possible to design schemes that will reduce the processing load on the UE as well as the traffic on the uplink feedback channel.
Proposal 3: Methods to reduce the downlink channel estimation and reporting delays in an FDD system should be studied.

In a TDD system, one can exploit channel reciprocity to reduce the channel measurement and reporting delay. For instance, in such a system the cell implementing non-linear precoding (i.e. small cell B) can ask the UE to transmit a sounding reference sequence (SRS) over the frequencies that are to be used a few TTIs later to transmit the downlink payload to that UE. The small cell B can then process the corresponding received symbols to generate a fresh estimate of the desired channel (i.e. hx) and ask the interfering cell (i.e. macro cell A) to generate a fresh estimate of the interfering channel (i.e. hy) and send it immediately to small cell B. (This would be in addition to the interfering symbol sequence). Given the request-response nature of the interactions described above, pre-scheduling will be need to be implemented even in the case of a TDD system. The overall timeline for a TDD system would appear as shown in fig. 6. The value of the parameter “M” for the TDD case would be different from that for the FDD case.

Small cell B requests UE2 to transmit SRS.
Small cell B and macro cell A prepare schedules for TTI k. (Pre-scheduling)
TTI k-M
TTI k
Small cell B transmits data to UE2 using NLP.



Small cell B receives trans. seq. and int. channel est. from macro cell A.
Small cell B and macro cell A process UE2’s SRS.
UE2 transmits SRS.
Small cell B sends requests to macro cell A.




Fig. 6: Timeline for the Implementation of NLP in a TDD System
Proposal 4: Methods to implement downlink channel estimation based on channel reciprocity in TDD systems should be studied with a view to applying them to the THP-PIP-based DPC scheme.

Note that in general the performance of DPC systems is sensitive to delays in channel measurement and reporting as well as the delays in the backhaul network. Thus, high-speed backhaul links will help the THP-PIP DPC scheme achieve performance close to its potential. A Cloud-RAN architecture will also help the DPC scheme realize its potential.
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[bookmark: OLE_LINK43][bookmark: OLE_LINK44][bookmark: OLE_LINK34][bookmark: OLE_LINK35]We have made the following proposals and observations regarding NLP precoding based on Tomlinson-Harashima Precoding and its application to interference mitigation in heterogeneous networks:
Observation 1: Non-linear precoding requires knowledge of the interfering channel and data symbols sent by the interferer.

Observation 2: Acquisition of channel estimates will have to be done differently depending on whether a TDD or an FDD system is being considered.
Observation 3: Pre-scheduling coupled with on-demand channel measurement and reporting by the UEs will help cells implementing NLP to acquire fresh channel estimates.
Observation 4: Explicit channel estimates are required for good performance in systems implementing NLP.
Observation 5: Requiring UEs to report individual channel estimates for each transmit-receive antenna pair can impose a great deal of burden on the feedback channel.
Observation 6: It is possible to reduce the burden on the feedback channel by requiring UEs to report effective channel estimates rather than individual channel estimates for each transmit-receive antenna pair.
We have made the following proposals regarding the use of the THP-PIP-based DPC scheme for interference mitigation in heterogeneous networks:
Proposal 1: Base-station cooperation schemes, for HetNets with ideal as well as non-ideal backhaul needed to implement the THP-PIP-based DPC scheme, should be studied.

Proposal 2: Pre-scheduling and its performance impact should be studied in the context of NLP schemes.

Proposal 3: Methods to reduce the downlink channel estimation and reporting delays in an FDD system should be studied.

Proposal 4: Methods to implement downlink channel estimation based on channel reciprocity in TDD systems should be studied with a view to applying them to the THP-PIP-based DPC scheme.
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5	Appendix: THP-Based Dirty Paper Coding
NLP based on Tomlinson-Harashima Precoding (THP) is a well-known technique for inter-symbol or inter-user interference suppression. It has been proposed as part of a scheme to mitigate the residual interference left over by linear precoding (LP) in Multi-User-Multiple-Input-Multiple-Output (MU-MIMO) systems with spatially correlated channels [3] and it has been adopted for mitigation of far-end crosstalk (FEXT) in DSLs [2]. Here, we propose a THP-based scheme to implement Dirty Paper Coding (DPC) [4] to mitigate the interference caused by macro cells to small cell users.


Dirty Paper Coding (DPC) is an interesting information theoretic result [4], that essentially states that if a transmitter has advance knowledge of the interference that is going to be added to the received signal in addition to noise, it can construct a coding scheme whose performance (in terms of achievable rate) would be as good as what one can achieve in the absence of that interference. In other words, it is theoretically possible to completely eliminate the adverse effects of the interference. Practical implementation of DPC schemes has been the subject of considerable research activity over the past couple of decades. 

One way to implement DPC and is known as Tomlinson-Harashima Precoding with Partial Interference Presubtraction (THP-PIP). 

In order to understand how THP-PIP-based DPC works, let us look at the theoretical problem addressed by DPC. Fig. 1 shows an illustration of this problem:
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Fig. 1: A Schematic of the Dirty Paper Coding Problem

The key element of the DPC is that the transmitter has advance knowledge of the interference v. In fig. 1, m denotes the information sequence to be transmitted to the receiver and x the code vector actually transmitted to the receiver. The received vector r is corrupted by the channel noise n and interference v. A THP-PIP-based implementation of DPC that mitigates the effect of the interference v looks as shown in figs. 2a and 2b below: 
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Fig. 2a: A Schematic of the Encoder for the THP-PIP DPC Scheme
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Fig. 2b: A Schematic of the Decoder for the THP-PIP DPC Scheme

The encoder for the THP-PIP DPC scheme shown above works as follows: Assume that a binary information sequence m is to be transmitted over the channel. This transmission is to take place in the presence of the interference vector v that is known non-causally to the transmitter. The channel also adds noise to the received signal. Using a suitable error correcting code, the channel encoder encodes the information sequence m to produce the code word c. The symbol mapper divides the code word c into groups of b bits, and maps these groups to points in a suitably chosen signal constellation, producing the code vector u. The transmit vector x is then produced by subtracting v from u and applying the modulo- operation to the difference on a per-symbol basis:
x = mod(u –  v, ),       																							(1)

where mod(y, ) represents the modulo- operation that limits the range of the argument y to (-/2,+/2] by subtracting from it a suitable multiple of , and  is a scaling factor. A commonly used value for  is P/(P+2) where P is the average per-symbol transmit energy and 2 is the average per-symbol noise energy.

The receiver simply multiplies the received vector r by the scaling factor , applies the modulo- operation to the scaled vector r, and feeds the resulting vector of symbols to a standard decoder associated with the channel code used by the transmitter.
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