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1
Introduction
In this contribution, we provide some design details for downlink channels for shortened TTI.

2
Discussion
In our previous contribution [1], we gave a description of our downlink shortened TTI design which included aspects of the shortened TTI resource allocation structure and the sPDCCH and sPDSCH channel descriptions. In this contribution, we provide additional details on the overall shortened TTI downlink design with particular focus on the following issues: 
(1) sPDSCH allocation structure
· Block allocation of sTTI resources

· Interaction with legacy transmissions

(2) sPDCCH design 

· Design requirements

· Two-Stage DCI formulation
· Description of search space and blind decoding methodology

(3) UERS design for sTTI.
(4) Carrier aggregation under sTTI.  
(5) PDSCH Resource Mapping for Legacy LTE Overlaid by Low Latency Operation
2.1 sPDSCH allocation structure
As the TTI length reduces, there are specific challenges with the data channel design. The design should efficiently support multiple sTTI users accessing the sPDSCH simultaneously. Additionally specification of sPDSCH resources must be minimized to prevent large sPDCCH payload resulting in unacceptable control overhead. Allocation of sPDSCH resources into defined blocks of separate data regions wherein 1 or more users can access either 1, multiple, or all of the defined sTTI data blocks. Additionally, the sPDCCH control channel should be embedded within the block and positioned in the first symbol to allow for early decode. A high level diagram of this structure is shown in Figure 1.
There can be multiple blocks defined with varying size in frequency, and the blocks can be defined to span the whole system bandwidth or a portion of the bandwidth as shown. The block structure can be semi-statically defined via higher layer signalling. This allows for a baseline resource structure that (1) does not consume legacy PDCCH or sPDCCH resource overhead to define, (2) can allow for multiple UEs to access an sTTI resource at the same time, (3) can allow for a UE to be flexibly allocated a variable allocation of sPDSCH resources within the same TTI, and (4) can be modified and changed as needed by the eNB via higher layer signalling.
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Figure 1: Diagram of downlink sTTI Resource Allocation
The sTTI duration is fixed within a block. However, as previously discussed, multiple blocks that are configured with the same sTTI length can be jointly scheduled to a particular user in a given sTTI period, and this information is conveyed in the sPDCCH channel. Note that for slot sTTI, block based resource allocation may also be adopted, although the block size for slot sTTI and 2-symbol sTTI should generally be different. As an example, the resource allocation granularity for slot sTTI can be double that of legacy 1-ms TTI based scheduling (e.g., 2-RB based block scheduling).
Proposal #1: A block based sTTI design should be considered at least for the 2-symbol sTTI, allowing eNB to flexibly assign one or more UEs to one or more sTTI blocks.

The blocks comprises a set of RBs and can be defined using the existing downlink resource allocation schemes, particularly, the RBG based approaches which can allow for good coexistence with legacy 1ms PDSCH allocations. In many operational scenarios, sTTI users and legacy 1ms users can be FDM’ed efficiently without overlap. However, note that this block-based design does not preclude support of dynamic 1ms PDSCH allocations that can overlap with the sTTI block structure. In a given sTTI, a low latency user may be assigned sTTI blocks that may have been already assigned to a 1ms legacy PDSCH user. This operational scenario is shown in Figure 2.  
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Figure 2: Coexistence of shortened TTI and Legacy 1ms users
For this case, a transmission is made in the legacy PDCCH region that can indicate legacy 1ms PDSCH resources used within the subframe. A low latency user can receive this information at the start of the subframe, and if assigned a sTTI transmission during the subframe comprising a set of sTTI resource blocks, will rate-match around the legacy PDSCH allocation when receiving both the sPDCCH and sPDSCH channels. This methodology effectively handles these collision cases between legacy and low latency users, at the expense of additional PDCCH overhead.  To mitigate the overhead and in light of the fact that the scheduling of legacy 1-ms may be bursty and may persist for a certain duration, the legacy resource information that is sent on the PDCCH can be configured to be sent with a particular periodicity. The magnitude of the periodicity can be correlated to how dynamic the DL legacy PDSCH resource allocation is at the eNB. In addition, the sPDCCH and sPDSCH will also rate match around the common signals, CRS/PSS/SSS/PBCH, as well as other RBs that are reserved via RRC signaling, such as NB-IOT resource allocations. 
Proposal #2: To efficiently support simultaneous legacy and low latency transmissions, information indicating the legacy resource usage within the subframe can be a combination of a dynamic PDCCH transmission with a preconfigured periodicity and a semi-static configuration. The low latency users can use this to rate match around these used legacy resources.
2.2  sPDCCH Design
2.2.1 Design Goals

The sPDCCH design is a very important component of the overall shortened TTI implementation. It is important to achieve an efficient and optimized sPDCCH design such that the control channel can schedule DL and UL users with minimal control overhead. There are multiple design parameters to be considered that are listed below.

· Sizing and granularity of sPDSCH Resources

· On a per TTI basis, a shortened TTI user should be able to be assigned a variable resource allocation with reasonable granularity. Additionally, specification of this allocation should not consume a significant number of control resources
· Number of ULL users per TTI
· For large bandwidths, the sPDCCH channel should allow for scheduling of more than one ULL user for a given sTTI
· sPDCCH control overhead
· The DCI formats should minimize payload wherever possible in order to maximize the resources that are available for sPDSCH use
· DCI Aggregation Levels
· Multiple aggregation levels required per TTI in a cell to adequately reach shortened TTI users of different channel conditions in the cell. For example, a design that assumes a single aggregation level for all UEs will need to assume a worst case DCI sizing resulting in excessive resources allocated to the sPDCCH
· Blind decodes
· Consideration should be given to minimizing the number of blind decodes per shortened TTI block
· Optimization of resource allocation between sPDCCH and sPDSCH
· Consideration should be given to efficient assignment of control and data resources within a sTTI block such that unused control resources are efficiently assigned for data transmission
2.2.2 Two Stage Grant Structure
It is critical to limit the sPDCCH control overhead in the transmission, and a 2-stage DCI design will help achieve this goal. In particular, stage 0 uplink and downlink DCI grants can carry slowly varying portion of the user grants and a stage 1 uplink and downlink DCI can carry the more dynamic portion of the user grants. Both the stage 0 and stage 1 grants are user-specific.

The stage 0 downlink DCI carries the following information fields:

· Base MCS, which indicates a set of MCS values for rate adaptation to a large extent 

· Precoding information/antenna ports information

· TPC

· Stage 1 DCI scheduling information, e.g., the aggregation level for the user to monitor in the stage 1 grant
The stage 0 uplink DCI carries the following information fields:

· Base MCS, which indicates a set of MCS values for rate adaptation to a large extent 

· Precoding information/antenna port information

· TPC
· DMRS cyclic shift – the cyclic shift to be used for the UL user’s DMRS transmission
The stage 0 grants are sent at a slower rate than the stage 1 grant. For example, they can be sent in the legacy PDCCH region but are not required to be sent in every subframe. A transmission of a new stage 0 grant overrides any information sent to a particular user in a previously sent stage 0 grant.

In Table 1, the downlink and uplink stage 0 grant types are given with a tabulation of the bits allocated to each field.

	                                                     Field
	Stage 0 Downlink Grant
	Stage 0      Uplink Grant     

	Base MCS
	4
	4

	Precoding Info
	0,3, or 6
	0,3, or 6

	TPC
	2
	2

	sPDCCH Aggregation Level
	2
	NA

	DMRS Cyclic Shift Resource
	NA
	3


Table 1: Bit Allocation for Stage 0 Downlink and Uplink Grants
The stage 1 downlink DCI carries the following information fields: 
· HARQ process ID

· Resource assignment – Identifies the sTTI blocks that are allocated to a given user. For example, for 4 sTTI configured blocks, 3 bits can be allocated to identify which blocks are used for the downlink user’s sPDSCH allocation. It is always assumed that the sTTI block where a particular user receives this stage 1 DL grant is used for sPDSCH – the 3 additional bits indicate all usage combination of the remaining 3 sTTI blocks.  

· sPDSCH rate matching info -  used to identify the separation between sPDCCH and sPDSCH resources within the sTTI block such that data allocation rate matches around the allocated sPDCCH resources. More details of this field is given later in this contribution.
· NDI

· RV/MCS information, when which is used with the MCS information from the stage 0 grant to formulate the overall MCS configuration. Usage as RV or MCS conditioned on NDI being nonzero or zero, respectively.
· DMRS trigger – 2-symbol sTTI only, to indicate the transmission of the DMRS in the 2-symbol downlink sTTI

The stage 1 uplink DCI carries the following information fields:

· HARQ process ID – asynchronous HARQ on the uplink is assumed
· NDI

· RV/MCS information, which is used with the MCS information from the stage 0 grant to formulate the overall MCS configuration. Usage as RV or MCS conditioned on NDI being nonzero or zero, respectively.
· DMRS trigger – to indicate the transmission of the DMRS in the uplink TTI (applicable to 2-symbol TTI case)

The stage 1 uplink and downlink grants are embedded within the first symbol of the sTTI block. With the application of the 2 stage grant structure, it is expected that the overall control overhead is reduced by partitioning and sending the control information at two separate rates.  

In Table 2, the 4 grants types are given with a tabulation of the total bits allocated to each field.

	                                                     Field
	Stage 1 Downlink Grant
	Stage 1      Uplink Grant     

	HARQ Process ID
	3
	3

	Resource Assignment
	2
	2

	sPDSCH Rate Matching Info
	3
	NA

	RV / MCS
	2
	2

	NDI
	1
	1

	Uplink CSI Trigger
	NA
	1

	Uplink DMRS Trigger
	1
	1


Table 2: Bit Allocation for Stage 1 Downlink and Uplink Grants

Proposal #3: A two stage per-user grant structure should be used. Stage 0 grants can be sent in the legacy PDCCH region while stage 1 grants are sent in the sTTI block. The bits are partitioned such that slow varying fields of the stage 0 grant are sent at a slower rate than the faster varying fields of the stage 1 grant. 

2.2.3 Description of search space and blind decoding methodology

As previously mentioned, the sPDCCH is inserted within the first symbol of the STTI block. It occupies a pre-defined set of resources that is embedded within the sPDSCH transmission. A low latency UE will examine the control region in each of the sTTI blocks to determine if a stage 1 grant has been sent to it. It will look for both DL and UL grants and will do so at the pre-defined aggregation level specified previously in a stage 0 grant. 
To simplify the search space for the DL stage 1 grant, we can always assume that it is always placed in the first position of the sPDCCH region of a given sTTI block. Upon finding the DL grant, it will then determine the blocks that it will use for sPDSCH reception. It will automatically assume that the sPDSCH region in blocks where it decoded the DL grant is to be part of its sPDSCH allocation. In addition, it will look at the resource assignment information in the DL grant to determine if there are any other blocks in addition to the block containing the DL grant that will be jointly used for sPDSCH reception. This generalized procedure for receiving the DL grant is efficient, as the UE only needs to perform blind decodes in a fixed first position of the sPDCCH control region within each block, and the number of decodes to determine the DL grant is limited to the number of blocks that are configured by the cell. Additionally, this procedure for allocating sPDSCH resources allows enough flexibility for 1 or more users to access any subset of the DL sPDSCH resource in units of sTTI blocks. An example of this is shown in Figure 3 with 2 users being assigned flexibly across 4 sTTI blocks.
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Figure 3: Example of flexible DL sPDSCH allocation with 2 users assigned across 4 sTTI blocks
Proposal #4: The sPDCCH stage 1 DL grants should indicate block-based resources are to be used for sPDSCH 
The UL stage 1 grants for a low latency user can be placed in any sTTI block that already contains a DL grant for any user. UL stage 1 grants can additionally be placed in any sTTI block that do not contain either an sPDSCH allocation or a DL grant in the sPDCCH region. The UL grants can be sent at varying aggregation levels depending on the user’s assigned aggregation level, which has been pre-chosen in a stage 0 grant that was previously sent. The UL stage 1 grants are always sent at or near the end of the predefined sPDCCH control region, with the exact position dependent on the configured aggregation level. The reason for separating the DL and UL stage 1 grants and allocating them at the beginning and end of the sPDCCH control region, respectively, is to guarantee that the search spaces for the DL and UL grants do not overlap. This aspect greatly reduces the number of required blind decode attempts by a UE and helps to decouple the DL processing timeline from the UL processing timeline at the UE.
Figure 4 shows the allocation position of stage 1 downlink and uplink grants. As shown the DL grant always occupies the first position within the virtual sPDCCH control region. Multiple uplink grants can be placed at the end of the virtual control region for multiple users. Note that the figures show the sPDCCH and the embedded uplink and downlink grants as contiguous virtual resources, but the physical resources actually used can be interleaved across the sTTI block. Also, as shown, different aggregation levels can be used for the different users.
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Figure 4: Allocation positions of Stage 1 downlink and uplink grants in the sPDCCH control region
Proposal #5: Multiple aggregation levels should be supported in the low latency control design. A user’s aggregation level can be sent in the slower stage 0 grant to reduce the number of blind decodes required for receiving the stage 1 grants within the sPDCCH control region
Proposal #6: The DL and UL control regions within the sPDCCH should be separated.
The eNB can choose the exact placement of the uplink grants based upon the UL grant aggregation levels, and these positions can be statically defined. For a given aggregation level, multiple grant positions can be defined – more grant positions allow for eNB scheduling flexibility but comes at the expense of more blind decoding attempts at the UE receiver. But note that separation of the DL grant position and the UL grant position into the beginning and end of the sPDCCH control region, respectively, may facilitate a UE to decouple the DL processing timeline from the blind decodes required to search for the UL grants. The UE will be able to search for the DL grants quickly and if given a DL grant, it may start the DL sPDSCH processing in parallel with the UL grant search, although the actual benefits depend on UE implementation. 
The sPDCCH control region is sized to accommodate the nominal level of grants and aggregation levels, and will be purposely oversized such that all grants are able to fit into the control region as previously shown in Figure 4. However, because of this oversizing, there will be sPDCCH resource elements that can go unused which is wasted overhead. A method can be introduced to allow these resources to be used as sPDSCH resources for user that is given the DL stage 1 grant. Within the DL grant, a sPDSCH Rate Matching Information field informs the DL grant holder of sPDCCH resources that should be used for sPDSCH. Hence, the sPDSCH channel can rate match around the DL and UL grants to try to efficiently reuse this unallocated sPDCCH control space. The sPDSCH Rate matching Information field can indicate the start of UL grants within the sPDCCH control region as shown in Figure 5.
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Figure 5: sPDSCH Rate Matching Information Field sent in sPDCCH
Proposal #7: The UL grants should always be placed at the end of the virtual sPDCCH control region. The sPDCCH should support multiple simultaneous uplink users at multiple aggregation levels.

To give an example of the UL search space, Figure 6 shows one possible placement structure for the UL grants as a function of 4 aggregation levels. There are 4 placements for the UL stage 1 grant at aggregation level 1, and 3 placements for aggregation levels 2, 4, and 8. They all are collocated at the end of the sPDCCH region, and can provide enough flexibility to support multiple uplink users at different aggregation levels. In this figure, we show 3 users A, B, and C that are sent at aggregation levels 1, 2, and 4, respectively, which are all sent in the same sPDCCH region within a particular sTTI block.
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Figure 6: sPDCCH uplink search space showing UL grant placement as a function of aggregation level

The sPDSCH Rate Matching Information field within the DL Stage 1 grant can be sized to 3 bits to provide 8 locations within the sPDCCH region to identify the start of the UL grants within the control region. In Figure 7, an example of the 8 locations within the sPDCCH control region are shown which map to the start of UL control grants corresponding to the different aggregation levels. For this example, 3 UL grants are allocated for three separate users, with the first grant placement for User C. In user B’s DL grant, the sPDSCH Rate Matching Information field is populated with the value of 5 which informs user B that the portion of the control region starting at the end User B’s DL grant to the start of the placement marker ‘5’ within the control region will be used for sPDSCH data transmission.
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Figure 7: Identification of the Region usable for sPDSCH via the Rate Matching Information Field
Proposal #8: Rate matching information should be given in the DL grant to allow unused sPDCCH resources to be configured as sPDSCH resources.
Using this overall sPDCCH grant scheduling scheme, multiple benefits are realized:
· Multiple sTTI blocks can be allocated semi-statically such that low latency operation can co-exist efficiently with legacy 1ms operation. Both 2 symbol and 1 slot sTTI operation can be achieved in a same subframe by allocating their usage to separate frequency resources. 

· One or more users within the same sTTI can be allocated a varying sPDSCH allocation with sTTI block granularity.
· Slow Stage 0 grants and fast stage 1 grants can efficiently reduce the average control overhead for low latency operation

· Multiple aggregation levels can be supported to prevent sizing sPDCCH control grants based on worst case UE

· Additional sPDSCH rate matching information can be allocated in the DL stage 1 grant to efficiently convert unused sPDCCH control resources into sPDSCH data resources

· DL grant and UL grant search spaces are physically separated to simplify the grant reception procedure at the UE. DL grants can be easily accessed at the start of sPDCCH control region. Additional blind decodes for UL grant are performed in a separate search space and conditioned on the particular aggregation level given to that UE in a prior stage 0 grant. The DL grant reception and sPDSCH processing timeline can be fully decoupled from the UL grant and processing timeline.
2.3  UERS Design for slot and 2-symbol sTTI

In addition to CRS based demodulation, both the slot and 2-symbol sTTI designs should support UERS transmission.  For the slot based design, the UERS pattern can be leveraged from the legacy design with 2 symbols of UERS transmission per slot.
For the 2-symbol sTTI design, we can reuse the legacy UERS pattern in symbol 5 and 6 or 12 and 13 to support up to 4 antenna ports. In order to coexist with legacy UERS based transmission from inter-cell interference point of view, the 2-symbol sTTI may want to avoid splitting symbol 5 and symbol 6 or symbol 12 and symbol 13. 

As shown in [2], with a 1-look DMRS pattern, a low latency LTE system is, in most cases, significantly underperformed by the legacy LTE. The reason for this is that a low latency system suffers considerably from its inferior channel estimation quality. To address this issue, a low latency user should be able to use the past DMRSs if a user is scheduled over multiple consecutive sTTIs. For example, a 1-slot low latency user scheduled over both slots of a subframe can use not only the DMRSs over symbols 12 and 13, but also the DMRSs in symbol 5 and 6 in order to improve the channel estimation quality of the second slot. Similarly, a 1-slot low latency user scheduled over the first slot of a subframe can use DMRSs over symbols 12 and 13 of the previous subframe. The same approach can be adopted when a 2-symbol sTTI is employed. 
In order to illustrate the benefits of this approach, let us assume that, regardless of the chosen TTI/sTTI length, a UE is allocated 25 PRBs. TM9 with QPSK modulation and code rate of 1/3 is considered. TBS is computed as a function of the number of PRBs and the selected MCS. The UE speed is 60kmph, and the ETU channel model is assumed. Further, we investigate how the BLER behaves as a function of SNR with and without PRB bundling. Figure 8 shows our results. 
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Figure 8: BLER vs. SNR for both the legacy and low latency systems employing a 2-look DMRS pattern. 25PRBs, TM9 (rank 2), QPSK (1/3), and UE speed of 60kmph are assumed.
As opposed to a low latency system with a one-look DMRS pattern [2], a 2-look DMRS channel estimation considerably improves the performance of a low latency system. In addition, increasing the number of PRBs participating in DMRS-based channel estimation from 1 to 2 improves system performance by about 1dB.
Proposal #9: In a low latency network, consider a 2-look DMRS channel estimation if a user is scheduled over multiple consecutive sTTIs.
When a 2-symbol sTTI is considered, the RS overhead with using UERS is higher than legacy as the UERS will appear in each OFDM symbol of the 2-symbol sTTI, instead of the 4 OFDM symbol in a subframe in the legacy case. To save UERS overhead, we can consider adding an explicit UERS trigger in the DCI such that the UERS is only transmitted when explicitly triggered. The REs will be used for data transmission when UERS is not explicitly triggered. This can help reducing the UERS overhead when the UE is scheduled back to back, while the UERS transmitted in the previous 2-symbol sTTI can still be used in the current sTTI as phase reference for demodulation.

To show the impact of this approach on system performance, we consider a user scheduled over three consecutive 2-symbol sTTIs spanned over 10 PRBs and symbols: (1) symbols 5 and 6, (2) symbols 7 and 8, and (3) symbols 9 and 10 with a fixed TBS and precoding matrix. Accounting for the presence of the DMRSs over symbols 5 and 6 and also CRSs over symbol 7, case (1) has the largest dimensional loss, while in case (3), all the available resources are allocated to user data transmission. Hence, case (3) gains from a lower coding rate as compared to the other two scenarios. However, as we move from case (1) to case (3), the estimated channel becomes stale. Therefore, it is not clear which of the three scenarios is superior from a performance point of view. The BLER results are presented in the following figure.
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Figure 9: BLER vs. SNR for a 2-symbol low latency user. TM9 (rank 2), QPSK (1/3), ETU, and UE speed of 60kpmh are assumed.
Proposal #10: For slot based sTTI transmission, the UERS pattern can be leveraged from the legacy design. For 2-symbol sTTI, the UERS pattern can be dynamically triggered on a per-sTTI basis. For this case, symbol pair 5 and 6 (or 12 and 13) should be in the same sTTI. In addition, consider re-using UERS transmitted in a previous TTI for current sTTI sPDSCH demodulation.
2.4 Carrier Aggregation Under sTTI

Under the CA operation, a low latency user can potentially be scheduled with the legacy TTI, 1-slot sTTI, and/or 2-symbol sTTI over the set of configured CCs. Since different TTI lengths have different DL HARQ timings, supporting different TTI lengths under CA is a challenging task. 
To provide DL HARQ ACK/NAK feedback in such a scenario, two approaches can be considered. First, we can allow cross TTI/sTTI HARQ feedback operation, i.e., a longer TTI handles the HARQ feedback for a shorter TTI as well. Second, the TTI length of the PUCCH/sPUCCH can be constrained to be identical to the corresponding PDSCH/sPDSCH. Since the aggregate UCI payload under the first approach could be intensive, we propose to:

Proposal #11: If different TTI lengths can be configured under CA, cross-TTI/sTTI DL HARQ feedback operation is not supported.
An example of the second approach is shown in Figure 10 where PUCCH in CC1 reports the HARQ ACK/NAK of the legacy DL over CC1 and CC5, the 1-slot sPUCCH in CC1 handles the HARQ ACK/NAK of the 1-slot sPDCCHs over CC1 and CC2, and a 2-symbol sPUCCH over CC3 is used to send HARQ ACK/NAK for 2-symbol sPDSCHs over CC3 and CC4.

Figure 10: Downlink HARQ ACK/NAK operation under CA with 5 configured CCs supporting the legacy TTI, 1-slot sTTI and 2-symbol sTTI according to Proposal 11.
As can be concluded from Figure 10, CC grouping according to the TTI lengths can be complicated. More importantly, in order to support both PUCCH and sPUCCHs of different TTI lengths, uplink power scaling is required to meet the overall UE power limitation which is not straightforward. Hence, in order to simplify the CC management in a low latency system, we propose to only support the same TTI/sTTI, for example 1-slot TTI, over all configured CCs. The only exception is that the 1-ms broadcast and/or unicast scheduled in a common search space should still be supported. Hence, we have that:

Proposal#12: Consider only supporting the same TTI/sTTI over all configured CCs. The only exception is that PUCCH can still be used to enable the 1-ms broadcast and/or unicast scheduled in a common search space.
2.5 PDSCH Resource Mapping for Legacy LTE Overlaid by Low Latency Operation
Due to their stringent delay requirements, low latency services may be scheduled at any time during a subframe. It is thus expected that a low latency communication take precedence over the legacy LTE communication. Consequently, the serving cell has to stop transmitting PDSCH for the duration of the shortened TTI. In other words, some REs within the legacy allocated PRBs are punctured. A user with a legacy PDSCH may operate under one of the two cases: (1) it is unaware of the puncturing, and (2) it is aware of the puncturing. In the second case, the knowledge of the punctured symbols’/REs’ indices can be used to improve system performance.
Nevertheless, due to the structure of the RE mapping scheme of the legacy LTE, modulated symbols from the rate matching algorithm of each individual code blocks (CBs) are sequentially mapped to the data REs in a frequency-first time-second fashion. As a result, the systematic symbols are place on consecutive symbols/REs. When punctured or interfered by a low latency transmission, a large number of systematic symbols can potentially be lost; this significantly degrades system performance. Instead, if the modulated symbols are mapped to a set of distributed REs, the systematic bits are better protected against PDSCH puncturing.  

In [3], we first investigate how the knowledge of the punctured symbols/REs can enhance system performance under the legacy RE mapping scheme. Then, we discuss an interleaved RE mapping scheme which, without changing the per-CB encoding, circular buffering, and rate matching process of the legacy LTE, distributes the modulated symbols such that a low latency transmission is unlikely to puncture or interfere a large fraction of the systematic bits.
Proposal #13: Study the impact of puncturing/interfering PDSCH by sPDSCH on system performance. Further, study alternative RE mapping schemes to mitigate the impacts. 

3
Conclusions 
In this contribution, we provided detailed information on the shortened TTI block structure and show how low latency operation can work seamlessly with legacy 1ms operation without resource collisions. Additionally, details are provided on the sPDCCH control channel design, including the two-stage DCI grant structure as well as a description of the grant search space and blind decode methodology. Finally, details are provided on UERS implementation for the 2 symbols and 1 slot sTTI structures. To address these issues, we provided the following proposals:

Proposal #1: A block based sTTI design should be considered at least for the 2-symbol sTTI, allowing eNB to flexibly assign one or more UEs to one or more sTTI blocks.

Proposal #2: To efficiently support simultaneous legacy and low latency transmissions, information indicating the legacy resource usage within the subframe can be a combination of a dynamic PDCCH transmission with a preconfigured periodicity and a semi-static configuration. The low latency users can use this to rate match around these used legacy resources.

Proposal #3: A two stage per-user grant structure should be used. Stage 0 grants can be sent in the legacy PDCCH region while stage 1 grants are sent in the sTTI block. The bits are partitioned such that slow varying fields of the stage 0 grant are sent at a slower rate than the faster varying fields of the stage 1 grant. 

Proposal #4: The sPDCCH stage 1 DL grants should indicate which sTTI block resources are to be used for sPDSCH 

Proposal #5: Multiple aggregation levels should be supported in the low latency control design. A user’s aggregation level can be sent in the slower stage 0 grant to reduce the number of blind decodes required for receiving the stage 1 grants within the sPDCCH control region
Proposal #6: The DL and UL control regions within the sPDCCH should be separated.
Proposal #7: The UL grants should always be placed at the end of the virtual sPDCCH control region. The sPDCCH should support multiple simultaneous uplink users at multiple aggregation levels.

Proposal #8: Rate matching information should be given in the DL grant to allow unused sPDCCH resources to be configured as sPDSCH resources.
Proposal #9: In a low latency network, consider a 2-look DMRS channel estimation if a user is scheduled over multiple consecutive sTTIs.
Proposal #10: For slot based sTTI transmission, the UERS pattern can be leveraged from the legacy design. For 2-symbol sTTI, the UERS pattern can be dynamically triggered on a per-sTTI basis. For this case, symbol pair 5 and 6 (or 12 and 13) should be in the same sTTI. In addition, consider re-using UERS transmitted in a previous TTI for current sTTI sPDSCH demodulation.
Proposal #11: If different TTI lengths can be configured under CA, cross-TTI/sTTI DL HARQ feedback operation is not supported.

Proposal#12: Consider only supporting the same TTI/sTTI over all configured CCs. The only exception is that PUCCH can still be used to enable the 1-ms broadcast and/or unicast scheduled in a common search space.
Proposal #13: Study the impact of puncturing/interfering PDSCH by sPDSCH on system performance. Further, study alternative RE mapping schemes to mitigate the impacts. 
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