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1 Introduction
In RAN1#84bis, a number of alternatives were identified to support dynamic CSI-RS transmission and/or to reduce CSI-RS overhead:
Agreements: 

· Until RAN1#85, down-selection/merge the following alternatives for reducing the overhead for beamformed CSI-RS, considering overhead reduction, performance, backward compatibility, UE implementation complexity:
· Alt.1: Aperiodic CSI-RS

· E.g., One-shot CSI-RS transmission with transmission on the same subframe as triggering subframe 

· Alt.2: Dynamic CSI-RS activation and/or deactivation

· E.g., One-shot or multi-shot CSI-RS transmission after the triggering subframe 

· Alt.3: Reduced frequency density via decimation over part or all of the bandwidth
· Alt.4: MR with dynamic sharing of the beams on CSI-RS resources among the UEs 

· Alt.5: Triggered measurement of one of multiple CSI-RS configurations
· Alt.6: Spatially multiplexed beamformed CSI-RS
· Other approaches are not precluded

In this contribution, we discuss dynamic CSI-RS transmission and reporting mechanisms, including the impact on UE CSI processing timing, UE capability to support dynamic CSI-RS, and CSI-RS overhead.  Proposals on how to support dynamic CSI-RS transmission for both periodic and aperiodic CSI reporting are made according to UE capability for processing multiple CSI-RS resources.
2 Dynamic CSI-RS Transmission and Reporting Mechanisms
2.1 Impact on UE processing time
One of the principal features that differentiates the proposed alternatives identified in RAN1#84bis is if the UE is aware, before receiving an aperiodic CSI request, of which subframes may contain CSI-RS.  If the UE is aware, then CSI-RS should be assumed to be transmitted in the configured subframes.  However, if measurement restriction is used, the eNB can (aperiodically) choose to transmit CSI-RS.  If the UE is not aware, then the CSI-RS are transmitted aperiodically without a subframe constraint.

In Rel-13, the UE is aware of which subframes (as well as which REs) contain CSI-RS, and so can begin updating a CSI as soon as the CSI-RS arrives.  If the CSI-RS arrives before an aperiodic CSI reporting trigger in subframe n, the UE can have 4 or more subframes to report CSI in subframe n+4. However, as discussed in [1], if the potential location or configuration of dynamic CSI-RS is not known, the UE cannot begin updating the CSI process until decoding (E)PDCCH, in which case it has less than 3 subframes to compute CSI.  
A benefit of allowing CSI-RS to be in (almost) any subframe, instead of only 5ms interval is that it reduces CSI triggering delay by up to 4 subframes.  Note however, that CSI-RS cannot be present in all subframes, including where CSI-RS would collide with PBCH, synch signals, or PDSCH carrying SIB1.  A second benefit is that if the CSI-RS are always present in the triggering subframe, then no DCI overhead is needed to indicate the CSI-RS presence.
Observation:

· If CSI-RS occurs at fixed RE locations but is not present in a subframe unless the UE is triggered, the UE has less than 3 subframes to compute CSI for each of the configurations [1].  However, CSI reporting delay can be reduced by up to 4 subframes compared to Rel-13, and no DCI overhead is required to trigger CSI-RS in this case.

2.2 Mechanism for Dynamic CSI-RS Transmission
One effective mechanism for dynamic CSI-RS transmission is to preconfigure a UE with K CSI-RS resource configurations.  The K CSI-RS resource configurations are shared among multiple UEs and when required a UE is triggered to report CSI in one of the K CSI-RS configurations.  Sharing is facilitated by measurement restriction, where an eNB may not transmit CSI-RS to a given UE when measurement restriction is configured for the UE.
A comparison of the average CSI triggering delay for two different values of K against different number of active UEs is shown in Figure 1.  These results are generated using a FTP traffic model 1 with a packet size of 500 kilobytes.  The blue curve corresponds to the case with K=1 and the red curve corresponds to the case with K=8.  In the case of K=1, each UE is semi-statically configured to use only one CSI-RS resource and the resource can be shared by multiple UEs in the time domain (when measurement restriction is on).  For instance, in 5 ms, the resource can potentially be used to trigger 5 different UEs where each UE is triggered in a different subframe.

In the case of K=8, each UE is semi-statically configured with K=8 CSI-RS resources and which resource it should measure CSI-RS on is dynamically indicated to the UE.  The K=8 CSI-RS resources can be shared by multiple UEs.  Each of the K=8 resources configured conforms to the 5 ms grid with different subframe offsets.  In this case, in 5 ms, the resources can potentially be used to trigger 8 different UEs where it is possible to trigger multiple UEs in a subframe.
From Figure 1, it is noted that when a single CSI-RS resource configuration is shared by multiple UEs for the purposes of dynamic CSI-RS, the CSI-RS triggering delay increases significantly with the number of active UEs.  This is because when the multiple UEs sharing the single CSI-RS resource need to be triggered for CSI, they can only be triggered one at a time (i.e., only one UE can be triggered in a given subframe).  As seen in the figure, when 20 active UEs share a single CSI-RS resource configuration, the average CSI triggering delay is around 12 subframes.  When this is combined with the UE processing and CSI reporting time of around 5 subframes, the round trip delay in acquiring the CSI report would be around 17 subframes.  This may result in degraded performance due to channel aging for UEs experiencing time varying channels.

In contrast, when K=8 CSI-RS resource configurations are shared by multiple UEs for the purposes of dynamic CSI-RS, the CSI triggering delay can be reduced to around 7 subframes which corresponds to a round trip delay of 12 subframes.  This reduction in CSI triggering delay is due to the fact that multiple UEs can be triggered for CSI in a given subframe (i.e., up to 8 UEs can be triggered in 5 ms).  This can significantly reduce the performance losses due to channel aging for UEs experiencing time varying channels.

To demonstrate the performance losses due to channel aging, we have simulated a Class A-B hybrid setup and the results are presented in Table 1.  For Class B, CSI-RS beamforming is according to the W1 matrix identified by the Class A report.  The performances of two different CSI feedback round trip delays are compared in the case of Class B (12 subframe round trip delay vs 17 subframe round trip delay).  The UE speed is assumed to be 30 km/h and scenario simulated is 3D-UMi.  Additional details are given in the Appendix.  The results in Table 1 clearly indicate the losses due to channel aging.  At a resource utilization of 50%, a system with CSI feedback round trip delay of 17 subframes suffers 11% mean throughput and 22% cell-edge throughput losses when compared to a system with a CSI feedback round trip delay of 12 subframes.  
Observations:

· When K=8 CSI-RS resource configurations are shared by UEs for the purpose of dynamic CSI-RS, the average CSI triggering delay can be significantly reduced.
· The performance losses due to channel aging can be reduced when K CSI-RS configurations can be shared among multiple UEs.
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Figure 1.  Average CSI triggering delay comparisoin (blue curve corresponds to the case with K=1 and red curve corresponds to the case with K=8)
Table 1: Performance comparison demonstrating losses due to channel aging in 3D-UMi

	Reference RU [%]
	20
	50

	Reference offered traffic [bps/Hz/cell]
	0.60506
	1.1038

	Round Trip Delay in acquiring CSI report
	12 subframe 
	17 subframe 
	12 subframes
	17 subframes

	Cell edge throughput [bps/Hz/user]
	1.0255
	0.87641
	0.44294
	0.34372

	Mean throughput [bps/Hz/user]
	3.3635
	3.1517
	2.1801
	1.9406

	Cell edge gain [%]
	0
	-15
	0
	-22

	Mean throughput gain [%]
	0
	-6
	0
	-11


It should be noted that the UE can gain extra processing time if the potential location(s) and configuration of dynamic CSI-RS is known.  In this case, the UE can compute (at least part of) the CSI for K CSI-RS resource locations, and report CSI only on the resource for which it is triggered.  This means that K-1 of the (partial) CSI computations are unreported.  However, this is essentially the same case as when A-CSI is calculated for CRI with K resources. In this case, a UE capable of reporting K resource CRI could equivalently compute 1 CSI report by initially starting with partial processing of CSI for K potential CSI-RS resource locations.  Actually, this would require less computation than fully processing K resources, since the UE can abandon processing K-1 CSI-RS resources that are not triggered as soon as it decodes (E)PDCCH.
Similar to when UE reports CRI, a UE could have K periodic CSI-RS resource configurations, where each can be at any subframe offset.  In this case, the CSI-RS configuration active in subframe n could be triggered in subframe n, and the delay would be the same as when CSI-RS can be present in any subframe.  Furthermore, the CSI-RS can occupy different REs, allowing for greater flexibility.  While this requires the UE to compute at least partial CSI for K CSI-RS resources as discussed above, UEs capable of computing CRI for K resources should support this already in LTE Release 13.  The benefit of using K periodic CSI-RS configurations as opposed to K potential CSI-RS locations for each subframe is that the UE can measure CSI-RS in subframes other than the current subframe, allowing CSI-RS to be distributed over time, and to have more relaxed processing timing.  Furthermore, UEs capable of reporting CRI for K resources should not have their timing tightened to report on each of these resources by not allowing the UE to know if CSI-RS is present in a subframe.  
Observations:
· UEs capable of reporting CRI for K CSI-RS resource configurations should already be able to compute CSI for K dynamically triggered CSI-RS resource configurations.  Such UEs should not be penalized by requiring additional capability to support further reduced CSI processing delays for each of the CSI-RS configurations.
· If a UE is configured with K periodically configured CSI-RS resources, the UE will have more time to compute CSI when it is triggered for A-CSI in one of the K resources.  Furthermore, CSI resources can be distributed better across subframes.  However, some DCI overhead is needed, and minimum delay can’t be achieved unless UE supports K~=4 CSI-RS resources.
Therefore, we propose that the UEs with sufficient CRI processing capability should be able to support dynamic CSI-RS triggering, but UEs without sufficient CRI capability may need to have additional capability to report CSI-RS that can be present in any subframe.

Proposals:
· A UE capable of reporting CRI with K ≥ 4 resources can be triggered to report CSI for one of the K CSI-RS resources in a subframe.

· DCI triggers a report on one of K CSI-RS resource configurations
· The UE can assume the CSI-RS is present according to its subframe configuration

· eNB may not transmit CSI-RS when measurement restriction is configured

· CRI may or may not be configured

· A UE capable of reporting CRI with K < 4 resources or not capable of CRI reporting assumes CSI-RS is present in the triggering subframe

· DCI triggers a report on one CSI-RS resource configuration
· CRI may or may not be configured
3 Overhead Reduction Analysis

In this section, we analyze the overhead associated with the dynamic CSI-RS mechanism where the CSI is triggered on one of the K CSI-RS resource configurations.  In Table 2, the overhead associated with the following cases are presented:
· Case 1:  The CSI-RS overhead when 20 active UEs share K = 8 preconfigured CSI-RS resources.  The assumption here is that the preconfigured CSI-RS resources are on a 5 ms grid with each resource possibly having a different subframe offset.  
· Case 2:  Each of the 20 UEs are preconfigured with a one distinct CSI-RS resource.  The periodicity for the configured CSI-RS resource is assumed to be 5 subframes. 

The overhead reduction calculations in Table 2 assume a system with 2 CRS ports, 3 OFDM symbols for PDCCH, and 2 DMRS ports.  It can be seen that case 1 can achieve notable overhead reduction over case 2.  Furthermore, the worst case overhead associated with Case 1 is quite reasonable.
Observation:

· When K=8 CSI-RS resource configurations are shared by 20 UEs for the purpose of dynamic CSI-RS, reasonable CSI-RS overhead reductions can be achieved when compared to the overhead associated with the case where each UE is preconfigured with a dedicated CSI-RS resource.
Table 2. Overhead reduction achieved by triggering on one of K CSI-RS Resources
	Cases
	Number of Ports Per Resource

	
	2
	4

	1
	2.96 %
	5.92%

	2
	7.41 %
	14.81 %


Given the above overheads, we notice that the worst case overhead for the case where K=8 resources (with each resource having 4 ports) are shared by multiple UEs is around 6% which is not too high.  So for the case when K  CSI-RS resources are dynamically shared among the UEs, one way of simplifying rate matching for the other UEs that are not being triggered is that those UEs always rate match around the set of K CSI-RS resources.  The advantage here is that no additional DCI overhead is needed for rate matching in this case.  
Proposals:

· For the case when K preconfigured CSI-RS resources and CSI-RS subframes are dynamically shared among the UEs, the UEs always rate match around the K configured CSI-RS resources to avoid DCI overhead.
4 Conclusion
In this contribution, we discussed our views on dynamic CSI-RS transmission including the impact on UE CSI processing timing, UE capability to support dynamic CSI-RS, and CSI-RS overhead.  In addition, we propose an efficient reporting mechanism for dynamic CSI-RS transmission.  Based on the discussion and results presented in the paper, we have the following observations and proposals:

Observations:

· If CSI-RS occurs at fixed RE locations but is not present in a subframe unless the UE is triggered, the UE has less than 3 subframes to compute CSI for each of the configurations [1].  However, CSI reporting delay can be reduced by up to 4 subframes compared to Rel-13, and no DCI overhead is required to trigger CSI-RS in this case.

· When K=8 CSI-RS resource configurations are shared by UEs for the purpose of dynamic CSI-RS, the average CSI triggering delay can be significantly reduced.
· The performance losses due to channel aging can be reduced when K CSI-RS configurations can be shared among multiple UEs.
· UEs capable of reporting CRI for K CSI-RS resource configurations should already be able to compute CSI for K dynamically triggered CSI-RS resource configurations.  Such UEs should not be penalized by requiring additional capability to support further reduced CSI processing delays for each of the CSI-RS configurations.

· If a UE is configured with K periodically configured CSI-RS resources, the UE will have more time to compute CSI when it is triggered for A-CSI in one of the K resources.  Furthermore, CSI resources can be distributed better across subframes.  However, some DCI overhead is needed, and minimum delay can’t be achieved unless UE supports K~=4 CSI-RS resources.

· When K=8 CSI-RS resource configurations are shared by 20 UEs for the purpose of dynamic CSI-RS, reasonable CSI-RS overhead reductions can be achieved when compared to the overhead associated with the case where each UE is preconfigured with a dedicated CSI-RS resource.
Proposals:

· A UE capable of reporting CRI with K ≥ 4 resources can be triggered to report CSI for one of the K CSI-RS resources in a subframe.

· DCI triggers a report on one of K CSI-RS resource configurations

· The UE can assume the CSI-RS is present according to its subframe configuration

· eNB may not transmit CSI-RS when measurement restriction is configured

· CRI may or may not be configured
· A UE capable of reporting CRI with K < 4 resources or not capable of CRI reporting assumes CSI-RS is present in the triggering subframe

· DCI triggers a report on one CSI-RS resource configuration

· CRI may or may not be configured
· For the case when K preconfigured CSI-RS resources and CSI-RS subframes are dynamically shared among the UEs, the UEs always rate match around the K configured CSI-RS resources to avoid DCI overhead. 
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	Simulation Parameters 

	Carrier frequency
	2 GHz 

	Bandwidth
	10 MHz 

	Scenarios
	3D UMi 200m ISD

	Antenna Configurations
	8x2 with 2x1 virtualization., 3D-UMi  (130° tilt)

	Wrapping
	Radio distance based

	UE receiver
	MMSE-IRC

	CSI periodicity for Class A
	80 ms

	CSI mode
	PUSCH Mode 3-2

	Outer loop Link Adaptation
	Yes, 10% BLER target

	UE noise figure 
	9 dB

	eNB Tx power 
	41 dBm (UMi)

	Traffic model
	FTP Model 1, 500 kB packet size

	UE speed 
	30 km/h

	Scheduling 
	Proportional fair in time and frequency

	CRS and DMRS overhead
	2 CRS and 2 DMRS ports

	CSI-RS
	Overhead accounted for.  

Channel estimation error modeled.

	Codebook
	2D Grid of Beams based on DFT

	HARQ
	Max 5 retransmissions

	Antenna spacing
	0.8 lambda in vertical, 0.5 lambda in horizontal

	Handover margin
	3 dB

	Transmission Mode
	TM10, with non-shifted CRS


