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1. Introduction
Achieving the peak DL throughput is useful for various consumer electronic type applications that operate in normal coverage mode. Transmission at a high peak data rate also allows the transmission to terminate quickly, allowing the UE to return to a DRX mode, thus saving on UE power consumption, in line with the eMTC WID. This document considers potential methods for achieving peak DL throughputs that are in line with current RAN1 agreements.
It was agreed early on in the eMTC work item that eMTC UEs can receive PDSCH and transmit PUSCH in every subframe. This agreement allows the UE to achieve peak data rates in the UL and DL based on 1000 bit transport block sizes (i.e. 1Mbps can be achieved in both UL and DL).  

RAN1#80bis agreement:
· For a Rel-13 low complexity UE not operating coverage enhancements:
· When the UE is not required to retune to other narrowband region due to monitoring of PSS/SSS, PBCH, SIB, paging occasion, etc.,

· In FD-FDD, the UE can receive PDSCH and transmit PUSCH in every subframe.

· In TDD, the UE can either receive PDSCH or transmit PUSCH in every subframe.

· In HD-FDD, the UE can either receive PDSCH or transmit PUSCH in most subframes (i.e. more than half of the subframes).

2. Available PDSCH Resource for Peak DL Data Rates
With either same-subframe scheduling or cross-subframe scheduling in the same narrowband, M-PDCCH and PDSCH can be assigned to the same UE. The amount of resource available for PDSCH depends on whether distributed or localized M-PDCCH is used. Since peak DL rates are only to be expected towards the centre of the cell, the UE can be scheduled with low aggregation levels in the M-PDCCH. Hence a 2 PRB distributed M-PDCCH or 1 PRB localized M-PDCCH are considered. In these cases, either 4 PRBs or 5 PRBs are available for PDSCH in the distributed and localized cases respectively.
Table 1 considers the modulation and coding scheme that would be necessary to receive a 1000 bit PDSCH for the cases where distributed and localized M-PDCCH are used (a 2 OFDM legacy control channel region and 2 transmit antenna ports for CRS are assumed). For many deployments, the MCS required to achieve peak DL data rate can be supported in a significant proportion of the cell.
Table 1 – Modulation and coding schemes required to achieve peak DL rate
	M-PDCCH type
	Number of PRBs for PDSCH
	TBS Index 
	Modulation / code rate

	Distributed
	4
	Index = 13 (1000 bits)
	16QAM R=0.46

	Localised
	5
	Index = 11 (1000 bits)
	16QAM R=0.37 or

QPSK R=0.74


Observation: When M-PDCCH and PDSCH share the same narrowband, there is sufficient physical resource in the narrowband to support a peak DL data rate of 1Mbps on PDSCH in the cell. 

3. Methods of Achieving Peak DL Rates
Several methods have been suggested for achieving peak sustained DL data rates to the UE:
· Same-subframe scheduling

· HARQ-less operation

· Increase the of the number of HARQ processes from 8 to 10

· Squeezing PUCCH to M-PDCCH timeline at eNodeB

· Squeezing PDSCH to PUCCH timeline at the UE

In the following sections, the merits of these methods are discussed.

Same-subframe scheduling

In same-subframe scheduling, the M-PDCCH and PDSCH can be active in every subframe. The HARQ round trip time is 8 subframes, leading to a requirement for 8 HARQ processes to achieve a sustained peak DL data throughput: Figure 1.
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Figure 1 – HARQ Round Trip Time for Same Subframe Scheduling

The complexity of same-subframe scheduling and cross-subframe scheduling were considered in [1]. It was found that the complexity increase of the HARQ buffer associated with cross-subframe scheduling was greater than the complexity increase due to the FFT output buffering requirements associated with cross-subframe scheduling. In particular, the following observations were made:
· By not implementing same subframe scheduling, the residual complexity of the UE’s baseband function can be reduced by a further 0.15% compared to the reference UE. 

· By implementing cross subframe scheduling, the residual complexity of the UE’s baseband function is increased by 0.30% relative to the reference UE. 

· Cross-subframe scheduling increases the HARQ buffer memory requirements of the UE more than it decreases the FFT output memory requirements.
Since same-subframe scheduling can achieve the peak DL data rates with no complexity increase

Based on there being no need to increase the number of HARQ processes with same-subframe scheduling and the complexity of same-subframe scheduling being less than that of cross-subframe scheduling, it is a good option for achieving peak DL data rates.
HARQ-less Operation
It would be possible to operate the downlink in a HARQ-less mode of operation when cross-subframe scheduling is applied.

Operating without HARQ has an impact on the performance of the link, requiring the link to be operated at a lower block error rate to achieve the same error rate at the RLC layer. The BLER operating point of the link can be reduced by the use of more robust modulation and coding schemes.  However given the limited physical resource available when M-PDCCH and PDSCH share the same subframe, increasing the robustness of modulation and coding schemes (using lower code rates than those shown in Table 1) will mean that peak DL data rates cannot be achieved in any case. 

An alternative perspective is that the peak DL data rates will be achieved in a smaller region of the cell than for the case where HARQ is used. 
Depending on the details of HARQ-less operation, higher layer protocol performance may be impacted. Without HARQ, the link may rely more on RLC re-transmissions which may have an impact on the frequency of RLC STATUS reports and / or TCP performance. Increased use of RLC STATUS reports would impact UE power consumption based on the UL transmit power required to transmit the RLC STATUS reports. If RAN1 were interested in designing a link based on HARQ-less operation, the RAN2 implications of such a design choice would need to be discussed with RAN2.
Observation: HARQ-less operation has performance impacts at Layer 1.
Observation: HARQ-less operation has RAN2 impacts which would need interaction with RAN2, e.g. through the LS process. 

Support of 10 HARQ Processes

When cross-subframe scheduling is supported, 10 HARQ processes are required to achieve peak DL throughput, as shown in Figure 2. 
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Figure 2 - HARQ Round Trip Time for Cross-Subframe Scheduling

The implications of the support of 10 HARQ processes (rather than the 8 HARQ processes currently agreed) are:

· 4 bits in DCI are required to support 10 HARQ processes, rather than the 3 bits required to support 8 HARQ processes
· Either the number of soft buffer bits for HARQ needs to be increased (by 25%) or limited buffer rate matching needs to be applied to HARQ. 

If limited buffer rate matching is applied, there will be performance consequences. At peak DL data rates, limited buffer rate matching will impact the portion of the cell over which the peak DL data rates are available. At lower data rates, the performance loss associated with limited buffer rate matching will have an impact on the radius of the cell. It might hence be desirable to operate with 10 HARQ processes for peak DL data rates (and apply limited buffer rate matching) and to operate with 8 HARQ processes otherwise in normal coverage mode.
Observation: Increasing from 8 to 10 HARQ processes is feasible without an increase in total HARQ buffer memory.  

Observation: To maintain the robustness, the UE can operate in 8 HARQ processes in typical coverage and switch to 10 HARQ processes for DL peak throughput with limited buffer rate matching.
Squeezing PUCCH to M-PDCCH timeline at eNodeB

Figure 2 shows that the basic HARQ processing timeline assumes that 3 subframes are required by the eNodeB to perform the following functions:

· PUCCH decoding

· Scheduling

· M-PDCCH encoding

If this processing time could be reduced to a single subframe, by the eNodeB accelerating PUCCH decoding, M-PDCCH encoding and scheduling, the HARQ round trip time could be reduced to 8 subframes, requiring 8 HARQ processes, as shown in Figure 3.
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Figure 3 - HARQ Round Trip Time with squeezed eNodeB processing timeline

From a UE vendor perspective, we think it is reasonable that the eNodeB could operate according to the timeline shown in Figure 3. From a network vendor perspective, there may be implications in terms of:

· Accelerating processing of UL channels (specifically PUCCH).

· The time instant at which scheduling decisions need to be made would no longer be aligned with subframe boundaries (which may impact some legacy scheduler designs or eNodeB architectures).

· Since eMTC devices and legacy UEs may be scheduled by the same scheduler (unless narrowbands are reserved by the scheduler for eMTC operation), there may be impacts on the legacy scheduler design.

· Accelerating processing of M-PDCCH encoding (relative to the processing time required for Release-12 ePDCCH).

Squeezing PDSCH to PUCCH timeline at eNodeB

An alternative to squeezing the eNodeB processing timeline (Figure 3), it could alternatively be possible to reduce the UE processing timeline between PDSCH reception and PUCCH transmission. Figure 4 shows a HARQ timeline for the case where the UE HARQ processing timeline is squeezed. The figure shows the HARQ ACK / NACK being transmitted on PUCCH, but it can also be piggybacked on PUSCH, as per Rel.8 – Rel.12 PUSCH operation.
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Figure 4 - HARQ Round Trip Time with squeezed UE processing timeline

In the period between over the air PDSCH reception and PUCCH transmission, the UE needs to perform the following operations:

· FFT (Fast Fourier Transform)

· Channel estimation

· Equalisation

· Turbo decoding of PDSCH

· PUCCH channel processing

· Timing advance of PUCCH

RAN1 has already agreed that when cross-subframe scheduling to a different narrowband is applied, the UE needs to be able to decode the M-PDCCH and switch to a different narrowband in a single subframe. The relevant agreements are:
· For Rel-13 low complexity UEs in normal and small enhanced coverage, under cross-subframe scheduling,

· Case 1:

· For unicast PDSCH, DCI indicates one of  narrowband  and further indicate resource allocation within narrowband 

· This doesn’t preclude predefined frequency hopping 

· FFS: Details on resource allocation field in DCI 

· FFS: whether and/or how to utilize PRBs not included in any narrowband of 6PRBs
· For DL cross-subframe scheduling Case 1 without repetition and with repetition, PDSCH (new and re-transmissions) starts from the second valid downlink subframe after the end of the corresponding transmitted M-PDCCH with the given repetition level

· FFS whether there is impact of UL scheduling for HD-FDD and if so, how, etc.

Since the UE needs to have the capability to do this processing in a single subframe, the consequence is that the UE must be able to perform the following functions in a single subframe:
· FFT (Fast Fourier Transform)

· Channel estimation

· Equalisation

· Blind decoding of up to [16] M-PDCCH candidates

The FFT, channel estimation and equalization functions are common between the M-PDCCH and PDSCH (though some of the functions may be configured differently for the different channels). [2] shows that the residual complexity for PDSCH decoding of a 1Mbps transport block is less than the residual complexity for DL control channel processing.
 Since chip area and processing time can be traded-off in chip designs used hardware resource, or for CPU-based modems processing time is directly related to complexity, it is observed that the UE can complete Turbo decoding of PDSCH faster than it can complete decoding of M-PDCCH. Hence it is observed that:

Observation: An eMTC UE can complete PDSCH decoding in less than a single subframe.

The maximum timing advance required for PUCCH is of the order of half an SC-FDMA symbol for a 10km cell radius (assuming peak DL rates are only available in the innermost 25% of the cell area).

PUCCH processing is a straightforward process consisting of scrambling of base sequences, multiplication by orthogonal cover codes etc. and is not considered to require significant processing time.   

Hence it is observed that:
Observation: For eMTC, it is possible to reduce the processing time between PDSCH reception and PUCCH transmission to a single subframe.

There may be circumstances when it is undesirable to reduce the PDSCH to PUCCH processing timeline shown in Figure 4 (e.g. to legacy scheduler behavior, large values of timing advance applied in large cells). Hence the PDSCH to PUCCH processing timeline could be configurable by higher layer signaling, if necessary.
4. Conclusion
This document has considered various methods for the eMTC system to achieve sustained peak DL data rates, as agreed by RAN1. Of the methods considered in this document, HARQ-less operation and reducing the eNodeB processing timeline between PUCCH and M-PDCCH are considered undesirable: HARQ-less operation potentially has higher layer impacts and reduction of eNodeB processing timelines has eNodeB processing and scheduling impacts. 

Based on our analysis, the following methods can be applied to achieve peak DL rates for eMTC devices:

· Same subframe scheduling

· Support for 10DL HARQ processes when UE is in good coverage conditions

· Reduction of the UE processing timeline between PDSCH reception and PUCCH transmission

Hence the following proposal is made:

Proposal: For achieving DL peak throughput, select one of the following options:

· Same subframe scheduling

· Support for 10DL HARQ processes when UE is in good coverage conditions

· Reduction of the UE processing timeline between PDSCH reception and PUCCH transmission
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� � REF _Ref434432447 \r \h ��[2]� shows that:


Turbo decoding accounts for 5-15% of the complexity of the reference cat.1 UE and that a 90% cost reduction can be achieved by reducing the peak DL rate to 1Mbps. Hence the residual complexity after cost reduction is 0.5-1.5%


DL control channel processing (including PDCCH, PHICH and PCFICH) accounts for 5% of the complexity of the cat 1 UE and that a 50% cost reduction can be achieved by bandwidth reduction to 1.4MHz. Hence the residual complexity after cost reduction is 2.5%
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