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1
Introduction
In the incoming LS [1], RAN2 asks RAN1 to assess the feasibility of reusing unused MBSFN subframes for unicast transmission. Furthermore, the decisions minuted in RAN2#67 include the following [2]:
=> Companies with proposals on how this can be achieved can present them to RAN1  

This contribution addresses these questions.

2
Occurrence of unused MBSFN subframes  
In the case of MBMS, unused MBSFN subframes stem from the fact that in the RAN, the resource reservation for a (P)MCH must be a semi-statically fixed bitpipe, while the bitrate of the content to be transmitted within that resource has typically a variable bitrate: Figure 1 shows an example of H.264-encoded video, averaged over intervals of one second, which is the longest possible buffering interval allowed by the existing channel-change time requirement (a shorter averaging interval results in even greater variability). 
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Figure 1: Example of H.264-encoded video data rate averaged over 1-second intervals

Assuming 1 bps/Hz spectral efficiency in MBSFN transmission, the amount of data that can be transmitted in a single subframe is on the order of 10kbit. In the context of the above figure, this means that the number of subframes it takes to transmit one second of the example video stream requires anything between 20 and 40 subframes.
Multiplexing several services onto a commonly shared resource tends to reduce the relative variation of the total bitrate and hence the relative over-provisioning needed in the resource reservation. However, SA2 has agreed that still in Rel-9, each MBMS bearer will have GBR=MBR, that is to say, the bitrate that must be guaranteed for each service in the RAN equals its expected maximum bitrate. This tends to rule out any statistical-multiplexing gains in the radio resource reservation. Thus, even when several services are multiplexed together, the surplus of subframes is likely be similar to that seen in Figure 1.
3
Feasibility and available options
In short, there seems to be no obstacle to transmitting a subframe as a regular unicast subframe including all the associated reference symbols and options for PDCCH length, even though the subframe has been indicated beforehand in System Information as an MBSFN subframe. UEs receiving MBMS would become aware of such subframes implicitly from the dynamic scheduling information regularly signalled at MAC in those MBSFN subframes that would necessarily always be used for MBMS. 

The main open question seems to be whether or not UEs are informed of such reuse beforehand, leading to two options.

1. UEs are not informed beforehand in any way: Rel-9 UEs shall monitor also for DL allocations (and tentatively receive part of) also the subframes indicated in System Information as MBSFN, presuming for each subframe that it is transmitted as a unicast subframe (except on the part of the reference symbols of which it cannot be certain). Provided that the subframe does contain a DL allocation to the UE, its reception will be possible this way.
2. UEs are informed beforehand of reused MBSFN subframes, allowing them to avoid unnecessary reception in actual MBSFN subframes, and also to make unicast measurements in the reused subframes.
The main drawback of the first alternative is the unnecessary time the UE will have to keep its receiver on also in all actual MBSFN subframes. The second alternative will be more optimal from a receiver power saving perspective and will also simplify the channel estimation algorithm. We analyze this closer in the next section.
4
Analysis of UE’s receiver power consumption and channel estimation
In this section, we compare the above two options in terms of the expected time the UE’s receiver must be kept on, assuming that the UE’s time outside its DRX sleep periods consists of a uniform random sample of the following three types of subframes:
1. Subframes that are always known to be unicast, i.e. not indicated as MBSFN in System Information. UE monitors for both UL and DL allocations; 

2. Subframes indicated as MBSFN in System Information, but reused for unicast transmission. UE monitors for both UL and DL allocations;

3. Subframes transmitted as MBSFN subframes. 
· In option 2, UE monitors only for UL allocations, allowing shutting down the receiver after the first 2/14 ms in these subframes.

· In option 1, UE monitors also for DL allocations.

In subframes where UE monitors for DL allocations, when PDCCH does not indicate PDSCH content for the UE, because of PDCCH decoding delay, we assume the receiver must be kept on for 0.5ms (this is a commonly used assumption in RAN2). Receiving also PDSCH content implies receiving the whole 1ms.
Let
· P denote the probability that in a subframe that can contain PDSCH content of interest to the UE, it finds a PDCCH indication of such;

· Q_type, type=U(nicast),R(eused),M(BSFN) denote the proportions of the subframe types described above, i.e. the probability that a random subframe is of that type. 
Then the total expectation of receiver on-time in a random subframe monitored by the UE is given by



Expectation over the random type of subframe, of



Expectation over whether UE receives also PDSCH, of [on-time | type of subframe]

In the case of option 1, this becomes


= (Q_U + Q_R) (P*1ms + (1-P) * 0.5ms) + Q_M * 0.5ms,



(1)
while option 2 results in



= (Q_U + Q_R) (P*1ms + (1-P) * 0.5ms) + Q_M* 2/14 ms.



(2)
These are linear in P, and the only difference stems from the term containing Q_M, independent of P. So option 2 allows saving roughly 0.35ms of receiver on-time in MBSFN subframes. In the subsections that follow, we compute the relative increase implied by option 1 under two different distributions of subframe types.  
4.1
“Typical” subframe distribution
We assume a scenario where 40% of subframes are pre-allocated for an MBSFN, corresponding to 4Mbit/s @ 1bps/Hz on a 10MHz carrier, accommodating e.g. 10 mobile-TV channels. Of these subframes, 25% are reused for unicast, implying Q_U=0.6, Q_R=0.1, Q_M=0.3.
With this distribution, Figure 2 shows the relative increase to the receiver on-time (2) implied by (1), as a function of P.
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Figure 2
4.2
Worst-case subframe distribution
The worst case occurs when the maximum of 6 subframes per radio frame (FDD) is allocation for MBSFN, and none of these subframes are reused, i.e. Q_U=0.4, Q_M=0.6. Figure 3 is the equivalent of Figure 2 under this assumption.
From these cases, we can see that simply mandating UEs to unnecessarily monitor all MBSFN subframes for DL allocations can increase the receiver on-time by tens of percent. This seems to be against all DRX principles.
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Figure 3
4.3 
Channel estimation aspects

With no prior knowledge of the reuse of MBSFN subframes for unicast transmission, unicast channel estimation need to be done in both Unicast and MBSFN subframes. The difference is that in Unicast subframes the estimate is based on reference signals in several OFDM symbols (depending on the antenna configuration) whilein MBSFN subframes the estimate is based on reference signals in only the first (and second for a 4-Tx system) OFDM symbol. As the estimation procedures are different for the two cases it is advantageous for the implementation if it is known in advance whether the next subframe is a Unicast or an MBSFN subframe.
5
Proposed mechanism to signal reused subframes
From the analysis in the previous section, our conclusion is to propose to adopt option 2. In this section, we present our proposal on how this could be done using PDCCH signalling.

In FDD, the subframes that can be allocated as MBSFN are limited to the groups of subframes #1…#3 and #6…#8, while the potential MBSFN subframes in TDD are limited to subframes #3…#4 and #7…#9. This means that a 3-bit bitmap could always be used to signal reused subframes, so that the bitmap (or its two MSBs or LSBs, in the case of the first TDD group) would always represent such a contiguous group of potential MBSFN subframes.
When a format-1A PDCCH message is scrambled by RA-RNTI or P-RNTI, there are at least 4 reserved bits [3] available in all cases. Thus, whenever a PDCCH message with one of these RNTIs is transmitted in a subframe, the reuse-indication bitmap could be piggybacked in these reserved bits. When neither of these messages is transmitted, a format-1A PDCCH message scrambled with a new RM-RNTI would carry the bitmap. The UE would monitor such a bitmap in any of these possible messages.
Regarding the exact timing relation between the reused subframes and the bitmap, we propose the following:

A reuse-indication bitmap received in a subframe represents the next three upcoming subframes indicated as MBSFN in System Information. 
This means that the reuse messages are independent and a missed reuse PDCCH does not complicate the interpretation of the next reuse message. 
It is easy to verify that this definition would always provide subframes for signalling the bitmap even with maximum possible MBSFN subframe allocations, also in all possible TDD uplink-downlink configurations. 

From PDCCH-load point of view, it can be noted that this bitmap need not be signalled in every possible subframe, as long as the network scheduler takes into account which UEs were assumed to receive the bitmap where signalled.

If the PDCCH is missed by the UE it means that the subframes indicated as reused in the bitmap cannot be utilized by the UE. Reading an allocation in a reused MBSFN subframes requires successful decoding of two PDCCHs so probability for missed detection is slightly higher than in the normal case. On the other hand there will be no excess receiver on-time as the UE is always required to monitor PDCCHs in every non-DRX subframe.
6
Conclusion
We propose to adopt the signalling mechanism presented in Section 5 for informing UEs beforehand of MBSFN subframes reused for unicast transmission, and to inform RAN2 about the need for a new RNTI for this purpose.
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5.3.3.1.3
Format 1A

DCI format 1A is used for the compact scheduling of one PDSCH codeword and random access procedure initiated by a PDCCH order. 

The following information is transmitted by means of the DCI format 1A:

- Flag for format0/format1A differentiation – 1 bit, where value 0 indicates format 0 and value 1 indicates format 1A

Format 1A is used for random access procedure initiated by a PDCCH order only if format 1A CRC is scrambled with C-RNTI and all the remaining fields are set as follows:

- Localized/Distributed VRB assignment flag – 1 bit is set to ‘0’

- Resource block assignment – 
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bits, where all bits shall be set to 1

- Preamble Index – 6 bits

- PRACH Mask Index – 4 bits, [5]
- All the remaining bits in format 1A for compact scheduling assignment of one PDSCH codeword are set to zeroes

Otherwise, 

- Localized/Distributed VRB assignment flag – 1 bit as defined in 7.1.6.3 of [3]

- Resource block assignment – 
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bits as defined in section 7.1.6.3 of [3]:

- For localized VRB: 
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bits provide the resource allocation
- For distributed VRB: 

- If 
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 or if the format 1A CRC is scrambled by RA-RNTI, P-RNTI, or SI-RNTI
- 
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- Else
- 1 bit, the MSB indicates the gap value, where value 0 indicates 
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 bits provide the resource allocation 
- Modulation and coding scheme – 5bits as defined in section 7.1.7 of [3]

- HARQ process number – 3 bits (FDD) , 4 bits (TDD)

- New data indicator – 1 bit


- If the format 1A CRC is scrambled by RA-RNTI, P-RNTI, or SI-RNTI:

- If 
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 and Localized/Distributed VRB assignment flag is set to 1

- the new data indicator bit indicates the gap value, where value 0 indicates 
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- Else the new data indicator bit is reserved.

- Else



- The new data indicator bit as defined in [5]

- Redundancy version – 2 bits

- TPC command for PUCCH – 2 bits as defined in section 5.1.2.1 of [3]


- If the format 1A CRC is scrambled by RA-RNTI, P-RNTI, or SI-RNTI:



- The most significant bit of the TPC command is reserved.



- The least significant bit of the TPC command indicates column 
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 - If least significant bit is 0 then 
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- Else



- The two bits including the most significant bit indicates the TPC command

- Downlink Assignment Index (this field is present in TDD for all the uplink –downlink configurations and only applies to TDD operation with uplink –downlink configuration 1-6. This field is not present in FDD) – 2 bits

If the number of information bits in format 1A is less than that of format 0, zeros shall be appended to format 1A until the payload size equals that of format 0. 
If the number of information bits in format 1A belongs to one of the sizes in Table 5.3.3.1.2-1, one zero bit shall be appended to format 1A.

When the format 1A CRC is scrambled with a  SI-RNTI then the following fields among the fields above are reserved:

- HARQ process number

- Downlink Assignment Index (used for TDD only and is not present in FDD)

When the format 1A CRC is scrambled with a RA-RNTI, P-RNTI, or RM-RNTI then:

- HARQ process number is interpreted as a 3-bit bitmap for indicating the reuse of MBSFN subframes

- Downlink Assignment Index (used for TDD only and is not present in FDD) is reserved
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