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1
Introduction
Relays are considered to be a key enabler for coverage and capacity enhancements in LTE-A. Several contributions in previous RAN1 meetings [1, 2, 3] have compared different high-level alternatives for relay design. In this document, we present our preferences on some of these options, in particular: 

1. L1 vs. L2 vs. L3 relays.

2. Multiplexing of relay transmissions on DL/UL resources.

As pointed out in [1, 2], the L1/L2/L3 classification needs to made more precise by explicitly identifying what functionality resides at the relay node (RN) and what functionality resides in its serving eNB. This document discusses both the physical layer and the upper layer impacts of the type of relay node chosen. Further details of the RAN1 specification impact of introducing relay nodes are discussed in [5].

2
Classification of Relays (L1/L2/L3)
As mentioned previously, several contributions in previous RAN1 meetings [1, 2, 3] have compared the alternatives of L1, L2 and L3 relaying. As shown in [1, 2], however, we see a need to further subdivide these broad categories and more precisely define the payload which is transmitted on the backhaul (eNB -> relay node) as well as the access (relay node -> UE) links. The different types of relays we can consider are: 

1) L1 relays: The term L1 relay refers to an Amplify & Forward relay, in which no decoding is carried out by the relay node. The simplest form of an L1 relay is an RF repeater, which amplifies the input signal (desired signal as well as thermal noise and interference) with a short delay (typically fraction of a CP). More advanced L1 relays (or “smart repeaters”) have been considered in some contributions [4], in which the relay only amplifies a portion of the overall bandwidth. However, this implies some digital processing (FFT/IFFT) to be done at the relay which involves an associated delay of one or more OFDM symbols.  

2) L2 relays: An L2 relay typically refers to a Decode & Forward relay which is however not a full-fledged eNB. As pointed out in [1, 2], this case can be further classified according to the level of functionality that resides in the relay node. In particular, we can think of the following sub-cases: 

a. HARQ operates end-to-end between the UE and the eNB. The relay may assist the eNB by simultaneously transmitting some of the data and/or HARQ signaling (PDCCH/ACK etc) from the eNB to the UE on the DL and from the UE to the eNB on the UL. 
b. Forwarding above HARQ (on MAC PDUs). In this case, HARQ operates independently on both hops. The relay node could potentially carry out its own scheduling and rate adaptation. Alternatively, the serving eNB could carry out scheduling and/or rate adaptation on behalf of the relay and signal the corresponding information to the relay node.
c. Forwarding above MAC demultiplexing/multiplexing, corresponding to RLC PDUs. 
d. Forwarding above RLC, i.e., on PDCP PDUs.
3) L3 relays: An L3 relay is a full-fledged eNB. It transmits synchronization signals, PBCH and other system information (this is true for options (b), (c) and (d) of L2 relays as well) and is indistinguishable from a regular cell to a Rel 8 UE. IP packets are transported on the relay backhaul link (between relay and serving eNB) as opposed to PDCP, RLC, or MAC packets as in case of L2 relay.
3 
Physical Layer Comparison of Different Relay Types 
3.1 
L1 Relay

As mentioned above, an L1 relay may refer to either a simple RF repeater which amplifies the entire received signal, or an “advanced repeater” which only amplifies a portion of the received signal. 

3.1.1 
Simple Repeater
An RF repeater can offer coverage extension for eNBs by amplifying and forwarding the received waveform. However, since such a repeater cannot distinguish desired signal from interference and noise, it typically does not improve the network capacity. 

RF isolation issues are well known for repeater deployments. Since a repeater needs to amplify and transmit the received waveform without a substantial delay (e.g., within CP length), some of the retransmitted waveform will leak into the repeater receiver and cause positive feedback. In order to maintain stability at the repeater, the repeater gain is limited by the RF isolation between transmit and receive chains. Large transmit/receive isolation implies large device size and higher hardware and installation cost. Besides the RF isolation issue within a repeater, the placement of multiple repeaters also needs to be carefully planned in order to avoid inter-repeater stability issues.
3.1.2 
Advanced Repeater

As compared to a simple repeater, an advanced repeater does some base-band processing and amplifies only a portion of the received waveform. Such a relay therefore introduces a delay of at least a few OFDM symbols. If the delay is less than a subframe, the relay is forced to receive and transmit at the same time, and therefore has the same isolation challenges that a simple repeater has. If the delay is in units of subframes, we can impose the constraint that the relay does not receive and transmit at the same time. This enables reduced cost and size, better ease of installation and potentially also higher transmit power, resulting in improved coverage. Note that these improvements are achievable with L2 and L3 relays as well, and in fact we assume from here on that all relays considered obey the constraint that they do not receive and transmit at the same time.
The design of a smart repeater however introduces several challenges: 

· HARQ timeline: As shown in [4], an advanced repeater which introduces a delay of one or more subframes is not compatible with the HARQ timeline in LTE Rel 8. For example, if the UE transmits a PUSCH on the UL, it expects a DL ACK four subframes after the PUSCH transmission. However, since the relay introduces a delay of one or more subframes in order to relay the PUSCH, the eNB is unable to decode and deliver the ACK in the subframe in which it is expected by the UE.

· Channel estimation: An advanced repeater necessarily uses the same Cell ID as its serving eNB since it amplifies (a portion of) the eNB’s signal. As a result, a Rel 8 UE cannot distinguish the relay from its serving eNB. Moreover, since the relay transmits only in a subset of the subframes, the UE sees large channel variations across subframes, and any filtering across subframes results in large channel estimation errors. This results in erroneous data reception as well as errors in measurement reporting. 

· Serving Cell Selection: Since the UE cannot distinguish the relay from its serving eNB, it cannot provide measurement reports separately for these two entities. As a result, there is no mechanism for the network to determine which UEs should be served by the serving eNB only and which UEs should be assisted by a relay node. 

· Power control: Since UEs are unaware of the relay node as a separate entity, the relay node will not be able to independently power control UEs in its vicinity. This results in large power variations and potential jamming at the relay node.
3.2 
L2 Relay

As mentioned previously, an L2 relay refers to a Decode & Forward relay which does not have the full eNB functionality. In section 2, we divided L2 relays into four separate subcategories depending on the functionalities that are present in the relay node. In this section, we focus mainly on option 2(a) from section 2, namely when HARQ operates end-to-end between the eNB and UE. 

Options 2(b), 2(c) and 2(d) from section 2 are very similar to the case of L3 relays from a Physical and MAC layer perspective. While the relay node may not be a full-fledged eNB in these cases, it transmits its own acquisition pilots and reference symbols, makes its own scheduling decisions and transmits/receives the corresponding control channels (PDCCH, PHICH, ACK), and transmits/receives data according to these scheduling decisions. The relay scheduler is however more constrained in these cases as compared to the case of an L3 relay. In particular, relays of type 2(b) and 2(c) introduce significant inefficiency in constructing the MAC payload because of their inability to refragment RLC packets. Further discussion on the differences between these relay types is provided in Section 4. 
The advantage of Option 2(a) is that the UE can combine signals from the eNB and the relay node in order to achieve some performance gain. However, in order to get significant gains from such combining we require that the received signals from the eNB and the relay node have “similar” strength (i.e., one does not dominate the other). This is a low-probability event in scenarios of interest, particularly since a typical relay is expected to have much lower transmit power as compared to an eNB. 

On the other hand, the relay in option 2(a) suffers from several of the issues that affect the Advanced L1 relay described in Section 3.1.2. These issues, namely the severe impact on channel estimation, lack of information to carry out appropriate serving cell selection and lack of independent power control generally apply to any relay which the UE cannot distinguish from the eNB. Several of these issues have also been pointed out in other contributions [3]. Because of these issues, we prefer a relay node that is separately visible to the UE and transmits its own synchronization signal and RS. 
Additionally, Option 2(a) further implies that the relay node should be aware of what resources and MCS are used for data retransmissions, so that it can assist the eNB in those transmissions. Since LTE supports asynchronous adaptive HARQ on the DL, the only way this is possible is for the eNB to pre-schedule these retransmissions and communicate the scheduling information to the relay node in advance of the actual retransmission. Moreover, since the mapping of data modulation symbols to REs depends on the number of control symbols configured in a subframe, the eNB would have to determine these and communicate them to the relay node in advance as well. This implies both reduced scheduling flexibility at the eNB as well as increased overhead on the eNB to relay link.

The multiplexing of PUCCH and PUSCH on the UL also poses problems for such a relay. Since the relay cannot be aware of the contents of the UE’s control transmission in advance (SR, CQI, ACK/NACK values), it can transmit only the data portion of the UE’s waveform. This introduces a mismatch between the channel seen on the RS (which is the composite channel of the relay and UE transmissions) and the channel seen by the actual control transmissions, leading to control demodulation errors. 
To summarize, we believe that there are significant issues related to the Option 2(a) relay, particularly in the context of supporting a Rel 8 UE. Also, the potential gains achievable from such operation are quite limited, and come at the cost of scheduling flexibility and backhaul overhead which will likely neutralize these gains. 

3.3 
L3 Relay

As described in the previous Section, options 2(b), 2(c) and 2(d) from Section 2 are very similar to the L3 relay case from a Physical and MAC layer perspective. In each of these cases, HARQ operates independently on the two hops and the relay makes its own scheduling decisions and communicates them to the UE (though it may have limited flexibility in some of these options). Further, the relay node has its own Cell ID, transmits its own synchronization signals and reference symbols and in general appears like a separate eNB to the UE. (As mentioned previously, this is from the Physical and MAC layer perspective. There are differences between these categories at the other layers which will be discussed further in Section 4.)
This is the simplest option from the point of view of specification impact, since the individual links are very similar to LTE R8. Moreover, full backward compatibility may be maintained on the hop between the relay node and the UE. Some new functionality does of course have to be designed for the backhaul link between relay and its serving eNB due to the lack of blank subframes in LTE Rel 8 [6]. 
This option does not enable the UE to combine signals from the eNB and the relay node; however as we have seen the benefit of such combining is likely to be quite limited in practice. On the other hand, this option allows the relay node to select transport block size and MCS which is appropriate to the link from the relay node to the UE, which can yield significant benefits. Moreover, in this option the eNB can also combine packets of different users being served by the relay node into a single packet on the backhaul link, thus achieving some trunking benefits. 
The L3 relay also has some additional delay wrt to a “smart repeater” in theory; however as we have seen such a smart repeater operation is not compatible with the existing HARQ timeline in addition to suffering from other problems described in Section 3.1.2. 
Another important benefit of L3 relays is the ability to achieve cell-splitting gains on the access (relay -> UE) link. Since the relay transmission to the UE is not directly tied to an eNB transmission to the relay, different relays can simultaneously schedule their UEs on the same bandwidth, thus achieving cells-splitting gains. Such cell-splitting can yield significant capacity benefits as shown in [7]. Note that this is not possible for L1 relays or for option (a) of L2 relays because the relay scheduling decision is directly tied to the eNB scheduling decision, and the eNB can schedule only one UE at a time on a given frequency resource. 

As a result of these considerations, our preference is for an L3 relay or L2 relay options 2(b), 2(c) or 2(d) as compared to L1 relays (smart repeaters) or L2 relay option 2(a). 
4 
Upper Layer Comparison of Different Relay Types 
4.1 
L1 Relay
With respect to upper layers, L1 relay is totally transparent. All the complexities are hidden by the physical layer. As a result, there are no upper layer considerations for the L1 relay.
4.2 
L2 Relay

As mentioned in previous sections, there is not a one well defined category that can be classified as L2 relay.  As described in [1, 2], it is also useful to separate the discussion into user plane and control plane. 
4.2.1 
Control Plane Considerations

From control plane perspective, L2 relays, as described in [1, 2], could be further subdivided into three categories:

(a) HARQ only

As discussed in section 3, an L2 relay without the scheduler has significant issues; hence we do not feel it is a viable option.

(b) HARQ + Scheduling:

In this L2 relay control plane option, the RRC protocol is located in the eNB and the MAC functionality is located in the relay, specifically HARQ and scheduling. In LTE, RRC and MAC layers have a very tight coupling which is not fully and explicitly specified in the current specifications. For example, RRC “lower layer configuration” module requires tight integration with the MAC layers. Similarly, the scheduler requires all the knowledge of DRBs and the associated QoS requirements of these DRBs, which is maintained by the RRC protocol. When RRC is located in eNB, a new intermediary protocol needs to be introduced between the RRC in the eNB and MAC in the relay. This new protocol is likely to be very complex, as it will expose an interface between such tightly coupled entities as RRC and the MAC layers. The complexity of such protocol is also likely to lead to poor inter-vendor interoperability between eNB and relay. The benefits of locating RRC in the eNB are not clear, while the disadvantage is the creation of the complex intermediary protocol. We do not feel locating RRC at the eNB is a viable option.
(c) Limited RRC

This option requires RRC to be split into two sub-RRC protocols, one to be located in the relay and the other to be located in the eNB. RRC protocol as defined in LTE Rel-8 is a collection of tightly coupled messages. Splitting it will require significant changes and the need to create a new protocol that runs between the relay and the eNB to coordinate the operation of these two sub-RRC protocols. There are many ways to split RRC into two sub-RRC protocols, none of which provides any benefits that would justify the complexity. Another difficulty associated with splitting RRC between the relay and the eNB is the requirement to keep both the sub-RRC protocols in sync with each other. In addition, in a split RRC design, the turnaround time for RRC processing will increase, as the RRC message exchange between the relay and the UE will result in further round trip(s) of communication between the relay and the eNB, between the two sub-RRC protocols. This will result in increase in the time required the complete the RRC transactions between the UE and the relay, in many time critical operations such as connection setup and handover. We do not believe that splitting RRC into two is a viable option.
4.2.2 
User Plane Considerations

The user plane options are listed in section 2 of this document, and option (a) is discussed in detail in section 3. The other options are:

(b,c) Forward MAC PDU or RLC PDU:
As discussed in section 3, the L2 relay should also contain its own scheduler. However, in LTE, the only user plane protocol capable of fragmenting an upper layer packet is RLC. Hence, the entity housing the scheduler has to also contain the RLC protocol to be able to partition the upper layer packets to fill the allocations given by the MAC layer. This necessitates the RLC protocol to be located at the relay. Alternatively, the eNB would have to make conservative decisions on RLC packet sizes such that they can be accommodated in a MAC packet scheduled by the relay. This leads to increased RLC overhead as a result of packing more RLC packets than is necessary, and also inefficient use of resources due to excessive padding. This option would also require definition of a new protocol between the relay and the eNB in order to communicate UE channel quality information to enable to eNB to be less conservative in creating RLC packets. As a result, we do not see an L2 relay with MAC PDU forwarding or RLC PDU forwarding from the eNB to the relay as a viable option.

 (d) Forward PDCP PDU:
Forwarding of PDCP PDUs from the eNB to the relay has several issues that require new protocol support. First, it requires a PDCP state and sequence space to be maintained in the eNB and RLC state and sequence space to be maintained in the relay. These two sequence spaces needs to be in sync for protocols like RoHC to function properly. This again requires additional protocol support to coordinate these two sequence spaces. The second issue is with handover. When a handover occurs the PDCP is used to eliminate packet loss. However, for downlink packets, the PDCP protocol running in the eNB needs to know exactly at which packet the relay has stopped serving the UE, which requires new messaging support to transfer the information from the relay to the eNB. These additional state transfer messages also add to the handover timeline. Third, to manage the queue sizes at the relay, a tight flow control protocol needs to run between the eNB and the relay.

4.3 
L3 Relay

From user plane perspective L3 relay corresponds to forwarding of IP packets, and from control plane perspective, relay having the full RRC protocol.  From control plane perspective, having full RRC eliminates the need to split the RRC into two and the need to introduce a new protocol that coordinates the two pieces of RRC located at the relay and the eNB. All the existing mechanisms and messages of RRC will directly be applicable to L3 relay, minimizing standards changes. In addition, the changes on the eNB implementation are also minimized.
From user plane perspective, the IP packets will be forwarded from the eNB to the relay. From the eNB perspective this is standard operation performed for any UE. The relay appears largely like a regular UE to the eNB, minimizing changes to the eNB. In addition, by having IP packet visibility at the relay, the relay can implement the AQM (active queue management) protocols such as RED (Random Early Drop) to manage the queue sizes at the relay, similar to an eNB managing the queue sizes. This eliminates the need to standardize and implement a flow control protocol between the eNB and relay.
The only issue associated with forwarding IP packets to the UE is the IP header overhead associated with packets which can be excessive for VoIP application. However, the IP header can be compressed between the relay and the eNB using RoHC and a new RoHC profile that is capable of compressing IP headers with a GTP tunnel. The compression is an optional optimization that is not needed for basic operation of the L3 relay. If the compression of the IP headers is not needed on the relay to eNB link, then the relay can be supported by a Rel 8 eNB. Otherwise, the eNB only needs to support the new updated RoHC profile to support compression on the relay to eNB link.
5 
Multiplexing of Relay Transmissions on DL/UL Resources
In this section, we discuss different options regarding the frequency carriers or subframes that may be used for the different links involved in relay operation, namely the link between the eNB and the relay node, the link between the relay node and the UE and the link between the eNB and other UEs (not being served by a relay). We broadly consider three options which have so far been proposed in RAN1, namely conventional TDD relaying, SDD relaying and UL band-swapping [9]. Note that each of these options assumes that the relay is a half-duplex relay, i.e., that it cannot simultaneously transmit and receive in the same band at the same time.
5.1
Conventional TDD relaying 
In this case, the DL resource (frequency band or subframe) carries communication from the eNB to the relay node, from the relay node to the UE and from the eNB to other UEs (not being served by a relay). Similarly, the UL resource carries communication from the relay node to the eNB, from the UE to the relay node and from other UEs directly to the eNB. Note that the relay node uses separate subframes on the DL resource for receiving from the eNB and for transmitting to UEs. Similarly, it uses separate subframes on the UL for receiving from UEs and for transmitting to the eNB. Since LTE Rel 8 does not provide any subframes in which the relay node is not required to transmit any signals, the MBSFN feature may be used to configure “almost-blank” subframes on the DL during which the relay node listens to the eNB [8].
5.2
SDD Relaying (for TDD spectrum)

In this case, both eNB and UE transmit to the relay node in the same frequency band (but separate subcarriers) in the same subframe. In a subsequent subframe, the relay node transmits simultaneously to both UE and eNB in the same frequency band (but separate subcarriers). SDD operation is depicted in Figure 1. 

[image: image6.bmp]
Figure 1. SDD Relaying.

Note that Figure 1 does not show the resources for direct transmissions between eNB and UE. Since the eNB also cannot simultaneously receive and transmit at the same time, we assume that eNB to UE transmissions take place at the same time as eNB to relay node transmissions, and UE to eNB transmissions take place at the same time as relay node to eNB transmissions. As a result, however, some UEs are transmitting (namely those connected to a relay) at the same time as other UEs are receiving (those connected to an eNB). This leads to similar interference conditions in the network as in the case of TDD deployment with mismatched DL/UL partitioning in neighbouring cells.
In particular, SDD operation can lead to the following interference conditions:

[image: image2]
Figure 2. Relay experiencing different received power levels from eNB and UE.

[image: image3]
Figure 3. Strong inter-cell UE-UE interference.

1. With SDD, relays may experience substantially different power levels when receiving from both an eNB and a UE in the same OFDM symbol. The power imbalance may cause performance degradation at the relay receiver as shown in Figure 2. Furthermore, the UL transmission of UE could also desense the DL reception of a neighboring UE as shown in Figure 3 if the two UEs are in close proximity. Same issue holds for eNB to eNB jamming.


[image: image4]
Figure 4. Strong interference at UE due to frequency partitioning misalignment.
2. By allocating some subcarriers to the backhaul link and the rest to the access link, eNBs are required not only to have coordinated partitioning of the backhaul and access link in time, but also in frequency. Any frequency partitioning misalignment between eNBs would mean that the eNB-relay DL could cause significant interference to the relay-UE UL in a neighbouring cell. Similarly, eNB-relay UL could also interfere with relay-UE DL as shown in Figure 4.


[image: image5] Figure 5. UE-relay UL interfered by legacy TDM control symbols.

3. As depicted in Figure 5(b), the legacy TDM control transmitted by eNBs span entire OFDM symbols, meaning that SDD is not possible over these OFDM symbols. In the case where the eNB-UE DL share the same channel as the eNB-relay DL, the UE-relay UL may have to puncture the TDM control symbols, leading to further complications. 

5.3
UL Band-Swapping
UL band-swapping refers to the case where eNB to relay as well as relay to eNB communication takes place on UL resources (frequency band or subframe). Apart from this, the operation is similar to TDD relaying, i.e., eNB  to UE communication and relay node to UE communication takes place on DL resources while UE to eNB communication and UE to relay node communication takes place on UL resources. The primary reason to have the eNB to relay communication take place on UL resources is that the relay now does not have to receive anything on DL resources. As a result, it can transmit to the UE on these resources in every subframe and does not have to configure any MBSFN subframes. If feasible, such an option would avoid some of the restrictions placed by MBSFN operation, for example the overhead due to PDCCH transmission in MBSFN subframes as well as the restriction that subframes 0, 4, 5 and 9 cannot be configured as MBSFN subframes.
There are, however, significant issues associated with the UL band-swapping operation. The most important issue is the interference caused on the UL by eNB transmissions to the relay node. If the eNB transmits at its full DL power, the received signal strength seen at other neighbouring eNBs or relay nodes will easily dominate the received strength of UEs. This will result in a severe impact on UL system performance, including outage for many UEs in the system which cannot overcome this interference.
The solution suggested in [9] is that the eNB should transmit at “UE-like” powers. However, if the eNB transmits at UE-like powers, then the data rates achieved will also be similar to UE UL data rates. As we know, UL link-budget limitations can be much more severe as compared to DL link-budget limitations and therefore such a restriction can severely limit the data rates achievable on the eNB to relay backhaul link and therefore on DL capacity as a whole. In fact, the situation will be even worse since a relay node would typically have significantly lower antenna gain as compared to an eNB and therefore the achieved data rate could be even lower than that for cell edge UEs on the UL. It may also be more difficult for the relay node to control the interference level seen on the UL because of the lack of a wired backhaul, further impacting the achievable data rate.

Moreover, the channel from this eNB to another eNB may very well be significantly better than the channel between the eNB and the relay node. This is especially true because eNBs are typically located above the rooftop level and are likely to have line of sight to each other whereas the relay node may be located below the rooftop level and may be shadowed from the eNB. In such a scenario, an eNB transmit power which results in even a moderate backhaul throughput to the relay node could result in excessive interference seen at neighbouring eNBs, thus severely impacting network capacity on the UL.
Another very important issue is that this scheme requires a change to the RF capabilities of the eNB. In particular, an eNB is now required to be able to transmit on both UL and DL frequency bands, which is functionality that it currently lacks. 

The UL band-swapping scheme also results in highly asymmetrical loading of the DL and UL resources. In particular, eNB to relay, relay to eNB and UE to relay links all occupy UL resources. DL resources are used only by the relay to UE link. Now, in some cases, such as the case of a large number of relays and UEs in a macro-cell, the relay to UE link causes very little loading because different relay nodes can simultaneously use this bandwidth, leading to cell-splitting gains. This means that backhaul transmissions form the majority of the system load, and carrying both eNB to relay and relay to eNB backhaul transmissions on UL resources can significantly impact network capacity. 

Additional issues that need to be considered are:

1) Since the eNB has to spend UL resources on some subframes for transmitting to a relay node, this leaves fewer subframes for UEs transmitting directly to the eNB. This impacts the link budget of UEs served directly by the eNB.

2) Large mismatch of received powers from the eNB and the UE can result in severe performance degradation or desense at the relay node. 

3) Since the eNB cannot listen to UL ACKs on the subframe where it transmits to a relay node, this has an impact on existing HARQ operation. This problem is similar to the HARQ impact seen with the use of MBSFN configuration in TDD relaying [10]. Some solutions to this issue are described in [9], many of which however involve non-backward compatible changes or performance loss due to suboptimal scheduling.
Based on the above considerations, we conclude that both SDD relaying and UL band-swapping operations have several associated issues. As a result, we prefer conventional TDD operation in order to provide robust relaying performance. 
6
Conclusion
Relays have been classified into L1, L2 and L3 categories in this document. It was observed that the L2 category in particular needs to be further classified into options 2(a), 2(b), 2(c) and 2(d), depending on what functionality resides in the relay node. 
Significant issues were observed in the operation of L1 relays as well as L2 relays of option 2(a), and more generally any relay which cannot be distinguished by the UE from its serving eNB. The issues observed include impact on channel estimation due to intermittent RS transmission, unavailability of measurement reports to help determine the desired serving eNB or relay node, impact to HARQ timelines and lack of independent power control.

It was further observed that options 2(b), 2(c) and 2(d) were similar to an L3 relay from a PHY/MAC perspective. In each of these cases, the relay appears to the UE as a separate cell and carries out its own scheduling. Option 2(b) and 2(c) relays however impose significant constraints in their scheduling decisions leading to inefficient packing of MAC layer packets. Differences between these types of relays were further explored in Section 4 and it was concluded that an L3 relay was the most preferable option.

It was further observed that use of L3 relays allows the network to achieve cell-splitting gains on the access link, thus significantly improving network capacity [7].

Based on the above considerations, we propose that RAN1 decide on the following: 
· A relay node should appear to a UE as a separate cell distinct from its serving eNB. 

· In particular, a relay node should have its own Physical Cell ID and transmit its own synchronization channels and reference symbols.

· The UE should receive scheduling information and HARQ feedback directly from the relay node and send its control channels (SR/CQI/ACK) directly to the relay node.

We also discussed different options of multiplexing relay transmissions on DL/UL resources, namely TDD relaying, SDD relaying and UL band-swapping. It was found that SDD relaying and UL band-swapping introduced significant issues; including severe interference issues. Based on these considerations, we propose that RAN1 agree on using TDD relaying over SDD relaying and UL band-swapping.
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