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1.
Introduction
At the last RAN plenary, there was a proposal to introduce better support for conversational services over HSDPA (see [1], [2]). Proposals on this topic had already been put forth within RAN2 in the past (see [3] and [4]), but the discussions at the plenary led to the agreement that a work-item will be created to capture this work. 

In this document we analyze the current mechanism, attempt to identify its limitations and propose solutions. In evaluating different schemes we consider the performance both in terms of delay and in terms of service continuity and data loss. Delay directly impacts system capacity. Being served by a sub-optimal cell is inefficient. The longer the delay for the transition, the longer would need to remain on a sub-optimal cell. Although service continuity and data loss may not impact system capacity directly, it affects the user quality of service, especially when it comes to conversational services.
The objective of the document is for the group to discuss the scope of the work item and to evaluate the proposals included in this document.
2.
Delay Performance
2.1
Current Mechanism

Description
In Rel-5, the mobility is based on RRC messages (the serving cell re-configuration is performed using an RB re-configuration message), which are of course terminated at the SRNC.

The standard supports both synchronized and unsynchronized reconfiguration of the HSDPA serving cell. Unsynchronized re-pointing can be performed somewhat faster than synchronized re-pointing but cannot guarantee that there would be no data loss if transmission in the target cell starts before the terminal is reconfigured and ready for reception.

The message sequence for a simple synchronized inter-Node B re-pointing scenario is shown in figure 1 below. The assumption is that the new RL initially becomes good enough to be added to the active set and eventually becomes the best cell.
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Figure 1: Change of serving HS-DSCH cell call Flow for Rel-5
The advantages of this scheme is that it relies entirely on the legacy R’99 mobility mechanism (RRC signalling) while providing very tight RNC control of resource allocation. The disadvantage is that it results in substantial delays in performing mobility operations.
Limitations

There are a number of elements in the current signalling scheme that contribute to the bad delay performance:
· RNC needs to configure the UE after the switching indication has been triggered

· Results in additional delay
· Requires stable downlink in order to complete the procedure (could be limiting considering that the reason for the change is specifically because the current cell does not give good performance)
· RNC needs to configure the Node Bs after the switching indication has been triggered.

· RNC needs to be involved in the change of cell even in the intra-Node B case.
The main reason for all these delays is the driving principle that the RNC needs to be involved in every RRM related re-configuration in the system. In the case of the HSDPA re-pointing this principle results in multiple round-trips between it and the UE or Node B, after the need for a change of best cell has been triggered.
2.2
Proposed Scheme
All of the limitations in the current scheme can be addressed by doing the following:
· Pre-loading of UE and Node B with HS related configuration.
· Direct indication by UE to the Node B of the preferred cell.
· Unilateral switching to listen to the preferred cell.

A scheme making use of these optimizations was already described in [4]. The assumption is that whenever a cell needs to be added to the UE active set, the RNC would decide whether the UE would be allowed to re-select to it unilaterally for HSDPA service. If this is the case, this cell would be added to the UE HSDPA active set, and the UE and corresponding Node B would both be pre-configured with the HSDPA related information. In the case of the Node-B, the transport bearers would also need to be set up in advance, in anticipation of the switch.

In this way, it will be possible for the UE and Node B to start communicating using the HS-DSCH without needing to interface again with the RNC. The RNC would only need to be notified for the purpose of long term RRM decisions and to change the packet routing (only for inter-Node B cell change).

When the UE wants to change serving cell, it would indicate this directly to the old and/or new serving cell. This can be done using either Layer 1 (see [2]) or Layer 2 (see [4]) signalling. We assume that, in addition to identifying the preferred cell, the old cell could provide to the RNC some indication of the data that it expects to have successfully transmitted to the UE by the time the handover is completed. This is discussed more at length below.

The resulting signalling flow in the inter-Node B serving cell change case is illustrated in figure 2. 
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Figure 2: Proposed change of serving HS-DSCH cell call Flow
2.3
Discussion

In the proposed scheme, the UE and Node Bs in the HSDPA Active set are pre-loaded with the HSDPA related information. The UE then indicates its preferred cell directly to the Node Bs using a Fast Cell Change Indication (FCCI), which could be sent either as Layer 1 or Layer 2 signalling. In discussions during RAN2 #46 (no formal document was provided), some people suggested that a similar type of indication could be sent directly to the RNC using RRC signalling in RLC-UM mode.
 If the UE is allowed to move unilaterally to the new target cell without waiting for a re-configuration from the RNC, such a scheme could give similar delay performance for the inter-Node B case. However it would not achieve the best possible performance in the intra-Node B one. Furthermore, having Node Bs informed of the UE intention to change cell before they start receiving data from the RNC can have some additional benefits. It would allow the source serving Node B to report its buffer status to the RNC (see below) and in general it would enable Node Bs to adjust their local RRM processes before any of the UE data is available for transmission.
In the scheme described in section 2.2 above, the RNC will directly control the mobility by defining the set of cells among which the UE can re-select (HSDPA Active Set) and by configuring the criteria for triggering the change of best cell (hysteresis, averaging, etc.). The only limitation is that the RNC would not have the last word in allowing the UE to move to another cell within the HSDPA Active Set. 
The scheme described in [2] includes provisions for allowing the RNC to over-ride the UE decision (after changing preferred cell the UE needs to receive HS-SCCHs from both cells and only assumes the switch complete if it receives an HS-SCCH from the target serving Node B). The downside is that there needs to be a two-way exchange between the RNC and the Node-B after the change of preferred cell is triggered.

Although such a mechanism would work, we feel it would un-necessarily reduce performance. Indeed, it would not make sense for the RNC to over-rule the UE’s indication. If the radio conditions are such that the UE needs to start receiving data from another cell, ignoring the indication would just result in degrading the performance or worse, dropping the call. 
If there are other limitations, due e.g. to loading or Node B hardware capabilities, the RNC could just keep the cell from the HSDPA Active Set, thus forcing the UE to follow the baseline mobility procedure using RRC signalling. Even transient loading conditions could be managed efficiently. HSDPA uses shared resources, therefore it is unlikely that the Node B would be unable to allocate any resources at all to a particular UE. Therefore, after the change of best cell takes place, the RNC could initiate a procedure to move the UE to another type of channel or more likely another frequency.

Conclusion 1: Pre-loading of UE and Node B with HS related configuration.

Conclusion 2: Direct indication by UE to the Node B of the preferred cell.

Conclusion 3: Unilateral switching to listen to the preferred cell, with no RNC control.

3.
Service Continuity
In the previous section we addressed the question of delay in performing the cell change. In this section we are going to consider the issue of service continuity. 
3.1
Current mechanism
Rel-5 already supports the concept of synchronized change of serving HSDPA cell. This allows perfect synchronization between the time when the UE starts listening to the new serving cell and the time where the old cell stops transmitting and the new cell starts, thus guaranteeing an un-interrupted stream of data is sent to the UE. 
However, because of the delays on the backhaul and because the scheduling decisions are made independently by each Node B, there is no way to ensure that when the new serving Node B starts transmitting it will begin with the PDU following the last PDU transmitted by the old serving Node B. We will call buffer management the process by which we try to ensure continuity in the data transmitted between the two cells.

In HSDPA, the serving Node B flow-controls the RNC. In order to ensure optimum scheduling, for each UE the Node B would typically try to maintain in its buffers the data that it expects to transmit over the next round-trip-time of the flow-control loop (see [5]). The amount of time for which data is required is very well known. However, because of uncertainties in the channel, it is very difficult for the Node B to estimate the amount of data that it would transmit during this time. Therefore, it is likely that it would just overprovision and therefore maintain a sizeable amount of data in its buffer.

The problem is similar in the case of synchronized re-configuration of the serving cell. The RNC and Node Bs know exactly how much time is left until the change occurs. The problem consists in figuring out how much data to keep feeding to the old cell and which data to feed to the new cell. If the old cell is sent too little data then it would stop transmitting before the new serving cell starts, resulting in a break in the transmission. If it is sent too much data then the data that could not be transmitted would be lost, irreparably in the case of RLC-UM data, requiring retransmission in the case of RLC-AM.
The main limitations of this scheme are the following:
· No indication from Node B of how much data it would be able to send before the activation time.

· If the preparation time takes longer than the activation time allows, the UE would take much longer to switch. As a result, the activation time needs to be selected far into the future to account for the worse case.

3.2
Enhancements associated to fast serving cell change
3.2.1
Pre-announcing change of best cell

In theory, when event 1D or its equivalent is triggered in the UE, it could send the indication to the Node Bs and then start immediately to listen to the preferred cell. This would minimize the amount of time the UE requires to change cell but could result in substantial (at least one RTT between RNC and Node B) interruptions in the flow of data. Indeed, it would take some time before the RNC can change its routing and start sending data down to the new serving cell. In the meantime, even if the UE were to change serving cell it would not receive any data. 

Therefore, it would make sense for the UE to wait certain amount of time after sending the indication and before transitioning over to the new cell. This delay could be configurable by RNC and could be limited to the cases of inter-Node B serving cell change. For intra-Node B it would not be necessary for the RNC to change its routing and could therefore be done much faster.
Conclusion 1: After announcing a change in its preferred cell, the UE would need to wait a pre-defined amount of time before starting to listen to the new serving cell.

Conclusion 2: The RNC would configure this time; the values could be different for intra- and inter-Node B serving cell changes.
3.2.2
Synchronized change of best cell

Even in case where the UTRAN is aware of the amount of time by which the UE pre-announces its intention to change cell, errors on the physical layer (FBI bit re-transmission, HARQ re-transmission) could result in some discrepancy between UTRAN and UE. This could cause some additional delay or data-loss. 
For either Layer 1 or Layer 2 signaling, it is possible to find ways to alleviate this discrepancy and therefore to have a fully synchronized change of cell.

Layer 1 based preferred cell indication
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Figure 3: Preferred cell reporting time-line using L1 signaling
CHANGE COLORS SO THAT THEY ARE DISTINGUISHABLE 
In the figure we illustrate a possible time-line for how the scheme could work. The colour corresponds to the preferred cell indicated by the UE. It is assumed that the UE is only able to indicate a change of best cell at the designated boundaries. This is equivalent to the repetition period introduced for the NICH in the context of MBMS.

For the other values we use the following definitions:

· A: TTI for the transmission of the re-pointing information.

· B: Number of TTIs needed in order to achieve good reliability on the detection of the re-pointing information. Also represents the boundaries at which the UE is allowed to switch cells. The assumption is that for as long as the Node Bs are able to receive the re-pointing information within this interval with good reliability, the re-pointing timing would be synchronous between UE and Node B.

· C: Time needed in order to pipe data to the new serving Node B. The assumption is that in order to minimize the disruption in traffic, the old serving Node B should be fed enough data to serve the UE during this interval.

The value C+B is equivalent to the pre-announcement time defined in the previous paragraph. If we assume that the Node Bs will be able to detect the preferred cell within the first period B after its value is modified, the UE and Node B will be perfectly synchronized as to the time when the actual switch will occur. This value can then be sent by both the Node Bs involved to the RNC, which can use it to make decisions on the buffer management.

In the low probability scenario where it takes the Node Bs longer to detect the change, the discrepancy would only be as large as B. This is much shorter than the several seconds in case the activation time sent on DCCH when using RRC signalling based re-pointing, is not far enough in the future.
Layer 2 based preferred cell indication

In the case of Layer 2 based signalling, the scheme is even simpler. The control information itself can include the activation time for the transmission. Given that the communication is done over an interface with very low delay, the CFN (12 bits) would be more than adequate for this purpose (a truncated version could also be used). Therefore, with 3 bits to indicate the preferred cell (see [4]), the total information would be 12 + 3 = 15 bits, which is shorter than the projected value for the Scheduling information.

[image: image4.emf]First HARQ Transmission

UE Indicates

change of cell

Event 1D is

triggered

Node Bs

Decode

Control Info

Pre-announcement time

UE switches to

new cell

NACK ACK

Activation Time


Figure 4: Preferred cell reporting time-line using L2 signaling
Conclusion: Support some mechanism to ensure synchronization of the cell change between UE and Node Bs.
3.2.3
Preferred cell indication

In the case of inter-Node B serving cell change, it is necessary for Node Bs to report the change of preferred cell to the RNC to help with the data routing. Only one such report would be sufficient. However, given that the best cell on the downlink is not necessarily the best on the uplink, it would make sense for all the Node Bs in the active set to be able to send this information, thus speeding up the process and improving the reliability. The fastest scheme would likely rely on in-band signaling (i.e. using the Frame Protocol).

Conclusion: All the Node Bs in the active set (or EUL active set if sent in Layer 2 signaling) would use in-band signaling to report the preferred cell to the SRNC.

3.2.4
Buffer Status Report

The entity that has the best knowledge of the amount of data that could be transmitted to the UE before the change takes place is the source serving Node B. Indeed, it has the best understanding of the UE channel conditions as well as the cell loading at the time where the switch needs to take place. Therefore, in case this Node B is able to detect the change of best cell, it would make sense for it to also report the average data-rate at which it expects to be able to transmit to the UE. This information can be used in the RNC to help make buffer management decisions.
Conclusion: Support the transmission of the expected UE data-rate from the source serving Node B to the RNC together with the preferred cell information.

3.2.5
Data Duplication

One of the assumptions that we made earlier in the document is that there is no overlap between the data sent by the RNC to the source serving Node B and that sent to the target Node B. This seems reasonable if one wants to reduce overhead over the air. However some duplication would allow to go around the inherent uncertainty in the buffer status between the RNC and the Node Bs. Even if some of the allocated data was not transmitted by the source serving Node B, the UE would still have a chance to receive it from the target serving Node B.

Of course, such a scheme would be applied selectively on a case by case basis. For conversational services where service continuity is most critical, the data-rate is typically low and therefore duplicate transmissions on the backhaul and over the air would not be very costly.
This scheme can in theory already be applied today for RLC-AM bearers, which are tolerant to data duplication. RLC-UM bearers on the other hand would suffer a loss of ciphering synchronization as soon as a packet is received out-of-sequence.

Conclusion: Modify RLC-UM in order to support duplicate detection. 

4.
Proposal

We propose to agree on which elements are within the scope of the new work item:

· UE and Node B configuration pre-loading.

· Direct signaling between UE and Node B.

· New Buffer Management schemes.

We propose to agree on the following high-level design aspects:

· Pre-loading of UE and Node B with HS related configuration.

· Direct indication by UE to the Node B of the preferred cell.

· Unilateral switching to listen to the preferred cell:

· No RNC control.

· Pre-announcement of preferred cell.

· Synchronized timing
· Reporting from all Node Bs in active set to RNC of the new UE preferred cell.

· Reporting from source serving Node B to RNC of the data-rate at which it expects to serve the UE.
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