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1. Introduction

Fast Node B controlled scheduling and H-ARQ are being specified in the FDD Enhanced Uplink work item. Synchronous N-process stop-and-wait H-ARQ protocol was agreed to be included. The actual scheduling methods and how scheduling relates to H-ARQ functionality are still partially subject to discussion. One major decision point is whether the scheduling commands should apply to one particular H-ARQ process's transmitted data rate or to all H-ARQ processes' transmitted data rate. This paper addresses the problems related to the per-HARQ-process scheduling approach not recognized by the proponent companies.

2. Short introduction to per-HARQ-process scheduling

Reference [1] describes the per-HARQ-process scheduling technique and explains the expected benefits of such an approach:

In this mechanism, the relative grant from the E-DCH serving RLS is applied per process such that the rate of the n-th TTI of a certain process is adjusted with respect to the (n-1)-TTI of the same process. 

In case of the absolute grant, a 1-bit indicator is used in L1 signalling to indicate that it should be applied only to the corresponding single process or to the all processes.
Thus the RG would always affect to one single HARQ process only and AG would contain a specific bit indicating whether one or all processes are affected. The exact process being controlled is derived from the xG timing.

3. Discusison of expected benefits of the per-HARQ-process scheduling

Quotation from [1]:

· This approach well establishes the whole mechanism for applying the relative grant: The UE may require increasing the rate by sending the rate request (1-bit L1 signalling on E-DPCCH) as it is not satisfied with the allowed rate at the (n-1)-th TTI of a certain process. The scheduler monitors the RoT situation of the (n-1)-th TTI of that process and generates the relative grant for the UE that will be applied to the n-th TTI of the same process based on its expectation. This is shown well in Figure 1 of Annex A.
The above claim is not tied to per-HARQ-process scheduling but simply is simply justifying the fast Node B controlled scheduling. It should be noted that even though assumed in simulations, WCDMA uplink is NOT synchronous and especially in SHO or with F-DPCH it cannot be even close to synchronous. In such a scenario per-HARQ-process scheduling really cannot even in theory flexibly allocate resources per HARQ process between users.

Quotation from [1]:
· HARQ ACK/NACK results can be taken into account in making scheduling decision: In case of retransmissions, no benefit is seen from controlling the transmit power dynamically. Therefore, the scheduler should reserve the same RoT for the retransmissions as the initial transmission. This means that the scheduler shall not send either up or down command when the retransmission is continued but can do only when it sends ACK for the ongoing transmission. This operation is well established by generating and applying the relative grant per process. With the per-process approach, we can achieve efficient RoT utilization by reserving the RoT only when it will be employed. On the other hand, with the all-process approach, the scheduler should make scheduling decisions before knowing HARQ results of the TTI which is the reference for applying the relative grant and hence should reserve the corresponding RoT, which will not be utilized in many cases because of the NACKed transmissions. 
It should be obvious that whether the Node B sends a new xG or not, regardless of whether the scheduling is done per process or per UE, the retransmissions are sent with the old allocation. Thus the Node B can take this into account if it wishes regardless of the scheduling approach taken. If the UE receives a NACK, then it does not matter what would be the rate applied if it had received an ACK. It should further be remembered that the Node B knowledge is not absolute, in SHO another Node B might have received the packet, the UE might have been transmitting a packet with a low max # of retransmissions and reached the limit, or there could be NACK->ACK error; the scheduling Node B has to be prepared for these cases as well.

With both per-UE or per-process approach it is possible, at least in theory, that the Node B takes the ACK/NACK decisions into account before transmitting xGs, but with unaligned uplinks and finite processing power available in the node Bs, this might imply too long a HARQ RTT. 

Further yet, it should be emphasized that the WCDMA uplink transmissions are not slot-aligned and in SHO or with F-DPCH they cannot be even close to slot-aligned. This being the case it is impossible from the air interface capacity allocation's perspective to allocate RoT resources for one TTI to one UE and for another TTI to another UE. Further yet such reallocation of Node B resources would not be possible and thus overdimensioning of Node B resources would have to take place in order to serve the UEs in this fashion.

Quotation from [1]:
· Efficient UE operation in treating the scheduling grant and the HARQ ACK/NACK: With the per-process approach, the UE can first decode ACK/NACK and can perform E-TF selection, which is obviously natural and efficient in terms of UE processing. In case of the all-process approach, the UE would usually receive the scheduling grant before receiving the ACK/NACK. In this case, the UE should postpone E-TF selection operation until receiving ACK/NACK, which would not be helpful in terms of UE processing time. Otherwise, the UE may first perform the E-TF selection even before receiving ACK/NACK. However, this would mean just waste of the UE processing power if NACK is received. Even though ACK is received, the selected E-TF would not fit well with the actual power situation at the transmission instance.

As with the previous claims, the above claim is not tied to per-HARQ-process scheduling but the latencies defined for the xG and ACK/NACK in the UE and their expected processing and transmission timings in the Node B. It should be noted that the UE processing time has to be allocated so that it has time to do TFC selection after reception of ACK, if xG and ACK/NACK timings are tied together. It is then not relevant that the E-TFC selection would not be needed if NACK was transmitted, as the timing budget has to be there anyway. It should also be noted that TFC selection can run BEFORE the ACK/NACK is received and only in case of ACK its result would be used if the xG and ACK/NACK timings are not tied to each other. However irrespective of per-HARQ-process or per-UE scheduling the ACK/NACK and xG timing in the UE can be tied together. The key point above is UE may first perform the E-TF selection if we choose to define different xG and ACK/NACK timing. This is something that the unlinking scheduling and HARQ timing would allow, but linking the timings is possible (mandatory with per-process approach) irrespective of the scheduling approach taken.

4. Conclusion

Per-HARQ-process scheduling would require N-times more DL signalling overhead than per-UE scheduling (N being the # of HARQ processes). Both approaches give RAN1/RAN2 the possibility to tie the UE xG and ACK/NACK timing together, but only per-HARQ-process scheduling really ties our hands and forces us to make that linking. Further the Node B processing requirements would increase N-fold when comparing per-HARQ-process to per-UE scheduling.

As the uplink transmissions are unaligned (especially SHO and F-DPCH case should be remembered) the TTI allocation freed from one UE cannot be given to the other UE. And even if this would be possible and we'd have perfect uplink synchronisation and perfect knowledge on when UE is going to re-transmit (sending a NACK is not a guarantee of a retransmission), the reallocation of Node B receiver resources between users from TTI to TTI would not be possible with zero latency thus leading to severe need to overdimension the Node B HW resources.

The only benefit seen from per-HARQ-process approach would be to allow the UE to go below minimum data rate if only a subset of processes are actually allowed to transmit. However this alone would not justify increasing the DL capacity penalty and Node B processing requirements N-fold. 

When sending initial transmissions the UE should have only one limitation to the data rate, full flexibility allowing each process to transmit with a different data rate is unjustified.

5. Proposal

It is proposed that the scheduler controls the maximum data rate / power offset limit applicable to the UE, not to the UE's HARQ-process. Whether there is a need to additional (physical or higher layer controlled) mechanism with which only one (or some) processes would be allowed to transmit could be considered.

Further consideration on whether the xG and ACK/NACK timing and UE latencies should be tied together should be done keeping in mind that HARQ ACK/NACK is relatively simple L1 procedure but scheduling affects E-TFC selection, which is a L2 procedure. However it should be noted that this discussion is not tied to whether scheduling should be done per UE or per HARQ process.
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