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1 Introduction

One of the remaining design problems the Enhanced Uplink (EUL) is operation in Soft Handover. Fundamental to this is the question of how TFC control could work with multiple cells and Node Bs. A number of proposals have already been made for Node B control of scheduling by means of fast control of the TFCS. In this paper we discuss some of the possibilities and remaining issues which need to be considered. 

2 Scheduling principles

2.1 Single cell scheduling

We first consider the non-SHO case.

At RAN1#38 it was agreed that deterministic scheduling grants should be sent to the UE. The nature of these grants is not yet fully defined. Various proposals have been made for the scheduling grant, for example:-

· Maximum bit rate (i.e. “highest-rate” TFC, assuming that TFC’s can be ordered in terms of bit rate.)

· Maximum power ratio between E-DCH and DPCCH

· Maximum power ratio between E-DCH+DPDCH and DPCCH

In all these cases the UE is expected to use this grant information (perhaps together with other parameters) to decide which TFC it uses on the E-DCH. Therefore the UE must be able to map the scheduling information to a “maximum” scheduled TFC (or equivalently, to a TFCS from which the transmitted TFC may be selected).  .

As suggested in [1] the Node B may base its scheduling decisions on information such as

· Buffer occupancy

· Power margin available for E-DCH

· Power required for other channels (e.g. DPCCH, DPDCH, HS-DPCCH) 

· Path loss to the Node B 

Some of this information may be signalled to the Node B by the UE.

We note that if the Node B and the UE share a common set of information which is used to map a scheduling grant message to a maximum scheduled TFC, then UE would be able to derive the same maximum scheduled TFC as the Node B. Therefore, scheduling information can be sent to the UE in a form which indicates the maximum scheduled TFC for uplink transmission. 

Therefore it seems reasonable, as proposed in [2], that scheduling is based on control of the TFC.

It is important that the UE and Node B arrive at the same value for the maximum TFC, otherwise the UE may transmit a TFC for which the Node B has not allocated sufficient processing resources or noise rise. In such a case the transmission is likely to fail, and throughput will be reduced.   

In general the UE is likely to use its current values of the information signalled to the Node B(e.g. Buffer occupancy,  power margin fro E-DCH, Power required for other channels) to help choose it the uplink TFC which is actually used at any given moment. Therefore, in order to avoid the case that the UE transmits a TFC that the Node B cannot process, such factors should only result in a reduction of the transmitted TFC compared with the maximum scheduled TFC. However, to avoid wasting system resources and Node B processing capability it would be desirable that the bit rate indicated by a scheduling grant should not be too much larger than the TFC actually used by the UE.

Absolute and relative grants have also been proposed [e.g. 2], and the relative grants could be used to modify the maximum scheduled TFC up or down from the absolute grant. However, provided a relative grant can be considered simply as a more efficient method of signalling an absolute grant, the final details of the absolute/relative grant mechanism will probably not have major impact on conclusions drawn from the preceding or subsequent discussion.

2.2 Multiple cell scheduling

As noted in [4], any cell which would experience significant noise rise due to E-DCH transmissions from the UE should be included in the active set. Based on this assumption, we propose some general requirements to optimise system throughput in the case of SHO:

1. All cells in the active set should experience acceptable noise rise if the UE transmits with the maximum scheduled TFC.

2. It is desirable that at least one cell in the active set should be able to reliably receive and process the maximum scheduled TFC. 

3. The bit rate (corresponding to the maximum scheduled TFC) should not be unnecessarily restricted by requirements 1. and 2.

Note that for some cells, the noise rise may be acceptable, but there may not be sufficient processing resources to receive the maximum scheduled TFC. For example, Node B data buffers may already be fully allocated. 

There are several possible approaches for scheduling, for example:

· Centralised: Scheduling is determined entirely by one cell. This is equivalent to the non-SHO case mentioned above. In this case the scheduling grants may allow the UE to transmit TFC’s which would cause unacceptable noise rise in the other cells in the active set. This could be avoided by exchange of information between Node B’s. Another potential problem for mobile UE’s is that it may be necessary to frequently re-select the scheduling cell.

· Partly Distributed: One of the cells has primary control of the scheduling, but other cells may modify it. This could allow the other cells to limit the noise-rise they experience. This could be achieved by the primary scheduling cell granting a maximum TFC, and the other cells being allowed to request a reduction in this TFC. Combining of these scheduling commands is carried out at the UE. The participation of more than one cell in the scheduling process will reduce the need to frequently re-select the primary scheduling cell. 

A scheme of this kind is proposed in [2].

· Fully Distributed: All cells in the E-DCH active set jointly control the scheduling on an equal basis. This approach requires more over-the-air signalling than the “partly distributed” case, but minimises the need for communication between Node Bs. The scheduling commands are combined by the UE. In this case the noise-rise for each cell can be controlled, and signalling is reduced since  re-selection of a primary cell is not required. However, this approach requires that the signalling of grants is reliable from all the participating Node B’s.

Note that in each of these cases the need for efficient update of the E-DCH active set still applies, but this aspect is not considered in detail here.

2.3 Combination of scheduling commands from multiple cells

If either of the distributed scheduling approaches are adopted, then the UE will be required to select a TFC based on scheduling commands from different cells.  

Some schemes proposed so far for combining scheduling commands received from different Node Bs in SHO include:

a) Selecting the smallest (i.e. lowest-rate) maximum scheduled TFC signalled by any of the Node B’s

This would control the maximum noise rise in any cell. However, one issue which requires further study with this method is how to prevent a Node B with a poor uplink channel from causing a reduction in the data rate which could satisfactorily be received by another Node B with a better uplink channel. 

Another problem is the case of a cell for which the noise rise would be acceptable for a given maximum scheduled TFC, but where processing resources are insufficient to receive it.  Such a cell could send a grant corresponding to a low bit rate. This would limit the throughput, even if other cells could receive at a higher bit rate. 

b) Selecting the highest maximum scheduled TFC signalled by any of the Node B’s

The UE could make transmissions using any TFC which is signalled by at least one Node B, and those Node Bs which did not signal that TFC as being in its preferred TFCS could simply ignore packets using that TFC. (In this case, Node Bs would not necessarily be expected to transmit NACKs in response to packets which used a TFC which was not in its signalled TFCS.)

This effectively allows the active set size to scale depending on TFC (i.e. generally depending on data rate).

However, it may lead to unacceptable noise rise in some cells.

c)   Applying a weight factor to scheduling commands from different Node B’s

This method makes it possible to give preference to Node Bs under certain conditions, taking into account for example varying channel qualities and cell loadings. However, further study is required to evaluate how to choose weight factors effectively, and whether this is an efficient method for controlling the TFCS.

In general some measure of reliability of the signalling commands may also be taken into account in the combining process. For example, unreliable or potentially erroneous scheduling signals could be ignored. 

3 Proposed solution

On balance, we favour a “partially distributed” scheduling approach for use in SHO, in which one (or more than one) cell is selected as the primary, and the UE must receive a scheduling grant from this cell in order to transmit (or from all these cells if more than one is selected as primary). 

We further propose a solution based on schemes (a) and (b) above. This allows the acceptable traffic loading at each cell or Node B (depending on architecture) to be taken into account as well as controlling the noise rise.

The scheme allows two types of scheduling transmissions:

1. Each cell in the active set may signal a maximum receivable TFC (equivalent to the TFCS which the node B can receive and process) to the UE. The UE can then maintain a list of Node Bs which are able to receive each TFC. 

2. Each cell in the active set may also transmit a maximum acceptable TFC (equivalent to the TFCS with acceptable noise rise in that cell) to the UE. Other TFC’s are considered vetoed in that cell and the UE can then maintain a list of Node Bs which have vetoed each TFC.  

The UE then can select a TFC for transmission up to the maximum receivable TFC indicated by any Node B, but which has not been vetoed.

Example

An example of this possibility is shown below for an active set size of 3, showing the Node Bs which have indicated that they can receive each TFC:
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Receivable by NodeB_1

Receivable by NodeB_2

TFC1 
Receivable by NodeB_1

Receivable by NodeB_2

Receivable by NodeB_3

TFC0 
Receivable by NodeB_1

Receivable by NodeB_2

Receivable by NodeB_3

In this example NodeB_1 can receive TFC’s up to TFC4, NodeB_2 can receive TFC’s up to TFC3 and NodeB_3 can receive only TFC0 and TFC1

NodeB_3 has determined that TFCs 4, 5 and 6 would cause unacceptable interference in its cell, and has therefore vetoed the use of TFCs 4-6 in case they are in the TFCS-subset of another Node B in the UE’s active set. 

Similarly NodeB_1 has vetoed the use of TFC5 and TFC6.

If the UE had sufficient data to transmit, it could transmit using TFC3 but not TFCs 4, 5 or 6.

3.1 Other issues

There are some possible approaches for signalling:

· Separate parameters for receivable and vetoed TFCS. This is the most flexible, but is not the most efficient in terms of number bits. 

· Joint coding of receivable and vetoed TFCS. This could be applied, given the restriction that the sets of receivable TFC and vetoed TFC are mutually exclusive

· A parameter for receivable TFCS and a separate parameter indicating the number of TFC’s neither vetoed nor receivable (i.e. additional set of TFC’s permitted but not receivable). Both these parameters could be included as part of an absolute grant. Under some constraints relative grants could be sent using only one parameter. For example if the number of TFC’s permitted but not receivable is kept constant, then relative grants would only need to indicate a change in the receivable TFCS.

To avoid signalling between Node B schedulers about scheduling grants, all the cells should be required to transmit absolute grants at least periodically. Relative grants would then apply only to the absolute grants in their respective cells.

Some mechanism is needed to ensure that granted resources are not wasted. For example, each Node B should be able to take into account the resources granted by other Node B’s when selecting the size of its own grants. One possible approach is described in [3]. 

The ACK/NACK signalling for each TFC can be considered as a separate issue which needs further study. 

4 Conclusions and Recommendations

In order to allow the allocation of resources, the Node B scheduler should always know the maximum rate (i.e. TFCS) that the UE can use for E-DCH transmission. This implies that scheduling grants can be mapped to the same TFCS by both Node B and UE. This suggests that at least some of the proposed scheduling schemes are equivalent to one based on TFC’s. 

In the case of SHO, a partially distributed scheduling approach can control noise rise in all cells and reduces the need for signalling to update the primary scheduling cell (compared with a single scheduling cell).

A scheduling approach for SHO is proposed which both takes into account available processing resources in the Node B’s and allows control of the noise rise in all cells. This aims to satisfy the following requirements:

· All cells in the active set should experience acceptable noise rise if the UE transmits with the maximum scheduled TFC.

· At least one cell in the active set should be able to reliably receive and process the maximum scheduled TFC. 
In SHO, support for absolute grants from all cells in the active set avoids the need for signalling between Node B’s about scheduling grants. Otherwise such signalling would be needed for proper handling of relative grants.
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