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[bookmark: _Ref124589705][bookmark: _Ref129681862]Introduction
In RAN#98, a work item [1] was approved following the completion of the study item. The objectives of this work item include 
	· Further reduced UE complexity in FR1 [RAN1, RAN2, RAN4]
· UE BB bandwidth reduction
· 5 MHz BB bandwidth only for PDSCH (for both unicast and broadcast) and PUSCH, with 20 MHz RF bandwidth for UL and DL
· The other physical channels and signals are still allowed to use a BWP up to the 20 MHz maximum UE RF+BB bandwidth.
· UE peak data rate reduction
· Relaxation of the constraint (vLayers·Qm·f ≥ 4) for peak data rate reduction
· The relaxed constraint is, e.g., 1 (instead of 4).
· The parameters (vLayers, Qm, f) can be as in Rel-17 RedCap.
· Both 15 kHz SCS and 30 kHz SCS are supported.
· Aim to define at most one Rel-18 RedCap UE type for further UE complexity reduction.
· The existing UE capability framework is used, and changes to capability signalling are specified only if necessary. By default, all UE capabilities applicable to a Rel-17 RedCap UE are applicable unless otherwise specified.
Notes:
· The work defined as part of this WI is not to overlap with LPWA use cases.
· Coexistence with non-RedCap UEs and Rel-17 RedCap UEs should be ensured.
· This WI considers all applicable duplex modes unless otherwise specified.
Check in RAN#98-e regarding:
· Whether UE peak data rate reduction for UE is limited only with UE BB bandwidth reduction or standalone
· Whether or not/how a separate early indication can be supported
· Other restrictions of the WI (e.g., connectivity restrictions, band, etc.)



In RAN1#110b, some progress on defining several aspects of BW3 was made but a few issues, such as early indication, the number of RBs, and approaches to reduce the complexity of BW3 were widely discussed without agreement. This contribution addresses those issues as well as identified during the GTW sessions.
In addition, there were some discussions regarding PR1 as an add-on to BW3. This contribution provides proposals for some of the design parameters.
[bookmark: _Ref115331598][bookmark: _Ref129681832]Discussion
Background
Architecture
For discussion purposes, a high-level block diagram of the received downlink processing block is shown in Fig. 1. The blocks below correspond to those described in [2].
A/D
FFT
Receiver processing
Post FFT Buffer
Control processing
LDPC decoding
HARQ buffer
Post FFT buffer

[bookmark: _Ref114475776]Fig. 1. High level receiver processing
Depending on implementation, the size of the post-FFT buffer as shown in Fig. 1 may differ. Typically, the post-FFT buffer is double buffered; allowing the current slot to be stored while the previous slot is processed. Due to its efficiency, the FFT operates in stages where the output of the current stage becomes the input to the next stage. In the last stage, a subset of the output may be written into the buffer. For example, for a 15 kHz SCS, 20 MHz channel, 1,272 REs (12 REs/RB × 106 RBs) of the 2048-point FFT output may be stored. Table 1 lists the size of the post-FFT buffer based on the number of RBs allowed for a bandwidth / SCS combination (Table 5.3.2-1 [3]).
[bookmark: _Ref114576172][bookmark: _Ref114734760]Table 1. Sizes of post-FFT buffer as a function of SCS and bandwidth
	SCS, kHz
	Bandwidth, MHz
	Number of RBs
	REs / symbol
	REs / slot

	15
	5
	25
	300
	4,200

	
	10
	52
	624
	8,736

	
	15
	79
	948
	13,272

	
	20
	106
	1,272
	17,808

	30
	5
	11
	132
	1,848

	
	10
	24
	288
	4,032

	
	15
	38
	456
	6,384

	
	20
	51
	612
	8,568



Table 1 shows the larger post-FFT buffer size of 4,200 REs and 17,808 REs for 5 and 20 MHz bandwidths, respectively, is associated with 15 kHz SCS.
Companies may have several ways to implement a post-FFT buffer. In one example, a 2-D array of size 1,272 REs × 14 symbols may be implemented. While easy to implement, always writing to the buffer may consume unnecessary power especially if the signal is restricted in frequency or in time. With a different buffer management system, the amount of buffer used can be smaller in size and reduce power when scheduling is considered. The standards should avoid specifying implementations or how to process at the receiver but should specify what is transmitted or UE behavior. At the end of the GTW session in RAN1#110b, most companies except one were willing to compromise to the proposed conclusion.
	Conclusion
For UE BB bandwidth reduction, UE can’t expect that network will assume that the UE post-FFT buffer size can be smaller than 20MHz in one slot/symbol
FFS: whether/how to address UE implementation with smaller post-FFT buffer size



Our preference to have a conclusion like the one above or something similar that does not impose a 20 MHz buffer size while allowing investigations how to enable efficient use of the post-FFT buffer 
Proposal 1. Agree to the conclusion about not specifying a 20 MHz post-FFT buffer size.
UE BB bandwidth reduction
Several proposals were agreed in RAN1#110bis. For discussion purposes, the agreements are grouped in common for UL/DL, DL-related, UL-related, and further discussion of BW3.
Common
BWP
In RAN1#110bis, the following agreement was reached regarding the relationship between the separate initial DL/UP BWP for Rel-17 and Rel-18 RedCap UEs (eRedCap UEs) [6]. 
	Agreement
For a cell supporting both Rel-17 and Rel-18 RedCap UEs,
· The Rel-18 RedCap UEs can share the same separate initial DL/UL BWP as the Rel-17 RedCap UEs.
· [bookmark: _Hlk118445374]FFS: whether to support an additional separate initial DL/UL BWP specific to Rel-18 RedCap UEs



In order to address the FFS, we need to examine the details for initial access and early indication and relate this to the objective
	· Whether or not/how a separate early indication can be supported



Table 2 shows the bandwidth part usage for Rel-17 RedCap (RedCap) UEs. In addition, BWP usage for Rel-18 RedCap (eRedCap) is also listed with some of the issues.
[bookmark: _Ref118357574]Table 2. Initial BWP usage for Rel-17 RedCap UE
	Initial access stage
	Rel-17 RedCap UE
	eRedCap UE

	Transmission Msg1
	· Separate initial UL BWP, or
· Initial UL BWP with conditions (i.e., BW ≤ 20 MHz)

· Msg1 early indication (EI) may be configured
	· Can be same BWP as Rel-17 RedCap UE

Msg1 early indication
· None?
· Rel-17 RedCap?
· Separate Msg1 early indication?

	Receive Msg2
	Separate initial DL BWP always
· CORESET#0 used if no Msg1 EI configured or
· With Msg1 early indication
· CORESET#0 if separate initial DL BWP does not configure CORESET, or
· Different CORESET 
BS knows if separate initial UL BWP was used by RedCap UE when Msg1 EI received
	· Msg2 agreement pending

	Transmit Msg3
	· Same as BWP for transmission of Msg1

· Msg3 early indication transmitted
	· Msg3 PUSCH agreement pending

Msg3 early indication
· Rel-17 RedCap?
· Separate Msg3 early indication?

	Receive Msg4
	· Separate initial DL BWP
	· Must ensure unicast PDSCH requirements met

	Beyond Msg4
	· Separate initial DL BWP
· UL BWP used for transmission of Msg1
· TBS based on 20 MHz BW
	· Must ensure unicast PDSCH/PUSCH requirements met
· TBS based on 5 MHz BW



Some observations seen from the table. A separate initial DL BWP is always configured for a RedCap UE. Secondly, when a separate initial UL BWP is used by a RedCap UE, a Msg1 early indication (EI) is needed. The following pseudocode shows the procedure for RedCap UEs is simple while complex for the network.
	RedCap UE
Receive separate initial DL BWP config
Receive RACH config (may be Msg1 EI)
Initial UL BWP is based on either separate initial UL BWP config if received, or SIB-configured initial UL BWP config received
Transmit Msg1 in initial UL BWP
Monitor the CORESET in separate initial DL BWP for Msg2 assignment and receive Msg2
Transmit Msg3 EI in initial UL BWP
…
	Network (for RedCap UE)
Broadcast separate initial DL BWP config
Broadcast RACH config (may be Msg1 EI)
Broadcast SIB-configured initial UL BWP config
If necessary
Broadcast separate initial UL BWP config
Initial UL BWP = separate initial UL BWP
Else
Initial UL BWP = SIB-configured initial UL BWP
Monitor for Msg1 in initial UL BWP
If Msg1 EI received
Transmit Msg2 assignment and Msg2 in separate initial DL BWP configuration
Else
Transmit Msg2 assignment and Msg2 in initial DL BWP containing CORESET#0
Monitor Msg3 EI in initial UL BWP
…



Although the standards support many scenarios for RedCap UEs, there are two primary scenarios to consider for non-RedCap and RedCap UEs: Scenario 1 - channel BW for non-RedCap UEs ≤ 20 MHz and Scenario 2 - channel BW for non-RedCap UEs > 20 MHz. How an eRedCap UE can perform initial access using the same BWP as a RedCap UE is also illustrated.
In scenario 1, the SIB-configured initial UL BWP is used. The network may not need to configure a (Rel-17) Msg1 early indication for RedCap UEs because there are no restrictions for scheduling/allocating resources for Msg2 and Msg3. While the network knows the presence of a RedCap UE after receiving the (Rel-17) Msg3 EI, it is unlikely that there are any restrictions for scheduling/allocating resources.
If an eRedCap UE is using the same initial DL/UL BWPs as RedCap UEs in scenario 1, it may be unclear how the network knows about the presence of an eRedCap UE.
(a) via Msg1: if an eRedCap UE can only use the same EI and (as is likely) no Rel-17 Msg1 EI is used, the eRedCap UE would be treated like a non-RedCap and RedCap UE for Msg2 and Msg3 (can be bad); if an eRedCap UE can only use the same EI and (not likely in ≤20MHz) a Rel-17 Msg1 EI were used, the eRedCap UE would be treated like a RedCap UE for Msg2 and Msg3 (can be bad). However, if a dedicated configuration for Msg1 EI were used, the network can manage Msg2 and Msg3 appropriately for the eRedCap UE. For clarification, “can be bad” is either the network has to assume that eRedCap UEs are present (can be bad for the network) or the network does not account for the possible eRedCap UE (can be bad for the eRedCap UE). 
(b) via Msg3 EI: if an eRedCap UE reuses the Rel-17 Msg3 EI, the network may allocate/schedule unicast PDSCH / PUSCH resources that can exceed 5 MHz (can be bad). However, if a Msg3 EI with a different value (e.g. different LCID) were used for eRedCap UEs, subsequent scheduled unicast PDSCH/PUSCH resources would not exceed 5 MHz.
[bookmark: _Hlk118445490]This example shows that the answer to the “whether or not/how” question on supporting a separate EI should be to support a separate EI by reusing the procedures for RedCap UEs. This applies to both Msg1 and Msg3 early indication. In our view, it should be up to the network whether or not to configure (using the same framework) a dedicated eRedCap Msg1 EI/Msg3 EI, or to “take the hit” on treating some transmissions. As for the FFS on whether to support an additional separate initial DL/UL BWP specific to Rel-18 RedCap UEs, there is no issue in the example to share the same initial DL/UL BWP as the Rel-17 RedCap UEs. 
In scenario 2, the network configures a separate initial UL BWP for RedCap UEs, and a RedCap UE transmits a (Rel-17) Msg1 EI in the separate initial UL BWP. After which, the network uses the separate initial DL BWP for scheduling / transmitting Msg2 and expects uplink transmissions in the separate initial UL BWP. The RedCap also uses the Rel-17 Msg3 EI. At the same time that the RedCap UEs use the separate initial UL/DL BWP, the non-RedCap UE uses the SIB-configured initial UL/DL BWP.
A similar analysis for an eRedCap UE using the same initial DL/UL BWPs as RedCap UEs in scenario 2 is provided.
(a) via Msg1: if eRedCap can only use the same EI and a Rel-17 Msg1 EI were used, the eRedCap UE would be treated like a RedCap UE for Msg2 and Msg3 (can be bad); if a dedicated configuration for Msg1 EI were used, the network can manage Msg2 and Msg3 appropriately for the eRedCap UE. For Msg3 EI, the same observation for scenario 1 applies. 
The same conclusions can be drawn with this example for the answers to the “whether or not/how” question and the FFS. 
Observation 1. It is unreasonable, in the case of a system BW of ≤ 20MHz where RedCap Msg 1 EI is unnecessary, to force the network to treat eRedCap UEs the same as RedCap/non-RedCap UEs.

Proposal 2. For the “whether or not/how” question on supporting a separate early indication in the WID, it is possible to support a separate EI by reusing the procedures for RedCap UEs.
Number of RBs
Also, in RAN1#110b, the following agreement regarding down-selection was reached [6].
	Agreement
Replace the agreement on the maximum number of PRBs supported by UE with the following:
For UE BB bandwidth reduction, for PUSCH, down-select between the following options for the maximum number of PRBs that the UE can transmit per slot or per hop, if applicable:
· Option 1: 28 PRBs for 15 kHz SCS and 14 PRBs for 30 kHz SCS
· Option 2: 27 PRBs for 15 kHz SCS and 13 PRBs for 30 kHz SCS
· Option 3: 25 PRBs for 15 kHz SCS and 12 PRBs for 30 kHz SCS
· Option 4: 25 PRBs for 15 kHz SCS and 11 PRBs for 30 kHz SCS
 
For UE BB bandwidth reduction, for PDSCH (at least for unicast), down-select between the following options for the maximum number of PRBs that the UE can process per slot:
· Option 1: 28 PRBs for 15 kHz SCS and 14 PRBs for 30 kHz SCS
· Option 2: 27 PRBs for 15 kHz SCS and 13 PRBs for 30 kHz SCS
· Option 3: 25 PRBs for 15 kHz SCS and 12 PRBs for 30 kHz SCS
· Option 4: 25 PRBs for 15 kHz SCS and 11 PRBs for 30 kHz SCS
 
Same option will be selected for both PDSCH (at least for unicast) and PUSCH.



This agreement has several elements: for unicast PDSCH and PUSCH, the same number of RBs is used; for unicast PDSCH, the number of RBs is expressed as the number of RBs processed; and there is a down selection of options.
When examining the four options in the agreement, option 4 is currently applicable when the channel bandwidth is 5 MHz. 
Observation 2. For a 5 MHz channel bandwidth, only option 4 (25 PRBs for 15 kHz SCS and 11 PRBs for 30 kHz SCS) currently applies.
Some companies considered 12 RBs for 30 kHz SCS during the study of BW1 [2] and were willing to send RAN4 an LS about the feasibility changing the number of RBs. One advantage about option 3 is that both 25 and 12 are factorable into 2x3y5z for DFT-S-OFDM considerations on the uplink.
For options 1 and 2, the values 28, 14, and 13 cannot be factored into 2x3y5z. In addition the values cannot be used for a 5 MHz channel bandwidth. The channel bandwidth B is given by the formula (note from Table 5.3.3-1 [3])
	
	
	(1)



where f is the subcarrier spacing and G is the guardband. For option 1, the channel bandwidth exceeds 5 MHz for 15 kHz SCS when NRB=28 and for 30 kHz SCS when NRB=14. Clearly option 1 will not work when the channel bandwidth is 5 MHz. With option 2, the guardband for 15 kHz SCS is 62.5 kHz (the current value is 242.5 kHz) and for 30 kHz is 145 kHz (the current value is 505 kHz). The guard band size is too small as well as the value 13 is not factorable.
Proposal 3. Select options 3 and 4 for further down-selection for the number of RBs.
UL
In RAN1#110b, the following agreements were reached for the uplink resources [6]. 
	Agreement
For UE BB bandwidth reduction, a UE is not expected to receive an UL grant in a DCI with a PUSCH resource allocation spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable.



	Agreement
· For UE BB bandwidth reduction, a UE is not expected to be configured with a CG grant with a PUSCH resource allocation spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable.
· For UE BB bandwidth reduction, it is FFS whether a UE can be expected to receive an UL grant in a RAR with a Msg3 PUSCH resource allocation spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable.



The agreements specify the size in RBs for dynamic and configured grants to be ~5MHz. It is unclear whether the agreement for configured grants apply to MsgA PUSCH. From 38.331, the size of the PUSCH occasion (PO) is given by the field nrofPRBs-PerMsgA-PO in the IE MsgA-PUSCH-Resource-r16 and takes on the values of 1 to 32 RBs.
Proposal 4: Add the following agreement for 2-step RACH:
· For UE BB bandwidth reduction, a UE is not expected to be configured with a PUSCH occasion for 2-step RACH spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable. 
How to treat Msg3 PUSCH allocation is FFS. The primary reason is due to early indication: whether the eRedCap UE uses a separate early indication from a Rel-17 RedCap UE in Msg1. If a separate early indication for eRedCap UEs in Msg1 is supported, the network can ensure that the Msg3 allocation slot/hop is no more than ~5 MHz.
If no separate early indication is configured (only the Rel-17 Msg1 early indication is configured), the network can ensure the Msg3 allocation is no more than ~5 MHz for both Rel-17 RedCap and eRedCap UEs. If that is not possible, a change in transmission requirements may be needed for eRedCap UEs. 
For example, assuming 144 REs per RB (12 symbols × 12 REs) and 0.2344 as the MCR, the largest TBS is 840 bits for 25 RBs @15 kHz SCS and 370 bits for 11 RBs @30 kHz SCS. Among the possible sizes of Msg3 {56, 72, 144, 208, 256, 282, 480, 640, 800, 1000}, any TBS below 370 bits will fit in 5 MHz. Thus if there is a restriction in TBS for eRedCap UEs, the Msg3 PUSCH allocation will be less than 5 MHz. Based on this TBS analysis, it is proposed
Proposal 5: For UE BB bandwidth reduction, a UE is not expected to receive an UL grant in a RAR with a Msg3 PUSCH resource allocation spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable.
If a TBS restriction is not preferred, an alternative is that an eRedCap UE transmits in a subset of the Msg3 allocation where only consecutive RBs spanning no more than ~5 MHz are used. The remaining RBs are punctured. The network can use retransmissions to ensure that Msg3 is received reliably at an increase of latency. 
For the uplink, the applicability of “The other physical channels and signals are still allowed to use a BWP up to the 20 MHz maximum UE RF+BB bandwidth” leads to additional complexity given that the PUSCH is limited to 5 MHz. For example, it is possible that PUSCH resources and PUCCH resources are on opposite sides of the UL BWP for the same PUCCH hop. This implies the UE would have to operate with a baseband BW of greater than 5 MHz. Disabling PUCCH hopping in the connected state can avoid such a situation.
Proposal 6: Support the disabling of PUCCH frequency hopping in the connected state.
DL
In RAN1#110b, several agreements related to the scheduling broadcast PDSCH were made [6] and are presented below.
	Agreement
For UE BB bandwidth reduction, for SIB1 (PDSCH) to Rel-18 RedCap UEs, down-select between the following options:
· Option 1: Restrict the scheduling of SIB1 to be within 5 MHz
· Option 2: Allow the scheduling of SIB1 to be larger than 5 MHz (as in legacy operation)
· FFS: whether 5MHz is assumed to be physically contiguous

Agreement
Replace the agreement on SIB1(PDSCH) for UE BB bandwidth reduction with the following:
For UE BB bandwidth reduction, for SIB1 (PDSCH),
· Allow the scheduling of SIB1 to be larger than 5 MHz (as in legacy operation)
· FFS: UE post-FFT buffering “assumption”



	Agreement
For UE BB bandwidth reduction, for paging channel (PDSCH) to Rel-18 RedCap UEs, down-select between the following options:
•	Option 1: Restrict the scheduling of paging channel to be within 5 MHz
•	Option 2: Allow the scheduling of paging channel to be larger than 5 MHz (as in legacy operation)
•	FFS: whether 5MHz is assumed to be physically contiguous



	Agreement
For UE BB bandwidth reduction, for broadcast OSI (PDSCH) to Rel-18 RedCap UEs, down-select between the following options:
· Option 1: Restrict the scheduling of OSI PDSCH to be within 5 MHz
· Option 2: Allow the scheduling of OSI PDSCH to be larger than 5 MHz (as in legacy operation)
· FFS: whether 5MHz is assumed to be physically contiguous

For UE BB bandwidth reduction, for RAR (PDSCH) to Rel-18 RedCap UEs, down-select between the following options:
· Option 1: Restrict the scheduling of RAR PDSCH to be within 5 MHz
· Option 2: Allow the scheduling of RAR PDSCH to be larger than 5 MHz (as in legacy operation)
· FFS: whether 5MHz is assumed to be physically contiguous

Agreement
Replace the agreement on broadcast OSI (PDSCH) for UE BB bandwidth reduction with the following:
For UE BB bandwidth reduction, for broadcast OSI (PDSCH),
· Allow the scheduling of broadcast OSI (PDSCH) to be larger than 5 MHz (as in legacy operation)



From a high-level perspective, companies sought to minimize the impact of SIB1, OSI, paging, and RAR when eRedCap UEs coexist with non-RedCap and Rel-17 RedCap UEs. The following table summarizes the agreements.
Table 3. Size of scheduled broadcast PDSCH
	
	Scheduling size

	PDSCH
	Larger than 5 MHz
	No larger than 5 MHz

	SIB1
	Yes
	

	OSI
	Yes
	

	Paging
	TBD: Option 1
	TBD: Option 2

	RAR
	TBD: Option 1
	TBD: Option 2



For the paging channel, several companies wanted to examine whether it is possible to transmit the paging PDSCH in less than 5 MHz bandwidth. 
For Msg2, the time factor involved between the decoding of Msg2 and the transmission of Msg3 may be critical. In the study [2], the size of Msg2 was 72 bits (Table 6.2-9). With MCS0, a 72-bit Msg2 is encoded into 2 PRBs while TB scaling can quadruple the number of PRBs to 8 PRBs. With the processing time of 25/11 RBs per slot, Msg2 can be processed in one slot. Following the same reasoning, a 15 kHz SCS allows the TBS to be tripled with similar PRB and processing time constraints. 
While allowing the scheduling of RAR PDSCH to be larger than 5 MHz is consistent with the treatment of broadcast channels, such a decision requires a better understanding of the typical MCS and the processing time. There is also a connection to early indication and the separate initial DL BWP. We are open to hearing different views.
With the agreements regarding scheduling more than 5 MHz SIBs, whether the allocation is contiguous needs to be confirmed for eRedCap UEs. While one benefit of DVRB is frequency diversity, when the bandwidth is small or when the number of RBs is large compared to the bandwidth, the benefits of diversity are reduced. Secondly, with contiguous allocation, the eRedCap UE can apply processing techniques to lower the complexity of post-FFT buffering, including those examined (e.g., soft combining) in the study.
Proposal 7: Confirm broadcast PDSCH resource allocation is contiguous.
BW3
In RAN1#110b, several companies expressed a strong interest to change the focus of the WI objective from developing requirements for BW3 to developing requirements for PR3. Other companies wanted to explore options / features that can reduce complexity as the work item following the conclusion from the GTW discussions from RAN#97.
	conclusion: focus of RAN1 work should be on BW3 and PR1 for FR1 (with the understanding that the exact definition of BW3 will be revisited in RAN1);



Proposal 8: Continue the focus of RAN1 work should be on BW3 and PR1 for FR1.
During the study, several companies observed that BW3 provides additional complexity savings compared to PR3. For example, in connected mode, there are at least three scheduling options that reduce the amount of post-FFT buffer compared to a 20 MHz post-FFT buffer, as shown in Fig. 2. With same slot scheduling and no restriction (d), the number of resources is 1,484 RBs (=106 RB × 14 sym) with 15 kHz SCS. With cross slot scheduling (a), because there is no PDCCH in the same slot as PDSCH, the number of resources is 350 (=25 RB × 14 symbols). In (b), a UE receives both a PDCCH and PDSCH. Since it is known where the PDSCH can be, fewer RBs are needed (593=106 RBs × 3 symbols + 25 RB × 11 symbols) than in (c) where the UE must process the PDCCH to determine where the PDSCH is (755=106 RBs × 5 symbols + 25 RB × 9 symbols). Simply, cross slot scheduling requires a fourth of the total resources, a reserved region is 40%, and resource restriction of contiguous RBs is 50%.
(a) Cross slot scheduling
(b) Same slot scheduling with reserved region
(c) same slot scheduling, resource restriction
(d) same slot scheduling, no restriction

[bookmark: _Ref118056412]Fig. 2. Unicast PDSCH resources (pink), PDCCH (green), and indeterminate (gray) usage. (a) cross slot scheduling; (b) Same slot scheduling with reserved region; (c) same slot scheduling, resource restriction; (d) same slot scheduling, no restriction.
Some companies indicated that, since the post-FFT buffer represents a small amount of the complexity of a Rel-17 RedCap, any benefits of additional reduction would not be significant for an eRedCap UE. In addition, with broadcast and legacy considerations, companies wondered if there should even be a limit on the PRBs received. 
When RBs are contiguous in the connected state, that allows UEs to have some power saving, which was not captured in the study. For example, if the amount of writing into buffers and other processing can be reduced, a UE can decrease power consumption while also reducing the size of the active buffer. From the examples in the figure, when RBs are contiguous, any number of scheduling techniques, such as cross slot scheduling, can reduce the amount of buffer and power consumption even further.
Proposal 9: Unicast PDSCH uses contiguous resource allocation.
· Support scheduling techniques that can be used with contiguous resource allocation, including cross slot scheduling
PR1
In RAN1#110b, the following agreement was reached regarding PR1 as an add-on technique and as a standalone technique [6]. From the agreement, RAN1 can continue discussion on the value of X while RAN#98 will decide whether to support PR1 as a standalone technique.
	Agreement
· UE peak data rate reduction is supported at least as an add-on to UE BB bandwidth reduction,
· The constraint vLayers×Qm×f ≥ 4 is relaxed to vLayers×Qm×f ≥ X.
· FFS: the value of X 
· If UE peak data rate reduction is supported as a standalone feature,
· The constraint vLayers×Qm×f ≥ 4 is relaxed to vLayers×Qm×f ≥ Y.
· FFS: the value of Y
· Note: Whether this option is supported will be decided in RAN plenary.



While many companies seemed to agree about a value of X near 3, the value of X needs to be determined. There are several considerations for the value: what are the impacts to each term of the product; what is the impact to the data rate.
Recall X is the minimum value of the product of three terms (triplets); if the minimum value is met, a certain data rate (and L2 buffer) can be satisfied for a particular channel bandwidth. 
The following table lists each possible value of vLayers  {1}, Qm  {1, 2, 4, 6}, and f  {1, 0.8, 0.75, 0.4} (clause 4.1.2 [4]). With one receive branch, there is one layer. For Qm, which “is the maximum supported modulation order” [4], its possible values correspond to BPSK, QPSK, 16QAM, and 64QAM. Note that 256QAM became an optional feature for Rel-17 RedCap (FG 1-4) while 64QAM is still a mandatory feature (FG 0-3). The value f provides another dimension to control the data rate and L2 buffer size.
For Rel-17 RedCap UEs, the current value of X is 4. Looking at the table, there are four triplets that are equal or larger than 4. Since a RedCap UE must support 64QAM, only three triplets are valid. 
[bookmark: _Ref117857444]Table 4. Possible values of vLayers×Qm×f sorted in ascending order. Colors used to delineate ranges of n ≤ X < n+1.
	vLayers
	Qm
	f
	X≤vLayers×Qm×f

	1
	1
	0.4
	0.4

	1
	1
	0.75
	0.75

	1
	1
	0.8
	0.8

	1
	2
	0.4
	0.8

	1
	1
	1
	1

	1
	2
	0.75
	1.5

	1
	2
	0.8
	1.6

	1
	4
	0.4
	1.6

	1
	2
	1
	2

	1
	6
	0.4
	2.4

	1
	4
	0.75
	3

	1
	4
	0.8
	3.2

	1
	4
	1
	4

	1
	6
	0.75
	4.5

	1
	6
	0.8
	4.8

	1
	6
	1
	6



For PR1 as an add-on, many companies are proposing a value of X in the range of 3≤X<4. The value of X=3 and even X=4 is not reachable when the UE supports 64QAM (mandatory modulation order) and with the current values of f. The only way to reach the value of X=3 with the current values of f is to reduce the maximum modulation order supported by the UE, which is not desired for FG0-4. 
The possible values of f should be determined once the value of X is agreed.
Proposal 10: To support a value of X=3 for PR1 as an add-on, additional values of f need to be specified, e.g. f=0.5.

As indicated in the justification [1], the target data rate is 10 Mbps. Since PR1 is agreed to be supported as an add-on, it is necessary to determine what the data rate without PR1. Referring to clause 4.1.2 of [4], it is possible to express the data rate as a function of X and the number of RBs.

can become for J=1 (and dropping the superscripts),

With Rmax = 948/1024, OH = 0.14 for the downlink, and , the expression becomes

The following table lists the values of X as a function of the number of RBs as well as the data rate for various values of X. The last column shows the data rate for the current minimum value of X=4. 
[bookmark: _Ref117855104]Table 5. Values of X as a function of numerology and bandwidth.
	
	
	Minimum data rate, Mbps

	µ
	
	X=3
	X=3.1
	X=3.2
	X=3.3
	X=3.4
	X=4

	0
	28
	11.2
	11.6
	12
	12.4
	12.7
	15

	
	27
	10.8
	11.2
	11.6
	11.9
	12.3
	14.4

	
	25
	10
	10.4
	10.7
	11
	11.4
	13.4

	1
	14
	11.2
	11.6
	12
	12.4
	12.7
	15

	
	13
	10.4
	10.8
	11.1
	11.5
	11.8
	13.9

	
	12
	9.6
	10
	10.3
	10.6
	10.9
	12.8

	
	11
	8.8
	9.1
	9.4
	9.7
	10
	11.8



[bookmark: _Hlk118307229]With 25 RBs for 15 kHz SCS and either 11 or 12 RBs for 30 kHz SCS, Table 5 shows that a common value of X results in different data rates for each numerology. Although 28 and 14 RBs for 15 and 30 kHz SCS have the same data rates, this should not be the deciding factor for selecting 28/14 RB because this number of RBs has issues as described earlier. 
Further discussion about the data rate may be needed. The 10 Mbps target is only mentioned in the justification of the work item. If this data rate is not met for a particular value of X, would that be acceptable. It is also unclear how to consider the data rate for TDD. For instance, for TDD and legacy UEs, because the number of layers is doubled with 4 Rx branches, a 50% DL: 50% UL TDD deployment would have the same data rate as FDD with 2 Rx branches.
However, to make progress, we can either wait on deciding the value of X until the number of PRBs is agreed or make a working assumption for X=3 and then confirm after the number of PRBs is agreed.
Proposal 11: Either wait on deciding the value of X until the number of PRBs is agreed or make a working assumption for X=3 and then confirm after the number of PRBs is agreed.

Conclusion
Proposal 1. Agree to the conclusion about not specifying a 20 MHz post-FFT buffer size.
Observation 1. It is unreasonable, in the case of a system BW of ≤ 20MHz where RedCap Msg 1 EI is unnecessary, to force the network to treat eRedCap UEs the same as RedCap/non-RedCap UEs.
Proposal 2. For the “whether or not/how” question on supporting a separate early indication in the WID, it is possible to support a separate EI by reusing the procedures for RedCap UEs.
Observation 2. For a 5 MHz channel bandwidth, only option 4 (25 PRBs for 15 kHz SCS and 11 PRBs for 30 kHz SCS) currently applies.
Proposal 3. Select options 3 and 4 for further down-selection for the number of RBs.
Proposal 4: Add the following agreement for 2-step RACH:
· For UE BB bandwidth reduction, a UE is not expected to be configured with a PUSCH occasion for 2-step RACH spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable. 
Proposal 5: For UE BB bandwidth reduction, a UE is not expected to receive an UL grant in a RAR with a Msg3 PUSCH resource allocation spanning a bandwidth of more than ~5 MHz per slot or per hop, if applicable.
Proposal 6: Support the disabling of PUCCH frequency hopping in the connected state.
Proposal 7: Confirm broadcast PDSCH resource allocation is contiguous.
Proposal 8: Continue the focus of RAN1 work should be on BW3 and PR1 for FR1.
Proposal 9: Unicast PDSCH uses contiguous resource allocation.
· Support scheduling techniques that can be used with contiguous resource allocation, including cross slot scheduling
Proposal 10: To support a value of X=3 for PR1 as an add-on, additional values of f need to be specified, e.g. f=0.5.
Proposal 11: Either wait on deciding the value of X until the number of PRBs is agreed or make a working assumption for X=3 and then confirm after the number of PRBs is agreed.

[bookmark: _Ref124589665][bookmark: _Ref71620620][bookmark: _Ref124671424]References
[bookmark: _Ref114230782][bookmark: _Ref100319889]RP-222675, “New WID on enhanced support of reduced capability NR devices”, Ericsson, RAN#97, Sep. 12-16, 2022
[bookmark: _Ref114231564][bookmark: _Ref100320082][bookmark: _Ref70487126][bookmark: _Ref67920550]TR 38.865 “Study on further NR RedCap UE complexity reduction”
[bookmark: _Ref110005522][bookmark: _Ref114475693]38.101-1
[bookmark: _Ref110005043]38.306
[bookmark: _Ref118136788]R1-2208387, “Discussion on details for R18 RedCap complexity techniques”, FUTUREWEI, RAN1#119bis, Oct. 10-19, 2022
[bookmark: _Ref117839409]R1-2210693, “Session notes for 9.6 (Study on further NR RedCap (reduced capability) UE complexity reduction)”, Chairman, RAN1#119bis, Oct. 10-19, 2022

