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Introduction
The Rel-17 WID for further enhancements on MIMO (FeMIMO) is approved [1], which includes the following objective:
2. Enhancement on the support for multi-TRP deployment, targeting both FR1 and FR2:
a. Identify and specify features to improve reliability and robustness for channels other than PDSCH (that is, PDCCH, PUSCH, and PUCCH) using multi-TRP and/or multi-panel, with Rel.16 reliability features as the baseline 

In Rel. 16 mTRP enhancements, the focus was mostly on PDSCH reliability enhancements while reliability for PDCCH, PUCCH, and PUSCH was not taken into account explicitly due to lack of time. In order to ensure overall reliability of the system, it is important to ensure that both data and control for both downlink and uplink are reliable. In this contribution, we discuss the aspects related to reliability and robustness of PDCCH, PUCCH, and PUSCH separately.
PDCCH
[bookmark: _Ref61127651]In this section, we discuss the remaining issues for PDCCH repetition:
The following was agreed in RAN1 #106-e:
Agreement
When one of the linked PDCCH candidates uses the same set of CCEs as an individual (unlinked) PDCCH candidate, and they both are associated with the same DCI size, scrambling, and CORESET
· Interpretation of the detected DCI is based on Rel. 17 PDCCH repetition rules (wrt reference PDCCH candidate). 
· Whether the individual candidate is monitored or not is determined by a UE capability 
· FFS (In UE feature session): The details including reusing the reported number of BDs for this purpose, or relation to reported number of BDs
· In both cases, the individual candidate is not counted toward the BD limit.
· UE capability for max number of such overlaps is introduced 
· FFS: Value of 0 is included as a candidate value for the UE capability
· The details to be discussed as part of UE capability discussions
· FFS: When the individual candidate is monitored, the scenario where the other linked candidate is also “overlapping” (same CORESET, DCI size, CCEs, scrambling) with a second individual candidate

Regarding the last FFS, we think decoding two different DCIs in linked PDCCH candidates should not be expected by the UE regardless of whether it is due to overlap with two individual candidates or w/o overlapping with individual candidates. Otherwise, not only soft combining becomes problematic but also two different DCI payloads are both interpreted based on Rel. 17 PDCCH repetition rules while they are individually transmitted. In addition, it prevents some implementation-based power saving or complexity reduction techniques such as skipping the second linked candidate when the first one is decoded.
Note that the above does not prevent monitoring both individual candidates in the case of overlap (in the last FFS scenario) subject to UE capability as agreed above, and gNB still can choose one of the individual candidates, but when both of them are transmitted, they should not be different DCI payloads. Hence, we propose:
Proposal 1: UE does not expect to decode two different DCIs (different payload) in two linked PDCCH candidates.
· The above also applies when each of the two linked PDCCH candidates overlap (same CORESET, DCI size, CCEs, scrambling) with an individual candidate, i.e., UE is not expected to decode two different DCIs (different payload) in the two individual candidates.

[bookmark: PDCCH2A]Regarding the ambiguity issue between AL8 candidate and AL16 candidate, the following was agreed in the previous meeting for further study:
For RAN1#107-e:
Study whether/how to resolve ambiguities for interpretation of a detected DCI for the following cases:
· Case a: SS sets 1 and 2 are linked, and SS set 3 is individual: 
· AL16 candidate in SS set 1 is linked with AL16 candidate in SS set 2
· SS set 3 has a AL8 candidate with the same start CCE as the AL16 candidate of SS set 1 (associated with a same CORESET with 1-symbol duration)
· Case b: SS sets 1 and 2 are linked, and SS set 3 is individual: 
· AL8 candidate in SS set 1 is linked with AL8 candidate in SS set 2
· SS set 3 has a AL16 candidate with the same start CCE as the AL8 candidate of SS set 1 (associated with a same CORESET with 1-symbol duration)
· Case c1: SS sets 1 and 2 are linked, and SS set 3 and 4 are linked
· AL8 candidate in SS set 1 is linked with AL8 candidate in SS set 2
· AL16 candidate in SS set 3 is linked with AL16 candidate in SS set 4
· AL8 candidate in SS set 1 has the same start CCE as the AL16 candidate in SS set 3 (associated with a same CORESET with 1-symbol duration)
· Case c2: SS sets 1 and 2 are linked: 
· AL8 candidate in SS set 1 is linked with AL8 candidate in SS set 2, 
· AL16 candidate in SS set 1 is linked with AL16 candidate in SS set 2
· AL8 candidate and AL16 candidate in at least one of the SS sets have the same start CCE (in a CORESET with 1-symbol duration)

The issue is related to the fact that the first 8 CCEs of a AL16 candidate can appear as a AL8 candidate to a UE when the starting CCE is the same and both candidates are in a 1-symbol CORESET, which means UE cannot distinguish whether a decoded DCI is from the AL8 candidate or AL16 candidate. This issue even exists in Rel. 15, and is addressed below for the ambiguity caused for rate matching around the scheduling DCI:
If a UE monitors PDCCH candidates of aggregation levels 8 and 16 with the same starting CCE index in non-interleaved CORESET spanning one OFDM symbol and if a detected PDCCH scheduling the PDSCH has aggregation level 8, the resources corresponding to the aggregation level 16 PDCCH candidate are not available for the PDSCH.

The following points need to be considered related to this issue:
· This issue is different than the issue of overlapping candidates (same CCEs, same CORESET, same DCI size, same scrambling):
· This issue only occurs between AL8 candidate and AL16 candidate with the same starting CCE in the same CORESET with one OFDM symbol.
· The BD is counted for both candidates in this case as the CCEs are not the same (one is a subset of the other). Hence, both candidates are also monitored.
· In Rel. 15, this issue causes ambiguity only for rate matching around scheduling DCI. However, in the case of PDCCH repetition, this issue causes ambiguity for many other procedures, i.e., all the procedures that are a function of reference PDCCH candidate (e.g. PRI, DAI, timelines, etc.).

Even though this issue is not exactly the same as the issue of overlapping candidates (same CCEs, same CORESET, same DCI size, same scrambling) as mentioned above, it is reasonable to use the same solution for the purpose of resolving the ambiguity that whether the PDCCH candidate with AL8 is detected or the PDCCH candidate with AL16 is detected. Then, in Case a and Case b, the interpretation of a detected DCI should be based on Rel. 17 PDCCH candidates wrt reference candidate, and Case c1 should not be expected to occur. 
Regarding Case c2, there is no timeline issue. For rate matching, the issue occurs only when start CCE is the same between AL8 and AL16 in SS set 2, but the start CCE is different between AL8 and AL16 candidate in SS set 1 or when only one of the SS sets is associated with 1-symbol CORESET. In this case, we can consider the union of AL8 candidates and AL16 candidates for PDSCH rate matching.  
Hence, we propose:
Proposal 2: If a first PDCCH candidate with AL8 in a first SS set and a second PDCCH candidate with AL16 in a second SS set have the same starting CCE index in a CORESET spanning one OFDM symbol:
· Case a/b: If one of the first or second PDCCH candidate is linked to another PDCCH candidate for PDCCH repetition, interpretation of a detected DCI via any of the first or second PDCCH candidates is based on Rel. 17 PDCCH repetition rules (wrt reference PDCCH candidate).
· Case c1: UE does not expect both the first and second PDCCH candidates to be linked with other corresponding PDCCH candidates for PDCCH repetition.

Proposal 3: In Case c-2, the union of two AL8 candidates and two AL16 candidates are considered for PDSCH rate matching around scheduling DCI.

The following was agreed in RAN1 #106-e:
Agreement 
Study whether/how to handle UE complexity / memory requirements for linked PDCCH candidates
· The following cases can be considered:
· Case 1: One pair of linked MO’s of one pair of linked SS sets in a given slot with large number of candidates.
· Case 2: Multiple pairs of linked MO’s of one pair of linked SS sets in a given slot, where MO’s of the two SS sets are not interlaced
· Case 3: For two pairs of linked SS sets (e.g. SS sets 1 and 2 are linked, and SS sets 3 and 4 are linked), a MO of any of the SS sets (e.g. SS set 3) is in between two linked MOs of another two SS sets (e.g. SS sets 1 and 2).
· Other cases are not precluded.
· Examples of possible mechanisms to address the issue: Restrictions in the spec, UE capability, limit total number linked candidates in a slot, limit total number of linked candidates / CCEs at any given time (similar to CPU occupation)
· Whether the solution should also depend on AL of linked candidates
· The case of CA can also be considered

The cases 1-3 are illustrated in Figure 1.
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[bookmark: _Ref83846007]Figure 1: Illustration of Cases 1-3 for the issue related to UE complexity / memory requirements for linked PDCCH candidates.
All cases above can result in excessive memory requirements especially for UEs that perform soft combining since the UE needs to store the LLRs. To address this issue, the following was agreed in RAN1 #106-bis-e to further study how to handle this issue:
For RAN1#107-e:
To handle UE complexity / memory requirements for linked PDCCH candidates, down-select among the following in RAN1 #107-e
· Alt1: Address the issue by UE capability, where UE indicates a limit on one of the following
· Alt 1-1: Total number of linked candidates of which the first candidate is received and the second one has not been received at any given time
· Alt1-2: Total number of linked candidates in a slot
· FFS: Whether limit is per CC or across all CCs.
· FFS: Whether limit is per AL or irrespective of AL
· Alt2: Address the issue by adding a restriction such as: For a pair of linked MO’s, UE does not expect to be configured with any other linked MO in between the pair of linked MO’s
· FFS: Whether restriction is per CC or across all CCs.
· FFS: Whether the same restriction applies when one or more individual MO’s are in between the pair of linked MO’s
· Alt3: The support of PDCCH repetition is indicated separately for different Rel-15/16 PDCCH monitoring capabilities
· Note: This capability may be needed irrespective of this issue but may address the issue at a coarser granularity.
· Alt4: There is no need to further discuss this issue

We think Alt 1-1 can handle the issue for all Cases 1-3 described above in a unified way. Note that Alt1-2 does not distinguish between Case2/3 above versus the case where MO’s are interlaced (and hence additional memory may not be needed). Alt2 does not address Case 1 at all. Alt3 is very coarse and does not adequately address the memory issue (even though Alt3 is required for other purposes such as baseband processing complexity).
With respect to the details of Alt1-1, we think two linked candidates with AL1 should not be treated the same as two linked candidates with AL16 with respect to memory requirements. For storing the LLRs the size of the mother code (circular buffer) is important. Hence, if AL1 (mother code length=128) requires one unit of memory, AL2 (mother code length=256) requires 2 units, and AL4/8/16 requires 4 units (mother code length=512). In addition, UE needs to indicate its capability in terms of units per CC and across all CCs. Hence, we propose:
Proposal 4: To handle UE complexity / memory requirements for linked PDCCH candidates, UE can indicate a limit per scheduled CC and a limit across all CCs 
· At any given time, the number of linked candidates of which the first candidate is received and the second one has not been received is considered:
· For AL=1: The number is considered
· For AL=2: The number is multiplied by 2
· For AL=4/8/16: The number is multiplied by 4
· Total number (separately per scheduled CC and across all CC) is the summation of the numbers across all Als, and should not exceed the UE indicated limit at any given time.

We would like to also mention another important issue with respect to out-of-order operation between two pairs of linked candidates. This issue is not related to memory requirement or LLR size. Instead, this is an issue even for the case of selective decoding. Given that some of the rules are based on the earlier candidate being the reference candidate while other rules are based on the later candidate being the reference candidate, we see the following issue: Once a DCI is decoded, UE processes it in the order it was received in firmware. When two different DCIs are decoded, if the first candidate of the first DCI is earlier than the first candidate of the second DCI but the second candidate of the first DCI is later than the second candidate of the second DCI, then for some of procedural rules the order is DCI1  DCI2 and for other procedural rules the order is DCI2  DCI1. This can create complexity at the UE side. With respect to the Cases 2 and 3 in Figure 1, it is observed that Case 2 is ok (is not out-of-order) but Case 3 is not ok (it is out-of-order). Given these discussions, we propose:
Proposal 5: For two pairs of linked PDCCH candidates monitored in a given CC, UE does not expect to handle the case where the earlier PDCCH candidate of the first pair starts earlier than the earlier PDCCH candidate of the second pair while the later PDCCH candidate of the first pair ends later than later PDCCH candidate of the second pair. 
The following were agreed before for overbooking:
Agreement 
For overbooking in the PCell for USS with two linked SS sets in the same slot/span, select one Alt for each of Case 1 and Case 2 in RAN1 #106-bis-e:
· Case 1: 2 BDs are counted for two linked candidates:
· Alt1: No change (use existing spec)
· Alt2: Consider the SS set pair together (both are kept or both are dropped), where the priority is based on lower SS set ID among the pair.
· Case 2: 3 BDs are counted for two linked candidates:
· Alt1: Overbooking is per individual SS set as in Rel. 15/16
· Alt1-1: The third BD is counted as a virtual SS set (i.e., the virtual SS set for the third BDs is dopped before dropping the linked SS sets).
· Alt1-2: The third BD is counted as part of the SS set with higher ID.
· Alt2: Consider the SS set pair together (both are kept or both are dropped), where the priority is based on lower SS set ID among the pair.
· FFS: Inter-span PDCCH repetition for r16monitoringcapablity.
[bookmark: PDCCH3]
Agreement
For overbooking in the PCell for USS with two linked SS sets in the same slot/span, support:
· Case 1: 2 BDs are counted for two linked candidates:
· No change (use existing spec)

In the case of 3BDs, Alt1-2 is preferred for more granular dropping (compared to Alt2) and also for minimum change to legacy overbooking procedures (compared to Alt1-1). In the case of Alt1-1, a virtual SS set needs to be defined only for this purpose, and in the case of Alt2, some unnecessary dropping will occur. 
Proposal 6: For overbooking in the PCell for USS with two linked SS sets in the same slot/span
· For Case 2 (3 BDs are counted for two linked candidates), support Alt 1-2: The third BD is counted as part of the SS set with higher ID.

The following four issues were agreed for further study in the previous meeting:
Agreement
Further study the following issues for PDCCH repetition:
· Issue a: QCL-Type D assumption for CSI-RS with higher layer parameter repetition is not set to 'on' when it overlaps with multiple CORESETs with different QCL-TypeD.
· [bookmark: _Hlk86186021]Issue b: For PDCCH repetition of DCI format 1_0 on two linked CSS, in order to determine the value of  for mapping VRB to PRB of a scheduled PDSCH
· Issue c: PDSCH rate matching on resources that overlaps with scheduling PDCCH resources if this corresponding PDCCH candidate is dropped due to interruption
· Issue d: With Type-1 HARQ-ACK codebook, and the SPS release PDCCH repetition, to determine the location of the HARQ-ACK bit of the SPS release PDCCH

For Issue a, we think a rule needs to be specified. However, the rule should not be based on lower CORESET ID. This is because in legacy, the rule is also applicable to intra-band CA. Instead, the rule should be based on the first determined QCL-TypeD among the two QCL-TypeD for multiple monitored overlapped CORESETs. Furthermore, we think a similar issue exists when PDSCH overlaps with multiple CORESETs with different QCL-TypeD. Based on the legacy rule copied below, if PDCCH and PDSCH overlap and they have different QCL-TypeD, PDSCH is not received. However, when two QCL-TypeD are determined for overlapping CORESETs, the PDSCH can still be received if it has the same QCL-TypeD as any of the two determined QCL-TypeD.
if the qcl-Type is set to 'typeD' of the PDSCH DM-RS is different from that of the PDCCH DM-RS with which they overlap in at least one symbol, the UE is expected to prioritize the reception of PDCCH associated with that CORESET. This also applies to the intra-band CA case (when PDSCH and the CORESET are in different component carriers).

For issue b, one simple solution is to disallow it since USS can be always used if gNB wants to schedule PDSCH with PDCCH repetition. For CSS, PDCCH repetition is only agreed for Type 3 which is mainly for DCI formats 2_x. Alternatively, a restriction can be added that in this case both CORESETs should have the same .
For issue c, we think this is unnecessary and the agreed rules for rate matching are clear. Furthermore, if the reason for dropping a PDCCH candidate is due to a dynamic event triggered by a DCI (e.g. UL scheduling or SFI), then not performing rate matching around the dropped candidate leads to ambiguity as the DCI could have been missed.
For Issue d, we do not think it is necessary. In legacy, the specification only mentions “A location in the Type-1 HARQ-ACK codebook for HARQ-ACK information corresponding to a single SPS PDSCH release is same as for a corresponding SPS PDSCH reception”. We could not find a specification text that which SPS PDSCH reception is assumed for this location as there can be multiple such SPS PDSCHs in the K1 window. Hence, it seems that this issue is not specific to PDCCH repetition, and even in legacy, the assumption is that the issue is handled by gNB implementation. 
To summarize, we believe Issue a is valid and a similar issue also exists when PDSCH and two PDCCH with different QCL-Type D overlap, while Issues b, c, and d are not essential (if needed, a restriction can be added for Issue b):
Proposal 7: When UE determines two QCL-TypeD properties for multiple monitored overlapping CORESETs:
· If UE is configured with CSI-RS with higher layer parameter repetition that is not set to 'on' in the same OFDM symbol(s) as the multiple overlapping CORESETs, the first determined QCL-TypeD is used to receive the CSI-RS.
· If QCL-TypeD of PDSCH DM-RS is different than both of the first and second determined QCL-TypeD properties, the UE is expected to prioritize the reception of PDCCHs associated with the CORESETs.
· This also applies to the intra-band CA case.

Another issue that requires a reference candidate is when UE resets the beam after BFR response. It is agreed that SS set configured by recoverySearchSpaceId cannot be linked to another SS set for PDCCH repetition, which applied to CFRA-based BFR in the PCell/PSCell. However, in other cases such as SCell BFR or CBRA-based BFR in the PCell/PSCell, it is possible that BFR response is transmitted via PDCCH repetition. In that case, beam reset should be done 28 symbols after the PDCCH candidate that ends later in time. The related Rel-15/16 specifications for this part is copied below.
For the PCell or the PSCell, if BFR MAC CE [11, TS38.321] is transmitted in Msg3 or MsgA of contention based random access procedure, and if a PUCCH resource is provided with PUCCH-SpatialRelationInfo, after 28 symbols from the last symbol of the PDCCH reception that determines the completion of the contention based random access procedure as described in clause 5.1.5 of [11, TS38.321], the UE transmits the PUCCH on a same cell as the PRACH transmission using 
-	a same spatial filter as for the last PRACH transmission 
-	a power determined as described in clause 7.2.1 with [image: ], [image: ], and [image: ], where qnew is the SS/PBCH block index selected for the last PRACH transmission.
A UE can be provided, by schedulingRequestID-BFR-SCell, a configuration for PUCCH transmission with a link recovery request (LRR) as described in clause 9.2.4. The UE can transmit in a first PUSCH MAC CE providing index(es) for at least corresponding SCell(s) with radio link quality worse than Qout,LR, indication(s) of presence of  for corresponding SCell(s), and index(es)  for a periodic CSI-RS configuration or for a SS/PBCH block provided by higher layers, as described in [11, TS 38.321], if any, for corresponding SCell(s). After 28 symbols from a last symbol of a PDCCH reception with a DCI format scheduling a PUSCH transmission with a same HARQ process number as for the transmission of the first PUSCH and having a toggled NDI field value, the UE
-	monitors PDCCH in all CORESETs on the SCell(s) indicated by the MAC CE using the same antenna port quasi co-location parameters as the ones associated with the corresponding index(es) , if any
-	transmits PUCCH on a PUCCH-SCell using a same spatial domain filter as the one corresponding to , if any, for periodic CSI-RS or SS/PBCH block reception, as described in clause 9.2.2, and using a power determined as described in clause 7.2.1 with , , and , if 
-	the UE is provided PUCCH-SpatialRelationInfo for the PUCCH,
-	a PUCCH with the LRR was either not transmitted or was transmitted on the PCell or the PSCell, and
-	the PUCCH-SCell is included in the SCell(s) indicated by the MAC-CE
where the SCS configuration for the 28 symbols is the smallest of the SCS configurations of the active DL BWP for the PDCCH reception and of the active DL BWP(s) of the at least one SCell.

Proposal 8: When BFR response is detected in PDCCH candidates that are linked for PDCCH repetition (applicable to CBRA-based BFR in the PCell/PSCell, or SCell BFR), the beam / power control reset for PUCCH/PDCCH (when applicable) occurs after 28 symbols from the last symbol of the PDCCH candidate that ends later in time.
Furthermore, a reference PDCCH candidate is needed for applicability of DFI to previously scheduled PUSCH transmissions. Note that DFI is transmitted to the UE through DCI format 0_1 (with CRC scrambled by CS-RNTI and DFI flag set to 1) and indicates HARQ-Ack for each HARQ ID of the previous PUSCH transmissions (HARQ-Ack for UL). Then, the validity of DFI for a PUSCH with a given HARQ process number depends on when the PUSCH is received wrt the first symbol of the DCI carrying the DFI in current spec (38.213, Section 10.5):
For a PUSCH transmission configured by ConfiguredGrantConfig, HARQ-ACK information for a transport block of a corresponding HARQ process number is valid if a first symbol of the PDCCH reception is after a last symbol of the PUSCH transmission, or of any repetition of the PUSCH transmission, by a number of symbols provided by cg-minDFI-Delay. 

[bookmark: _Hlk87019320]Given this, when DFI is transmitted by two linked PDCCH candidates that are linked for PDCCH repetition, the candidate that starts earlier in time should be used as the reference PDCCH candidate for determination of validity of DFI for a PUSCH with a given HARQ process number. Hence, we propose:
Proposal 9: When DCI carrying DFI is detected in PDCCH candidates that are linked for PDCCH repetition, the candidate that starts earlier in time is used as the reference PDCCH candidate for determination of validity of DFI for a PUSCH with a given HARQ process number.
For cross-carrier scheduling, the following working assumption is agreed:
Working Assumption
When a scheduled CC is configured to be cross-carrier scheduled by a scheduling CC, two PDCCH candidates (with the same AL and candidate index associated with the scheduled CC) are linked only if the corresponding two SS sets in the scheduling CC are linked and two SS sets in the scheduled CC with the same SS set IDs are also linked.
· Note: The PDCCH candidates associated with the scheduled CC are defined as part of SS sets for scheduled CC instead of SS sets for scheduling CC (Same as Rel-15)

The scenario discussed in the working assumption is illustrated in Figure 2.
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[bookmark: _Ref83482396]Figure 2: Cross-carrier scheduling with PDCCH repetition. 
Note that for cross-carrier scheduling in Rel-15, CORESETs are not configured in the scheduled cell, and only SS sets are configured. The purpose of configuring SS sets in the scheduled cell is only for configuring number of candidates for that scheduled cell for each AL, and not for configuring MO’s as the MO’s are monitored in the scheduling cell. In fact, 38.331 for “SearchSpace” configuration mentions that “For a scheduled cell in the case of cross carrier scheduling, except for nrofCandidates, all the optional fields are absent (regardless of their presence conditions)”. The monitoring occasions are in the scheduling cell, and UE looks at the SS set with the same ID as the search space set in the scheduled cell as mentioned in 38.331:
In case of cross carrier scheduling, search spaces with the same searchSpaceId in scheduled cell and scheduling cell are linked to each other. The UE applies the search space for the scheduled cell only if the DL BWPs in which the linked search spaces are configured in scheduling cell and scheduled cell are both active. 

In the case that two SS sets in a scheduling cell are linked for PDCCH repetition, two SS sets with the same ID in the scheduled cell can be configured to be linked for PDCCH repetition in which case the two SS sets in the scheduled cell should be also configured with the same number of candidates for each AL. Note that if the two SS sets in the scheduling cell are not linked for PDCCH repetition, then there may not be one-to-one mapping in MO’s, and hence the two SS sets with the same ID in the scheduled cell also cannot be linked for PDCCH repetition. However, if the two SS sets in the scheduling cell are linked for PDCCH repetition, the two SS sets with the same ID in the scheduled cell may or may not be linked for PDCCH repetition. These two cases are illustrated in Figure 3.
[image: ]
[bookmark: _Ref83484077]Figure 3: Linking SS sets in the scheduled CC for cross-carrier scheduling with PDCCH repetition.
Given the above discussions, we think confirming the working assumption is necessary to complete the design of PDCCH repetition. Otherwise, when a CC is cross-carrier scheduled, PDCCH repetition cannot be used.
Proposal 10: Confirm the following WA: 
Working Assumption
When a scheduled CC is configured to be cross-carrier scheduled by a scheduling CC, two PDCCH candidates (with the same AL and candidate index associated with the scheduled CC) are linked only if the corresponding two SS sets in the scheduling CC are linked and two SS sets in the scheduled CC with the same SS set IDs are also linked.
· Note: The PDCCH candidates associated with the scheduled CC are defined as part of SS sets for scheduled CC instead of SS sets for scheduling CC (Same as Rel-15)

Another related aspect is when UE indicates the support of searchSpaceSharing, which is an optional capability in Rel-15 (applicable and conditioned on the support of cross-carrier scheduling). When UE indicates such capability, it means that when DCI size is the same, a PDCCH candidate associated a first CC can be used to schedule a second CC:
A UE that 
-	is configured for operation with carrier aggregation, and 
-	indicates support of search space sharing through searchSpaceSharingCA-UL or through searchSpaceSharingCA-DL, and 
-	has a PDCCH candidate with CCE aggregation level  in CORESET  for a first DCI format scheduling PUSCH transmission or UL grant Type 2 PUSCH release, other than DCI format 0_0, or for a second DCI format scheduling PDSCH reception or SPS PDSCH release or indicating SCell dormancy or indicating a request for a Type-3 HARQ-ACK codebook report without scheduling PDSCH, other than DCI format 1_0, having a first size and associated with serving cell , 
can receive a corresponding PDCCH through a PDCCH candidate with CCE aggregation level  in CORESET  for a first DCI format or for a second DCI format, respectively, having a second size and associated with serving cell  if the first size and the second size are same. 

For cross-carrier scheduling, when PDCCH candidates for a first scheduled CC are linked for PDCCH repetition while PDCCH candidates are not linked for a second scheduled CC, then searchSpaceSharing should not be applicable. This is because processing the linked candidates versus individual candidates are very different. It is neither reasonable nor practical to assume searchSpaceSharing between these two CCs. If both scheduled CC’s are configured with linked PDCCH candidates, then it may be ok to allow for possibility of searchSpaceSharing . However, this requires a new UE capability different than the regular (Rel-15) searchSpaceSharing capability. To illustrate the issue better, let’s look at Figure 4, where it is assumed that candidates associated with CC0 and CC2 are linked while candidates associated with CC1 and CC3 are not linked:
[image: ]
[bookmark: _Ref86435504]Figure 4: searchSpaceSharing for PDCCH repetition.
[bookmark: _Hlk86435864]With reference to the figure above, and assuming that the conditions for searchSpaceSharing (e.g. same DCI size, etc.) are satisfied between all four CCs:
· searchSpaceSharing between CC1 and CC3 can be based on Rel-15 capabilities searchSpaceSharingCA-UL and searchSpaceSharingCA-UL
· searchSpaceSharing between CC2 and CC4 is possible based on a new UE capability
· searchSpaceSharing between CC1 and CC2 should not be supported.

Hence, we propose:
Proposal 11: For cross-carrier scheduling, and when conditions for searchSpaceSharing as described in 38.213 are satisfied:
· Between two scheduled CCs with individual PDCCH candidates: searchSpaceSharing is based on Rel-15 capabilities searchSpaceSharingCA-UL and searchSpaceSharingCA-UL
· Between two scheduled CCs with linked PDCCH candidates: Support a new UE capability for searchSpaceSharing with PDCCH repetition
· Between a first CC with individual PDCCH candidates and a second CC with linked PDCCH candidates: searchSpaceSharing is not applicable.

Another issue is related to PDSCH mapping Type. The following restriction is captured in 38.214, Section 5.1.2.1: “The UE is not expected to receive a PDSCH with mapping type A in a slot, if the PDCCH scheduling the PDSCH was received in the same slot and was not contained within the first three symbols of the slot.”. The PDSCH processing timeline is based on this assumption. Note that unlike PDSCH mapping Type B, the number of overlapping symbols between PDSCH and scheduling DCI does not play a role in determination of PDSCH processing time in PDSCH mapping Type A, but instead the location of the last symbol of the PDSCH is important. 
In the case of PDCCH repetition, both of the PDCCH candidates should be withing the first three symbols of the slot in the case of same slot scheduling. Note that the UE may only decode one PDCCH candidate and if that candidate (which can be any of the two) is not within the first three symbols of the slot, the Rel. 15 rule is effectively violated. 
[bookmark: PDCCH12]Proposal 12: If two linked PDCCH candidates schedule a PDSCH with mapping Type A in a same slot, both linked PDCCH candidates are expected to be contained within the first three symbols of the slot.

Regarding the issue related to CORESETPoolIndex value for multi-DCI based mTRP, we think the use case of two PDCCH repetitions being associated with different CORESETPoolIndex values is not clear. In Rel. 16 multi-DCI based mTRP, there is no joint scheduling across TRPs. In fact, multi-DCI based mTRP is design for independent / separate scheduling (even in the case of ideal backhaul). Hence, two PDCCH candidates that are linked for repetitions should be associated with the same CORESETPoolIndex value when CORESETPoolIndex value is configured. In addition, in the absence of such restrictions, most of the Rel. 16 multi-DCI based mTRP procedures require change, such as PDSCH scrambling, HARQ-Ack, CRS rate matching, out-of-order operation, BD/CCE counting (per-CORESETPoolIndex limit), interpretation of TCI field in DL DCI from a corresponding set of active TCI states, etc.
[bookmark: PDCCH8]Proposal 13: When CORESETPoolIndex value is configured for one or more CORESETs, two linked PDCCH candidates are not expected to be associated with different CORESETPoolIndex values.

Regarding PDCCH repetition with the same TCI state, we think it should be supported given that i) extra specification effort is not needed given that the agreed framework can easily support it unless if artificial restrictions are added ii) PDCCH repetition with the same TCI state is beneficial to increase the maximum reliability level, which is useful in some use cases iii) this is similar to Rel. 16 mTRP design, where scheme 4 is supported with 2 TCI states as well as one TCI state. 
For achieving single-TRP PDCCH repetition, one way is to configure/activate the same TCI states for two different CORESETs associated with the two linked PDCCH candidates. A simpler way is to use the same CORESET for the two linked PDCCH candidates (the two corresponding SS sets are associated with the same CORESET). The latter solution is beneficial for UEs that do not support the max number of CORESETs per CC. In this case, a condition may be needed that the monitoring occasions of the two linked SS sets should be non-overlapping.
[bookmark: PDCCH9]Proposal 14: There is no need for restrictions with respect to CORESET(s) associated with two linked SS sets: Same CORESET as well as different CORESETs with same TCI state should be allowed.
· When same CORESET is used, monitoring occasions of the two linked SS sets should be non-overlapping in time.

[bookmark: PUCCH3]
PUSCH
In this section, we discuss one remaining aspect related to single-DCI based PUSCH repetitions targeted toward different TRPs. The issue is related to the following agreement in the previous meeting:
Agreement
For NCB based mTRP PUSCH repetition, on the minimal gap between associated NZP-CSI-RS and aperiodic NCB SRS, select one from the below in RAN1 #107-e meeting,
· Alt. 1: If both SRS resource sets are triggered in an overlapped manner in time domain (overlapping refer to overlapping of minimal gaps between two pairs of associated NZP-CSI-RS and aperiodic SRS corresponding to two SRS resource sets), the UE is not expected to update the SRS precoding information if the gap from the last symbol of the reception of the aperiodic NZP-CSI-RS resource and the first symbol of the aperiodic SRS transmission is less than 42 + d OFDM symbols, where d indicates the number of overlapped symbols for the two pairs of associated NZP-CSI-RS and aperiodic SRS for NCB.
· FFS: value of d
· Alt. 2: UE is not expected to support overlapping precoding calculation for different associated NZP-CSI-RS within a CC, i.e., the UE is not expected to get triggering for two SRS resource sets in an overlapped manner in time domain (overlapping refer to overlapping of minimal gaps between two pairs of associated NZP-CSI-RS and aperiodic SRS corresponding to two SRS resource sets).
· The minimal gap between associated NZP-CSI-RS and aperiodic SRS is same as Rel-15/16.
· Alt.3: Introduce a UE capability on UE support simultaneous overlapping precoding calculation for different associated NZP-CSI-RS within a CC.
· The minimal gap between associated NZP-CSI-RS and aperiodic SRS is same as Rel-15/16.
· Alt. 4: There is nothing wrong with the legacy procedures and capability indication to handle this issue. No changes to spec.

We think Alt 1 and Alt 2 should not be considered as they are not aligned with Rel-15. In Rel-15, it is possible to have simultaneous precoding calculations even though the number of SRS resource sets / associated CSI-RS resources is one per CC. This is because the same SRS resource set can be triggered by back-to-back DCIs. In Rel-15, component 4 of FG 2-15b (simultaneousSRS-AssocCSI-RS-PerCC) is “UE can process Y SRS resources associated with CSI-RS resources simultaneously in a CC. Includes P/SP/A SRS.” with candidate values {1,…,8}. This was designed to address the scenario illustrated in Figure 5 assuming UE indicates candidate value 8 and the SRS resource set is configured with 4 SRS resources.
[image: ]
[bookmark: _Ref86438005]Figure 5: Rel-15 framework for simultaneous precoding calculation based on associated CSI-RS.
Hence, we do not think Rel-15 framework should be changed. At the same time, new capabilities would be anyway needed. First, a UE capability for support of non-codebook based mTRP PUSCH should be introduced. Second, the support of two CSI-RS resources associated with the two SRS resource sets for non-codebook-based mTRP PUSCH should be also a UE capability. Third, a UE capability for “CSI-RS processing framework for SRS with two associated CSI-RS resources” including the component related to simultaneous precoding calculation should be introduced, which has similar structure as Rel-15 capability but with increased candidate values and specific to the case that two SRS resource sets with two corresponding associated CSI-RS resources are configured in a CC. Our proposal (proposed in AI 8.16.1) for the detailed capabilities related to non-codebook based PUSCH is copied below for reference:
	23-3-1b
	Multi-TRP PUSCH repetition for non-codebook based
	1. Support of non-codebook-based multi-TRP PUSCH repetition for repetition Type A
2. Support of two SRS resource sets with usage set to noncodebook
3. Supported number of SRS resources in one SRS resource set
4. Supported number of SRS resources across two SRS resource sets
	FG 2-15
	Note: For more than 2 repetitions, sequential beam mapping is supported as part of this FG. 

Component 3: {1,2,3,4}
Component 4: {2,3,4,5,6,7,8}

	23-3-1b-1
	Two associated CSI-RS resources
	Support of up to two CSI-RS resources associated with the two SRS resource sets for non-codebook-based mTRP PUSCH

	FG 2-15a 
FG 23-3-1b
	

	23-3-1b-2
	CSI-RS processing framework for SRS with two associated CSI-RS resources
	1. Maximum number of periodic SRS resources associated with first or second CSI-RS per BWP
2. Maximum number of aperiodic SRS resources associated with first or second CSI-RS per BWP
3. Maximum number of semi-persistent SRS resources associated with first or second CSI-RS per BWP
4. UE can process Y SRS resources associated with first or second CSI-RS resources simultaneously in a CC. Includes P/SP/A SRS.

	FG 2-15b 
FG 23-3-1b
	Component 1: {1 to 8}
Component 2: {1 to 8}
Component 3: {1 to 8}
Component 4: {1 to 16}



Given that the discussions on UE capability have already started and the details are being discussed under AI 8.16.1, we do not think further discussions related to this topic in this AI is needed.
Proposal 15: For NCB based mTRP PUSCH repetition, on the minimal gap between associated NZP-CSI-RS and aperiodic NCB SRS, there is no need to change Rel-15 framework to address the issue of simultaneous precoding calculations. Relevant details of Rel-17 UE capabilities for NCB based mTRP PUSCH to be discussed in UE feature session.

Another issue that may require some discussions is whether the behaviour of transmitting AP/SP-CSI on two PUSCH repetitions can be enabled/disabled by RRC parameters or this behaviour is always followed (subject to the agreed conditions) when mTRP PUSCH repetition is scheduled. In our view, there needs to be a RRC configuration to enable this behaviour. This is because a given CSI may or may not require high reliability. Hence, just because PUSCH is associated with two SRS resource sets, it should not mean that AP/SP-CSI should be multiplexed on two PUSCH repetitions. For example, AP-CSI may not require high reliability, or gNB may control the reliability / coding rate of AP-CSI by beta-offset indication rather than by repetition. For this purpose, RRC parameter can be introduced to enable/disable this new behaviour of multiplexing AP/SP-CSI on two PUSCH repetitions. In order to ensure that for a given reporting occasions we do not end up with a mix of new behaviour and legacy behaviour across multiple CSI reports, this new RRC parameter can be defined per CSI-AperiodicTriggerState or CSI-SemiPersistentOnPUSCH-TriggerState.
Proposal 16: Introduce a RRC parameter to enable/disable the new behaviour of transmitting AP/SP-CSI on two PUSCH repetitions with different beams. The new parameter can be per CSI-AperiodicTriggerState or CSI-SemiPersistentOnPUSCH-TriggerState.
Conclusion 
For PDCCH enhancements, we propose:
Proposal 1: UE does not expect to decode two different DCIs (different payload) in two linked PDCCH candidates.
· The above also applies when each of the two linked PDCCH candidates overlap (same CORESET, DCI size, CCEs, scrambling) with an individual candidate, i.e., UE is not expected to decode two different DCIs (different payload) in the two individual candidates.

Proposal 2: If a first PDCCH candidate with AL8 in a first SS set and a second PDCCH candidate with AL16 in a second SS set have the same starting CCE index in a CORESET spanning one OFDM symbol:
· Case a/b: If one of the first or second PDCCH candidate is linked to another PDCCH candidate for PDCCH repetition, interpretation of a detected DCI via any of the first or second PDCCH candidates is based on Rel. 17 PDCCH repetition rules (wrt reference PDCCH candidate).
· Case c1: UE does not expect both the first and second PDCCH candidates to be linked with other corresponding PDCCH candidates for PDCCH repetition.

Proposal 3: In Case c-2, the union of two AL8 candidates and two AL16 candidates are considered for PDSCH rate matching around scheduling DCI.
Proposal 4: To handle UE complexity / memory requirements for linked PDCCH candidates, UE can indicate a limit per scheduled CC and a limit across all CCs 
· At any given time, the number of linked candidates of which the first candidate is received and the second one has not been received is considered:
· For AL=1: The number is considered
· For AL=2: The number is multiplied by 2
· For AL=4/8/16: The number is multiplied by 4
· Total number (separately per scheduled CC and across all CC) is the summation of the numbers across all Als, and should not exceed the UE indicated limit at any given time.

Proposal 5: For two pairs of linked PDCCH candidates monitored in a given CC, UE does not expect to handle the case where the earlier PDCCH candidate of the first pair starts earlier than the earlier PDCCH candidate of the second pair while the later PDCCH candidate of the first pair ends later than later PDCCH candidate of the second pair. 
Proposal 6: For overbooking in the PCell for USS with two linked SS sets in the same slot/span
· For Case 2 (3 BDs are counted for two linked candidates), support Alt 1-2: The third BD is counted as part of the SS set with higher ID.

Proposal 7: When UE determines two QCL-TypeD properties for multiple monitored overlapping CORESETs:
· If UE is configured with CSI-RS with higher layer parameter repetition that is not set to 'on' in the same OFDM symbol(s) as the multiple overlapping CORESETs, the first determined QCL-TypeD is used to receive the CSI-RS.
· If QCL-TypeD of PDSCH DM-RS is different than both of the first and second determined QCL-TypeD properties, the UE is expected to prioritize the reception of PDCCHs associated with the CORESETs.
· This also applies to the intra-band CA case.

Proposal 8: When BFR response is detected in PDCCH candidates that are linked for PDCCH repetition (applicable to CBRA-based BFR in the PCell/PSCell, or SCell BFR), the beam / power control reset for PUCCH/PDCCH (when applicable) occurs after 28 symbols from the last symbol of the PDCCH candidate that ends later in time.
Proposal 9: When DCI carrying DFI is detected in PDCCH candidates that are linked for PDCCH repetition, the candidate that starts earlier in time is used as the reference PDCCH candidate for determination of validity of DFI for a PUSCH with a given HARQ process number.
Proposal 10: Confirm the following WA: 
Working Assumption
When a scheduled CC is configured to be cross-carrier scheduled by a scheduling CC, two PDCCH candidates (with the same AL and candidate index associated with the scheduled CC) are linked only if the corresponding two SS sets in the scheduling CC are linked and two SS sets in the scheduled CC with the same SS set IDs are also linked.
· Note: The PDCCH candidates associated with the scheduled CC are defined as part of SS sets for scheduled CC instead of SS sets for scheduling CC (Same as Rel-15)

Proposal 11: For cross-carrier scheduling, and when conditions for searchSpaceSharing as described in 38.213 are satisfied:
· Between two scheduled CCs with individual PDCCH candidates: searchSpaceSharing is based on Rel-15 capabilities searchSpaceSharingCA-UL and searchSpaceSharingCA-UL
· Between two scheduled CCs with linked PDCCH candidates: Support a new UE capability for searchSpaceSharing with PDCCH repetition
· Between a first CC with individual PDCCH candidates and a second CC with linked PDCCH candidates: searchSpaceSharing is not applicable.

Proposal 12: If two linked PDCCH candidates schedule a PDSCH with mapping Type A in a same slot, both linked PDCCH candidates are expected to be contained within the first three symbols of the slot.
Proposal 13: When CORESETPoolIndex value is configured for one or more CORESETs, two linked PDCCH candidates are not expected to be associated with different CORESETPoolIndex values.
Proposal 14: There is no need for restrictions with respect to CORESET(s) associated with two linked SS sets: Same CORESET as well as different CORESETs with same TCI state should be allowed.
· When same CORESET is used, monitoring occasions of the two linked SS sets should be non-overlapping in time.

For PUSCH enhancements, we propose:
Proposal 15: For NCB based mTRP PUSCH repetition, on the minimal gap between associated NZP-CSI-RS and aperiodic NCB SRS, there is no need to change Rel-15 framework to address the issue of simultaneous precoding calculations. Relevant details of Rel-17 UE capabilities for NCB based mTRP PUSCH to be discussed in UE feature session.
Proposal 16: Introduce a RRC parameter to enable/disable the new behaviour of transmitting AP/SP-CSI on two PUSCH repetitions with different beams. The new parameter can be per CSI-AperiodicTriggerState or CSI-SemiPersistentOnPUSCH-TriggerState.
1 References
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