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Introduction
In RAN1#105 and #106 meetings, the following agreements have been made for BWP configurations of  R17 RedCap UE:
Agreements:
· A RedCap UE cannot be configured with a non-initial (DL or UL) BWP (i.e., a BWP with a non-zero index) wider than the maximum bandwidth of the RedCap UE.
· At least for FR1, FG 6-1 (“Basic BWP operation with restriction” as described in TR 38.822) is used as a starting point for the mandatory RedCap UE type capability.
· This does not preclude support of FG 6-1a (“BWP operation without restriction on BW of BWP(s)” as described in TR 38.822) as a UE capability for RedCap UEs.

Agreements:
· Both during and after initial access, the scenario where the initial UL BWP for non-RedCap UEs is configured to be wider than the maximum RedCap UE bandwidth is allowed.

Agreements:
· During initial access, the bandwidth of the initial DL BWP for RedCap UEs is not expected to exceed the maximum RedCap UE bandwidth.
· RedCap UEs and non-RedCap UEs can share the same MIB-configured initial DL BWP (including the bandwidth and location).
· This does not preclude a SIB-configured initial DL BWP for non-RedCap UEs only with a wider bandwidth than the maximum RedCap UE bandwidth.
· This does not preclude separate or additional bandwidth and location for initial DL BWP for RedCap UEs
Agreements:
· [bookmark: _Hlk83648001]After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 1 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
· After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 2 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
Agreements:
· For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.
Agreements:
· In case a separate initial UL BWP is configured for RedCap UEs, it is supported that the network can enable/disable intra-slot PUCCH frequency hopping within the separate initial UL BWP in the PUCCH resource for HARQ feedback for Msg4/MsgB for RedCap UEs.
· Working assumption: The frequency hopping is enabled/disabled at least via SIB.
In this contribution, we continue to discuss BWP configuration/operation for R17 RedCap UE. UE complexity, spec impacts and resource fragmentation mitigation for non-RedCap UE are also addressed.
Supporting BW Reduction of RedCap UE in FR1
Initial BWP Configuration for RedCap UE
2.1.1 RedCap-Specific Initial BWP Configuration with Minor Spec Impacts 
In FR1, 20 MHz is the maximum BW supported by a RedCap UE during and after initial access [1]. When the SIB1-configured initial UL BWP of non-RedCap UE is wider than 20 MHz, a different initial UL BWP (no wider than 20 MHz) should be separately configured for RedCap UE during initial access. By configuration, NW should ensure the SSB index provided by ssb-PositionsInBurst in SIB1 or in ServingCellConfigCommon are mapped at least once to valid RO(s) of RedCap UE within a SSB-to-RO association period, wherein the SSB could be the cell-defining SSB (CD SSB) or non-cell-defining SSB (non-CD SSB).
Figure 1(a-b) illustrate the initial DL/UL BWP configuration for RedCap UE with minimum spec impacts and least complexity for initial access. Similar to non-RedCap UE, MIB-configured CORESET#0 serves as the initial DL BWP of RedCap UE during initial access. When the initial UL BWP of non-RedCap UE is wider than 20 MHz, a RedCap-specific initial UL BWP can be separately configured and mapped near the edge or center of the carrier BW.
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Figure 1: Initial Access of RedCap UE with MIB-Configured Initial DL BWP and SIB-Configured Initial UL BWP 
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Figure 2: Initial Access of RedCap UE with SIB-Configured Initial DL/UL BWP
[bookmark: _Hlk83673062]During initial access, initial DL BWP of RedCap UE can also be separately configured by SIB, as shown by Figure 2 (a-b). RedCap UE can use the SIB-configured, RedCap-specific initial DL BWP during and after initial access, which includes both CD-SSB and CORESET#0. Different from MIB-configured initial DL BWP of non-RedCap UE, the RedCap-specific initial DL BWP can be wider than that of CORESET#0.  
Observation 1:
· During initial access, an initial DL BWP no wider than 20 MHz can be configured by MIB or SIB for RedCap UE, which includes the CD-SSB and CORESET#0/CSS for RMSI/OSI/RA/paging.
· During initial access, an initial UL BWP no wider than 20 MHz can be configured by SIB for RedCap UE. SSB index provided by ssb-PositionsInBurst in SIB1 or in ServingCellConfigCommon are mapped at least once to the valid RO(s) of RedCap UE within a SSB-to-RO association period.
· During initial access of RedCap UE, PUCCH resource sets for HARQ-ACK of Msg4/MsgB can be provided by pucch-ResourceCommon in Table 9.2.1-1 of TS 38.213.  Intra-slot PUCCH frequency hopping can be enabled or disabled via SIB in the initial UL BWP of RedCap UE, before dedicated PUCCH resource is configured.
Observation 2:
· After initial access, Option 1 or Option 2 in Appendix B2 of TS 38.331 can be used to configure BWP#0 of RedCap UE.  
· When the MIB or SIB configured initial DL BWP of RedCap UE includes CD-SSB and CORESET#0, the DL BWP#0 configured by Option 2 is a RRC-configured BWP of RedCap UE supporting FG 6-1 (“Basic BWP operation with restriction” as described in TR 38.822).
· At least for FR1, FG 6-1 is supported by RedCap UE as a mandatory capability.
Observation 3:
· During and after initial access, RedCap and non-RedCap UEs can share the CD-SSB, CORESET#0 and CSS for RMSI/OSI/RA/paging.
· In TDD operation, the initial DL and UL BWP of RedCap UE are expected to be aligned at center frequency, which is consistent with the rule specified for non-RedCap UE in NR R15/16.
[bookmark: PROP1]Proposal 1: FG 6-1 is a mandatory capability for RedCap UE in FR1.
Proposal 2: FG 6-1a is an optional capability for RedCap UE in FR1.
Proposal 3: Before dedicated PUCCH resource is configured for RedCap UE:
· PUCCH resource for HARQ-ACK of Msg4/MsgB can be provided by pucch-ResourceCommon in Table 9.2.1-1 of TS 38.213. 
· Intra-slot PUCCH frequency hopping can be enabled or disabled via SIB in the initial UL BWP of RedCap UE.
2.1.2  RedCap-Specific Initial BWP Configuration with Large Spec Impacts 
Due to the limitations of some NW, the initial UL BWP of non-RedCap/legacy UE has to span the entire carrier BW, and the ROs configured for RedCap UE have to be mapped to the carrier edge, as shown in Figure 3. 
To accommodate the limitations of such NW, RAN1 discussed alternative options for BWP configurations. Unfortunately, such options incur larger spec impacts and higher UE complexity. Examples of the alternative options are shown in Figure 4 Figure 6(a) and Figure 6(b).
As a result of NW limitation, a RedCap-specific initial UL BWP needs to be aligned with the carrier edge to include the ROs. The RedCap-specific initial UL BWP cannot be aligned at center frequency with an initial DL BWP of RedCap UE containing CORESET#0 and CD-SSB.
In NR R15/16, center frequency alignment is mandatory for any DL/UL BWP pair of non-RedCap UE. Therefore, non-RedCap UE operating on TDD band needs single PLL only. Nevertheless, for RedCap UE with single PLL, supporting mis-aligned DL/UL BWP pair with different center frequencies is non-trivial, which requires extra switching time in both directions (D- to-UL switching, UL-to-DL switching), which is similar to Type-B HD-FDD of LTE.
Furthermore, channel reciprocity is a feature inherent to TDD operation of non-RedCap UE. By aligning the DL/UL BWP pair at the center frequency, channel reciprocity can be exploited by both UE and NW in TDD. For example, the UE can estimate UL channel based on DL RS, and NW can evaluate DL quality via SRS without requesting additional CSI measurement/reporting from UE. However, if the DL/UL BWP pair are mis-aligned or disjoint, channel reciprocity is lost. Since the initial BWP can be turned into a RRC-configured BWP for RedCap UE, the center frequency misalignment will reduce the DL/UL throughput in connected state. Therefore, center frequency misalignment not only leads to increased latency, but also larger RS overhead and lower spectral efficiency.
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Figure 3: NW Limitations in Initial UL BWP Configuration
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Figure 4: RedCap-specific DL/UL BWP Configuration with Different Center Frequencies 

The center frequency misalignment also impacts the co-existence of RedCap UE and non-RedCap UE. To illustrate, Figure 5 shows the DL/UL transmissions in 4-step RACH, wherein Tgap, Toffset, k2 and k1 considered for non-RedCap UE does not need to account for the RF retuning time associated with center frequency change. Therefore, if RedCap UE with single PLL shares RO with non-RedCap UE, RedCap UE may miss the RAR or msg4, and receive an invalid grant for msg3, due to the timeline differences incurred by RF retuning. To improve the scheduling efficiency and co-existence of different UE types, NW should allocate separate PRACH resources dedicated to RedCap UE, and schedule RedCap UE on DL/UL with sufficient guard time to accommodate the RF retuning time. To mitigate the negative impacts of misaligned center frequency, NW can configure a non-initial DL/UL BWP pair for RedCap UE, which are aligned at center frequency (as shown by Figure 4).
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Figure 5: RF Retuning of RedCap UE Impacts RACH Timeline and Co-existence of Different UE Types
[bookmark: _Hlk83686692]
Observation 4: To accommodate misaligned center frequency of DL/UL BWP in TDD, extra retuning time is required for RedCap UE with single PLL, which leads to increased latency, reduced spectral efficiency, and co-existence issues with non-RedCap UE.
Observation 5: When RedCap UE with single PLL is operating in FDD and switches between DL/UL (DL-to-UL and UL-to-DL), extra retuning time similar to BWP center frequency  in TDD is required, which leads to increased latency, reduced spectral efficiency, and co-existence issues with full-duplex capable non-RedCap UE. 
Observation 6:  With separate PRACH resource configuration, NW is able to differentiate RedCap and non-RedCap UEs with different timeline requirements, and guarantee sufficient RF retuning gap for RedCap UE without compromising the performance of non-RedCap UE.
Proposal 4: For single-PLL RedCap UE operating on TDD carrier wider than 20 MHz, if RedCap UE’s initial DL and UL BWPs are not aligned at center frequency, separate PRACH resources should be configured for RedCap UE within the RedCap-specific initial UL BWP. 
Proposal 5: Supporting initial DL/UL BWP pair with different center frequencies is specified as an optional capability for RedCap UE in TDD.
Proposal 6: When separate PRACH resources are configured for RedCap UEs operating in TDD or FDD, RedCap UEs with single PLL and dual PLLs can share the same PRACH resources within the RedCap-specific initial UL BWP.
As shown by Figure 1, Figure 2 and Figure 4, CORESET#0 is shared by UEs in different RRC states and/or with different capabilities (RedCap and non-RedCap). To enhance cell capacity and reduce congestion in CORESET#0, RAN1 discussed the options shown in Figure 6 (a-b), wherein a RedCap-specific initial DL BWP is separately configured and not overlap with CORESET#0. Moreover, a pair of non-initial DL/UL BWP is configured at the opposite carrier edge, which does not overlap with CORESET#0 either. 
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Figure 6: RedCap-specific DL/UL BWP Configuration Mandating Support for Unrestricted BWP (FG 6-1a)

Since the RedCap-specific initial BWP and non-initial BWP do not overlap with CORESET#0, both options necessitating the mandatory support for FG 6-1a, which is optional for non-RedCap UE. Besides, after decoding the SI in MIB-configured CORESET#0, an idle/inactive RedCap UE needs to switch to the RedCap-specific initial BWP to perform RACH procedure, which is common to both options in Figure 6(a) and 6(b). Therefore, both options increase spec impacts and complexity of RedCap UE, since BWP switching is not required by non-RedCap UE during initial access.
The main differences between Figure 6(a)  and Figure 6(b) lie in the configuration of RedCap-specific initial DL BWP, which lead to significant differences on the complexity/performance of RedCap UE. Specifically,
1. The RedCap-specific initial DL BWP in Figure 6(a) includes SSB and CSS for paging.
· The RedCap-specific initial DL BWP is the default DL BWP for RedCap UE in RRC connected state.
· When an RRC connected RedCap UE switches to RRC inactive or idle state, it can camp on the RedCap-specific initial DL BWP to receive paging information.
· In addition to RACH and paging, a RedCap UE can also camp on the RedCap-specific initial BWP for RA-SDT and CG-SDT. RedCap UE does not need to measure CD-SSB outside its initial DL BWP for loop management, AGC and L1/L3 measurements.
· BWP switching can be reduced due to the presence of non-CD SSB and CSS for paging.
· If there is a SI update for RedCap UE, the UE expects to get updated SI by dedicated RRC signaling (if configured with a UE-specific RNTI), or a short paging message. SI update specific to RedCap UEs are notified and retrieved on demand only within the RedCap-specific initial DL BWP.
· [bookmark: _Hlk83994935]NR R16/17 power saving mechanism based on WUS/PEI/SDT can be leveraged by RedCap UE operating in the RedCap-specific initial BWP.
· RO in the initial UL BWP of RedCap UE can be associated with the SSB transmitted in the initial DL BWP of RedCap UE, which is consistent with the rule of SSB-to-RO association specified in NR R15/16.
· The non-CD SSB in the RedCap-specific initial DL BWP is the QCL source of the CSS for RA/paging/SDT/WUS/PEI.
2. The RedCap-specific initial DL BWP in Figure 6(b) does not include SSB and CSS for paging.
· The MIB-configured CORESET#0 is the default DL BWP for RedCap UE in RRC connected state, unless configured otherwise by the NW.
· When an RRC connected RedCap UE switches to RRC inactive or idle state, it cannot camp on the RedCap-specific initial DL BWP for paging. The UE has to monitor paging CSS in CORESET#0.
· When performing RACH and SDT in the RedCap-specific initial DL/UL BWP, UE has to measure SSB outside its initial BWP.
· More frequent BWP switching is expected due to the absence of SSB and paging CSS.
· If there is a SI update specific to RedCap UEs, the idle/inactive RedCap UE operating in the RedCap-specific initial DL BWP does not expect to get updated SI by dedicated RRC signaling, or a short paging message.
· NR R16/17 power saving mechanism based on WUS/PEI/SDT is not feasible for RedCap UE operating in the RedCap-specific initial BWP, because it is problematic to use the CD-SSB outside the BWP as a QCL source for the CSS of WUS/PEI/SDT in the RedCap-specific DL BWP.
· In NR R15/16, RO cannot be configured within an initial UL BWP if SSB is not transmitted in the initial DL BWP. However, the RO of RedCap UE is configured within the RedCap-specific initial UL BWP, when there is no SSB in the RedCap-specific initial DL BWP. Furthermore, it is problematic to use the CD-SSB as a QCL source for the CSS of RA.

[bookmark: _Hlk83995353]Observation 7: 
· BWP configurations  in Figure 4 and Figure 6(b) have the same SSB overhead. 
· BWP configuration in Figure 6(a) has higher SSB overhead than those in Figure 4 and Figure 6(b).
Observation 8: 
· R16/17 power saving mechanism based on WUS/PEI/SDT can be leveraged by RedCap UE in Figure 4 and Figure 6(a).
· R16/17 power saving mechanism based on WUS/PEI/SDT is not feasible for RedCap UE in Figure 6(b).
[bookmark: _Hlk83942836]Observation 9: Initial BWP configuration in Figure 6(b) leads to more frequent BWP switching and higher UE complexity than options in Figure 4 and Figure 6(a).
Observation 10: RedCap RO configuration and RA CSS configuration in Figure 6(b) are not allowed in NR R15/16, when SSB is not transmitted in the initial DL BWP of RedCap UE.
Observation 11: If there is a SI update specific to RedCap UEs, initial BWP configuration in Figure 6(b) will fail for idle/inactive RedCap UE operating in the RedCap-specific initial DL BWP. Such failures can be avoided by the options in Figure 4 and Figure 6(a), which are configured with paging CSS and the QCL source for paging.
Observation 12: If a RedCap UE operates in a DL BWP without MIB-configured CORESET#0, UE’s complexity can be reduced if the DL BWP includes SSB and CORESET/CSS for paging.
Observation 13: If a RedCap UE operates in a DL BWP without MIB-configured CORESET#0, SI update specific to RedCap UE can be notified and retrieved on demand within the active DL BWP of RedCap UE, if the DL BWP of RedCap UE includes CORESET/CSS for paging.
Observation 14: If a RedCap UE operates in a DL BWP without CD-SSB but is configured with CORESET/CSS for paging/RA/SDT/PEI/WUS, non-CD SSB needs to be transmitted in the DL BWP as the QCL source of CORESET/CSS for paging/RA/SDT/PEI/WUS.  
Proposal 7: If a RedCap UE operates in a DL BWP without MIB-configured CORESET#0, switching gap needs to be specified when the RedCap UE switches from CORESET#0 to the DL BWP, or from the DL BWP to CORESET#0.
Proposal 8: RO for RedCap UE is configured in the initial UL BWP of RedCap UE, which is associated with the SSB transmitted in the initial DL BWP of RedCap UE.
Proposal 9: CORESET/CSS associated with SI/RA/paging/PEI/SDT/WUS is not configured in a RedCap-specific initial DL BWP without SSB.
Proposal 10: RO for RedCap UE is not configured in the initial UL BWP of RedCap UE, if SSB is not transmitted in the initial DL BWP of RedCap UE.

Similar to NR R15/16 non-RedCap UEs, RedCap UE can re-use the long (LRA=839) and short (LRA=139) PRACH preamble sequences. To ensure the ROs of RedCap UE can be associated with the best/appropriate SSB beams, gNB can configure dedicated PRACH resources for RedCap UE within its initial UL BWP. When the initial UL BWP of non-RedCap UE is wider than 20 MHz, the RRC parameters for RACH procedure of RedCap UE, such as msg1-FDM, msg1-FrequencyStart, ra-ResponseWindow, ssb-perRACH-OccasionAndCB-PreamblesPerSSB, and SSB-to-RO association pattern period can be separately configured when necessary. Therefore, we have the following proposals:

[bookmark: PR6][bookmark: PROP6]Proposal 11: RedCap UE re-uses the long and short PRACH preamble sequences introduced in NR R15.
· In FD-FDD or Type-A HD-FDD operation, RedCap UE re-use the PRACH configurations for FR1 on paired spectrum (Table 6.3.3.2-2, TS 38.211). 
· In TDD operation, RedCap UE re-use the PRACH configurations for FR1 on unpaired spectrum (Table 6.3.3.2-3, TS 38.211).

Non-Initial BWP Configuration for RedCap UE
After RRC connection is established, RedCap UE can switch to a non-initial BWP by re-using the BWP switching mechanism in NR R15/16. In the DL BWP (initial, non-initial, default) configured for RedCap UE, it is desirable for NW to schedule a SSB (on or off the NR sync raster) to reduce UE’s complexity in L1/L3 measurements, tracking loop management, AGC setting and other procedures in the serving cell. · For non-RedCap UE, the BW of initial UL BWP can be wider than 20 MHz, which is beyond the BW capability of RedCap UE during initial access
· When intra-slot frequency hopping is enabled for msg3, and the frequency span of two hops is wider than 20 MHz:
· RedCap UE requires  for retuning
· Non-RedCap UE does not require a retuning gap 
· Without early RedCap indication by PRACH, gNB does not know the presence of RedCap UE and cannot identify the origin of msg3
· When gNB attempts to decode msg3 from a RedCap UE and interprets  as part of the 2nd hop of a non-RedCap UE, channel estimation is messed up and msg3 decoding fails
· gNB cannot decode msg3 of RedCap UE
· RedCap UE cannot access the network

In TDD bands, a DL BWP of RedCap UE with index provided by BWP-Id is linked with a UL BWP of the RedCap UE with the same BWP-Id. Besides, a RedCap UE does not expect to receive a configuration where the center frequency for a DL BWP is different than the center frequency for an UL BWP with the same BWP-Id.
Similar to a non-RedCap UE, a RedCap UE can be configured by higher layers a set of at most four BWPs for receptions by the UE (DL BWP set) in a DL bandwidth by RRC parameters BWP-Downlink-RedCap or initialDownlinkBWP-RedCap by BWP-DownlinkCommon-RedCap and BWP-DownlinkDedicated-RedCap, and a set of at most four BWPs for transmissions by the UE (UL BWP set) in an UL bandwidth by RRC parameters BWP-Uplink-RedCap or initialUplinkBWP-RedCap configured by BWP-UplinkCommon-RedCap and BWP-UplinkDedicated-RedCap. 
Out of the considerations for power saving, interference management and traffic offloading, the BWP switching procedures specified for non-RedCap UE should be supported by RedCap UE. Since the use cases of RedCap UE are not latency-sensitive, the Type-2 timeline of DCI based BWP switching (shown in Table 1) should be adopted as a baseline. DL (or UL) BWP with different starting PRB positions should be configured with different BWP-Id. By default, a RedCap UE shall support the intra-slot frequency hopping and inter-slot frequency hopping within its initial or non-initial UL BWP.
BWP switching can occur within or beyond the max BW of RedCap UE. Switching between BWPs with different starting PRB and same BW resembles sub-band based frequency hopping, but the guard time required for BWP switching is much longer than that required for intra-BWP frequency hopping.  It is not necessary for RedCap UE to support a BWP switching timeline faster than Type-1, since it is beyond the capabilities of non-RedCap UE and the latency of RRC re-configuration is more than the guard period required by RF re-tuning. Furthermore, frequent RF/BWP switching can compromise the performance of both NW and UE. On UE side, it increases power consumption, complexity of link maintenance, signaling overhead for measurements/reporting. On NW side, it worsens resource fragmentation and imposes more challenges for interference management.  
Table 1: Type 1 and Type 2 BWP Switching Timeline Based on DCI
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To illustrate the diversity gain achievable by frequency hopping within 100 MHz channel BW, Figure 6 shows two scenarios with different BW configurations. To decouple the coding gain from HARQ/IR combining, RV0 is applied to the two repetitions with and without frequency hopping. The example on the left is a RedCap UE with ~1 MHz BW (6 RBs, 15 kHz SCS)  hopping on 20 MHz channel BW, and the right one is a RedCap UE with ~20 MHz BW (48 RBs, 30 kHz SCS) hopping on 100 MHz channel BW. Three different MCS are evaluated. For two adjacent hops, the frequency offset between the starting PRBs is twice the UE BW. 

[image: ]
Figure 7: Gain of Frequency Hopping Under Two Scenarios. Left: 1 MHz/hop over 20 MHz Channel BW. Right: 20 MHz/hop over 100 MHz Channel BW.
[bookmark: OB4]Compared with the baseline of 2 repetitions without frequency hopping, frequency hopping provides ~2 dB gain for the 1 MHz  BW at 10% BLER, whereas the gain for 20 MHz BW is marginal. This is because in a TDL-C channel with 300ns delay spread, 20 MHz BW is sufficient to glean the gain in frequency diversity. A similar observation holds for frequency hopping of PUSCH on a wider channel BW.
[bookmark: OB40][bookmark: OBS6][bookmark: OB5][bookmark: _Hlk79149841]Observation 15: 
· For DL or UL coverage recovery of RedCap UE, the gain of frequency hopping diminishes as the BW per hop increases. 
· [bookmark: _Hlk68609105][bookmark: OB6][bookmark: OBS7]To improve the SINR of RedCap UE, HARQ combining (based on IR or chase combining) and repetitions with RV cycling can provide more significant gains and less overhead (RS for demodulation and CSI measurements, retuning gap, etc.) than frequency hopping.
Observation 16: 
· DL (or UL) BWPs with different starting PRB should be configured with different BWP-Id by higher layer. 
· A RedCap UE is not expected to support more than 4 RRC configured DL/UL BWPs on the serving cell. 
[bookmark: OB7][bookmark: OBS8]Observation 17:  Fast and frequent BWP/RF switching degrades the energy/spectral efficiency of UE and NW.
Proposal 12: 
· RedCap UE should support inter-slot or intra-slot frequency hopping within its initial or active UL BWP.
· Cross-carrier BWP switching is not supported.
[bookmark: PR10][bookmark: PROP9]Proposal 13: 
· RedCap UE should re-use the BWP switching mechanism of non-RedCap UE. 
· For DCI and timer based BWP switching, RedCap UE should support Type-2 switching delay capability as a baseline. 
Proposal 14: 
· For RedCap UE, a DL BWP from the set of configured DL BWPs with index provided by BWP-Id is linked with an UL BWP from the set of configured UL BWPs with index provided by BWP-Id when the DL BWP index and the UL BWP index are same. 
· A DL BWP is not linked with more than one UL BWPs with the same BWP-id. A UL BWP is not linked with more than one DL BWPs with the same BWP-id.
[bookmark: PR11][bookmark: PROP10]Proposal 15: RedCap UE should not support BWP switching/hopping/retuning faster than Type-1 switching delay for DCI and timer based switching.
Proposal 16: For a RedCap UE with baseline capability, SSB is transmitted in the active DL BWP of RedCap UE. 
Proposal 17: When operating on non-initial BWP in TDD, a RedCap UE does not expect to receive a configuration with different center frequencies for DL and UL BWPs with the same BWP Id.

DL RS Configuration for Measurements
Similar to non-RedCap UE of NR R15/16, RedCap UE needs to measure SSB or TRS for synchronization. To support cell level mobility, RedCap UE needs to measure SSB of the serving cell and neighbour cells. In serving cell of RedCap UE, if the DL RS for link maintenance or measurements are not configured in the active DL BWP, NW needs to configure periodic measurement gaps for RedCap UE via RRC signalling. When the measurement gap starts, RedCap UE suspends the reception of DL control/data in the active BWP, and switches to another BWP configured with DL RS, as shown by the example in Figure 8.
According to TS 38.214, a non-RedCap UE in RRC connected state is expected to receive the UE specific configuration of a NZP-CSI-RS-ResourceSet configured with higher layer parameter trs-Info. For RedCap UE operating in a RRC-configured DL BWP without SSB, periodic TRS should be configured in the RedCap-specific DL BWP. To mitigate the load imbalance, spectral efficiency degradation and higher UE complexity resulted from measurement gaps, other DL RS for link maintenance and measurements should be configured in the active DL BWP without SSB, if RedCap UE supports FG 6-1a as an optional feature. 
Observation 18:  
· If neither SSB nor TRS/CSI-RS is transmitted in the RRC-configured DL BWP (for RedCap or non-RedCap UE), UE has to switch to the initial DL BWP of the serving cell for link maintenance and L1/L3 measurements.
· When there is a large number of UE simultaneously switching to the initial DL BWP (e.g. minimum periodicity of measurements = periodicity of SSB), load imbalance and spectral efficiency loss are expected in the serving cell. 
· To mitigate load imbalance and spectral efficiency loss, at least periodic TRS/CSI-RS needs to be transmitted in the RRC-configured DL BWP without SSB.

[image: ]
Figure 8: Load Imbalance Issue in Active DL BWP without SSB and Periodic TRS

Proposal 18: For link maintenance in an RRC-configured BWP, RedCap UE expects to receive periodic DL RS resource(s) for RLM, L1-RSRP, BFD/BFR and  time/frequency tracking, wherein the DL RS configurations are explicitly signalled to RedCap UE. 
Proposal 19: If a RedCap UE operates in an RRC-configured DL BWP without SSB, it expects to receive periodic TRS/CSI-RS in the SSB-less BWP.

Proposal 20: If a RedCap UE supports FG 6-1a and operates in an active DL BWP without SSB, it can request L3 gap via intra-FreqNeedForGap.

[bookmark: OBS5][bookmark: PR9][bookmark: PROP8][bookmark: _Hlk83998790]Proposal 21: If RedCap UE supports FG 6-1a  and operates in a RRC-configured DL BWP without SSB, it expects to receive:
· periodic TRS for time/frequency tracking
· dedicated RRC signalling for SI update 
· [bookmark: PR12][bookmark: PROP11]dedicated BFR-CSIRS-RACH resource,  if BFR-CSI-RS is configured in the active BWP

Proposal 22: If RedCap UE supports FG 6-1a  and operates in an active DL BWP with SSB but without CORESET#0 (or CSS for RMSI/OSI), it expects to receive:
· periodic TRS for time/frequency tracking
· CORESET/CSS for paging, or dedicated RRC signalling for SI update if paging CSS is not configured
· dedicated BFR-CSIRS-RACH resource,  if BFR-CSI-RS is configured in the active BWP


Mitigation of Resource Fragmentation 
When the initial UL BWP of non-RedCap UE is wider than the max UE BW of RedCap UE, the initial UL BWP of RedCap UE is separately configured, as shown by Figure 9. For initial access of non-RedCap UE, default PUCCH resource sets are used and frequency hopping for PUCCH is enabled (if not provided useInterlacePUCCH-PUSCH in BWP-UplinkCommon). A few companies expressed concerns for potential resource fragmentation of non-RedCap UE, if PUCCH frequency hopping is enabled for RedCap UE. To mitigate this issue, they proposed to disable PUCCH frequency hopping for RedCap UE during and after initial access, as shown by Figure 9. 

[image: ]
Figure 9: PUCCH Hopping Disabled in Initial/Active UL BWP of RedCap UE

Nevertheless, UL resource fragmentation is a pre-existing issue for R15/16 non-RedCap UEs, if NW supports BWPs of different BW. To support features and use cases introduced in NR R16/17 (e.g. 2-step RACH, power saving, RedCap UE, coverage enhancement and SDT), it is desirable for NW to adopt a scalable and forward-compatible configuration for BWP and frequency hopping. Besides, configuring additional PRACH resources to facilitate early differentiation of UE types/capabilities are beneficial to optimize NW’s resource utilization efficiency, energy efficiency and interference management, without compromising UE’s link budget, power and complexity. 
[bookmark: _Hlk83852027][bookmark: _Hlk79149950]Observation 19: 
· UL resource fragmentation is a pre-existing issue for R15/16 non-RedCap UEs. 
· To support features and use cases introduced in NR R16/17 (e.g. 2-step RACH, PEI, RedCap UE, coverage enhancement and SDT), it is desirable for NW to adopt a scalable and forward-compatible solution based on early indication of UE types/capabilities.

Supporting BW Reduction of RedCap UE in FR2
In RAN#90e meeting, a Rel-17 work item for support of reduced capability NR devices was approved and the WID was updated in RAN#93e [1]. As part of the work item, it is agreed to specify support for the following for FR2 BW reduction:
· Reduced maximum UE bandwidth:
· Maximum bandwidth of an FR2 RedCap UE during and after initial access is 100 MHz
In this section, based on the WID, we present our views on the FR2 reduced maximum UE bandwidth
Partial CORESET0 Handling
In RAN1#105 meeting, the following working assumption was agreed:
Working assumption: At least for TDD, an initial DL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth) can be optionally configured/defined separately from the initial DL BWP for non-RedCap UEs at least after initial access
· …
· FFS: whether a separately configured initial DL BWP for RedCap UEs needs to contain the entire CORESET #0, and, if not, the Redcap UE behaviour for CORESET #0 monitoring
· …
Figure 11 shows the Rel 15/16 FR2 SSB/CORESET0 multiplexing patterns. 
As can be seen, some configurations are either larger than 66 RBs (the maximum # RBs for 100 MHz BW UE), or larger than 100 MHz. In both cases, the RedCap UE cannot support these as they are, and some solutions need to be defined for these cases.
To illustrate this, the left figure of Figure 12, shows an example for SSB+CORESET0 SCS = 240+120 kHz, config index 7 (48 RBs/1 symbol), where the PDCCH candidate mapping is shown for AL = 4, num of PDCCH candidates = 2, interleaved CCE-to-REG mapping. For this example, the UE will not receive half of the CCEs (CCEs 1,3,5,7 in the example) since they lie outside the UE BW, which reduces the performance by 3 dB (effectively reducing the AL by half, from 4 to 2 in the example).
[image: ]
[bookmark: _Ref79048239]Figure 10: Rel15/16 FR2 SSB/CORESET0 Multiplexing Patterns
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[bookmark: _Ref79048302]Figure 11: Example of Configuration Exceeding RedCap UE max BW
For CORESET0, the following configurations are allowed:
· REG bundle = 6​
· AL = 4, 8, 16​
· CCE-to-REG mapping is interleaved​
· Max number of PDCCH candidates = 4, 2, 1 for AL = 4, 8, 16
Multiple solutions can be considered to resolve this issue.
In case part of the configured CORESET0 falls outside the UE DL BWP or outside the UE maximum BW, the UE may apply one or more of the following options to handle the CCEs that lie outside the UE’s DL BWP or UE’s maximum BW:​
· Option A: the NW does not configure such case
· Option B: the UE would not receive those CCEs​ (left figure in Figure 12)
· Some performance reduction is expected since the effective AL is reduced​
· Option C: the UE would recalculate the CCE-to-REG mapping based on the number of RBs/CCEs available in the UE BWP or BW​ (right figure in Figure 12)
· Option D: the UE would assume different CCE-to-REG mapping type​ (right figure in Figure 12)
· Interleaving vs non-interleaving​
· Option E: after reading the SSB, the UE hops in frequency to cover the complete CORESET0​

Some trade-off between PDCCH capacity and performance to consider:
· For the non-interleaving case and/or the recalculation based on reduced Num RB​
· Less number of PDCCH candidates (1 in the example), hence less PDCCH capacity​
· AL will not be affected (AL = 4 in the example), hence performance will be preserved​
· For the interleaving case:
· Same number of PDCCH candidates (2 in the example), hence the same PDCCH capacity​
· AL will be affected (AL = 2 in the example), hence performance will be reduced​

[bookmark: FR2_p1]Proposal 23: For FR2, consider solutions to handle the case where CORESET0 is partially included in the UE BW
1 Partial RO Handling
Rel-15/16 allows for up to 8 ROs to be FDMed. For SCS = 120 kHz, the BW for an RO = 17.28 MHz. For 8 FDMed ROs, the BW would be 8 x 17.28 = 138.24 MHz which is larger than the max UE BW (=100 MHz). If the gNB configures all 8, some ROs will be outside the maximum BW for a RedCap UE.
In RAN1#106-e meeting, the following agreement was made:
For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.
However, what if, due to beam SSB-to-RO association, only a subset of the ROs that fall in the RedCap BW can be used by the RedCap UE. E.g., say ROs 0-7 are configured for the non-RedCap UE in FD. The RedCap UE BWP covers ROs 2-5, but only ROs 3 and 4 are useable for the RedCap UE, in this case, there needs to be some additional RedCap specific signaling to indicate that. 
Hence, we propose that gNB can optionally configure a RedCap UE in RMSI (e.g., SIB1) or in dedicated RRC message with:
· An offset for the start of the RACH Occasions (ROs)
· The number of consecutive ROs or RBs it can use for the ROs
[bookmark: FR2_p2]Proposal 24: For FR2, consider signaling an offset for the start and number of consecutive ROs that the RedCap UE can use in its separate initial UL BWP
Transitioning to a Narrow Active BWP (NBWP)
The WID defines the following data rates:
· Industrial Wireless Sensors: < 2 Mbps (UL heavy)
· Video Surveillance: UL dominated (Economic: 2 – 4 Mbps, High End: 7.5 - 25 Mbps)
· Wearables: Reference DL/UL = 5-50/2-5 Mbps, peak DL/UL = 150/50 Mbps
Table 2 shows the maximum data rates that can be achieved for different BWs for 1 MIMO layer.
[bookmark: _Ref61358012][bookmark: _Ref61358006]Table 2: Peak Data Rates (Mbps) for SCS 120 kHz (1 Layer) Based on TDD DL:UL = 3:1
	BW (MHz)
	DL 64QAM
	UL 64QAM

	25
	78
	29

	50
	156
	57

	100
	317
	116


From the table, it can be noted that the data rates required for RedCap use cases may be achieved with smaller BW than the maximum UE BW of 100 MHz. For some use cases, it can be achieved with a BW much less than 100 MHz (e.g., 25 RB).
[bookmark: FR2_o1]Observation 20: For FR2, the required data rates for RedCap use cases can be achieved with BW less than 100 MHz 
Hence, a UE BW of 100 MHz may not be needed after initial cell search. To reduce the UE BW and thus save power, the UE may switch into a narrower BW active BWP (NBWP).
Due to the possibly large number of RedCap UEs, they may need to be distributed among several NBWPs (i.e., a carrier BW includes multiple NBWPs). To reduce signaling, the network may choose to allow the UEs to implicitly transition into a NBWP after initial access. This can be done by having the UE select a NBWP from a pool of NBWPs (e.g., with equal probability). Another approach is to have UEs select the NBWP based on some hashing function based on a UE ID. This may result in some uniform distribution of the UEs among the NBWPs and hence reduce the overloading and be more resource efficient.
Another aspect to consider is that a UE, based on its measurements (e.g., for interference) or capability may prefer a certain NBWP where the interference is low. Hence it may be desirable to have the option for the UE to initiate/request a preferred NBWP and/or BW.
The initial transition of a UE to one of the NBWPs can be:
· Network initiated/controlled
· This is already existing in NR R15/16
· Implicit
· Based on a random selection or some UE ID hashing function
· UE initialed/requested
· UE may send a preferred max UE BW (≤ 100 MHz) to be used after initial access
· UE may send a preferred BWP to be used after initial access 
[bookmark: pr_8][bookmark: FR2_p3]Proposal 25: For FR2, to save UE power and complexity, consider switching the UE to a narrow active BWP (NBWP) after initial access is complete. The switching may be:
· Network initiated/controlled (similar to existing NR)
· Implicit (e.g., based on a random selection or some UE ID hashing function)
· UE initiated/requested
Virtual NBWP Hopping
There are however certain aspects that need to be considered due to the BW reduction of the active BWP.
· Reduce narrowband interference effects
· Get frequency diversity gains
· Optimize operation due to the reduced BW
For a narrow BW UE, to achieve frequency diversity gains, frequency hopping is one of the methods that can be used. However, in FR2, due to beamforming at both gNB and UE, in addition to smaller cells, the delay spread is smaller compared to FR1. This leads to a larger coherence BW and hence less gain using frequency hopping (if the hopping was within a limited frequency range). For FR2, to get the frequency diversity hopping gains, the UE may need to hop across a larger system frequency range (across larger system BW). For example, in case the network supports larger operation bandwidth, e.g., using CA, the UE which only supports up to 100 MHz and single CC may hop in frequency over larger frequency span which may include multiple CCs from gNB point of view.
In addition, for positioning, a design may be considered where the UE uses multiple frequency resources in TDM fashion, to achieve a higher BW capability (e.g., stitch 8x100 MHz to get 800 MHz) thus obtaining a higher positioning accuracy. 
Hopping within a limited system BW, however, may still be beneficial to mitigate persistent interference because narrow BW operation may be more prone to such interference (affecting a large portion of the active BWP). This is even more exemplified for stationary devices where the interference is not randomized by the UE movements and may be persisting. It may be beneficial to have some sort of NBWP hopping mechanism, where we consider a “virtual” NBWP that is hopping in the frequency domain (Figure 13), where:
· Resources within the “virtual” BWP are relative to a reference point within the BWP hop that does not change
· The procedures (HARQ, timers, grants, etc.) are transparent to frequency hopping
This simplifies the scheduler and the specification development by having a transparent hopping mechanism.
To illustrate the gains of the NBWP hopping, link and system level evaluations were considered.
[image: ]
[bookmark: _Ref71029782]Figure 12: “Virtual” BWP Hopping for RedCap UEs
UL Link-level Simulations
The following assumptions were used for the UL LLS:
	Parameter
	Value

	Physical Channel
	PUSCH

	SCS
	120 kHz

	Channel (Delay Spread)
	TDL-A (30 ns) / CDL-A (30 ns) / CDL-B (50 ns)

	Carrier frequency
	28 GHz

	Number of RBs (BW)
	14 (20.16 MHz) and 34 (48.96 MHz)

	Hopping
	Inter-slot

	HARQ RV
	0213 (re-tx on different hops)

	Num Antenna
	1 Tx /2 Rx

	Num Layers
	1

	100 MHz Hop RB Start
	20 MHz Allocation: 1, 33, 17, 49 (1st hop distance = 47.52 MHz)
50 MHz Allocation: 1, 17, 8, 32 (1st hop distance = 24.48 MHz)

	200 MHz Hop RB Start
	1, 65, 33, 97 (1st hop distance = 93.6 MHz)

	400 MHz Hop RB Start
	1, 129, 65, 193 (1st hop distance = 185.76 MHz)



We have considered 2 allocation BWs (20 MHz and 50 MHz). We have considered the 50 MHz allocation to align with the TS 38.101 requirement of the minimum UE BW support for FR2. However, a UE may be allocated smaller BWs and can choose to reduce its BW to further reduce power. For example, a CORESET0 can be as small as 24 RBs (34.6 MHz) and a UE may choose to use that BW for its BB/RF if allocation does not require any more BW.
Table 3 shows the UL SNR gains that can be achieved from hopping over different BWs (100, 200, 400 MHz) using 1 Tx and 2 Rx. Figure 14 to Figure 19 show the corresponding BLER curves.
The following observations can be made from the results:
[bookmark: FR2_o2]Observation 21: For FR2:
· UL hopping across 100 MHz can yield SNR link level PUSCH gains of few dBs (up to 3.5 dB) 
· Hopping for 50 MHz allocation also yields gains (up to 3 dB)
· Some channels (e.g., CDL-A) has larger coherence BW and needs larger BW hop (e.g., 200 MHz) to achieve more gains
· Hopping across larger BW (e.g., 200 MHz or 400 MHz) has an additional ~ 1-2 dB gain
· The main difference between the CDL and TDL gains is due to beamforming used for CDL channels
· The gain difference between hopping over 200 MHz and 400 MHz is small
[bookmark: _Ref68096562][bookmark: _Ref68096546]Table 3: PUSCH SNR Gains for Hopping over Different BWs
	
	
	
	SNR Gain (dB) @ 1% BLER
	SNR Gain (dB) @ 10% BLER

	Allocation
	Channel
	MCS
	100 MHz (wrt no Hop)
	200 MHz
(wrt no Hop)
	400 MHz
(wrt no Hop)
	400 MHz
(wrt 100 MHz)
	400 MHz
(wrt 200 MHz)
	100 MHz (wrt no Hop)
	200 MHz
(wrt no Hop)
	400 MHz
(wrt no Hop)
	400 MHz
(wrt 100 MHz)
	400 MHz
(wrt 200 MHz)

	20 MHz
	CDL-A
	0
	2.0
	3.2
	3.4
	1.4
	0.1
	0.4
	1.3
	1.4
	1.0
	0.1

	
	
	9
	2.1
	3.4
	3.6
	1.5
	0.2
	0.1
	0.9
	1.1
	1.0
	0.2

	
	CDL-B
	0
	3.5
	4.1
	3.5
	0.0
	-0.6
	1.6
	2.0
	1.7
	0.1
	-0.3

	
	
	9
	3.4
	3.6
	3.1
	-0.2
	-0.5
	1.4
	1.7
	1.4
	0.0
	-0.2

	
	TDL-A
	0
	1.8
	2.4
	2.8
	1.0
	0.4
	0.9
	1.5
	1.7
	0.7
	0.2

	
	
	9
	1.6
	2.3
	2.3
	0.7
	0.0
	0.8
	1.1
	1.4
	0.6
	0.3

	50 MHz
	CDL-A
	0
	1.0
	2.8
	3.0
	2.0
	0.2
	0.2
	1.3
	1.4
	1.3
	0.1

	
	
	9
	0.8
	2.7
	2.9
	2.1
	0.2
	0.2
	1.2
	1.4
	1.2
	0.2

	
	CDL-B
	0
	0.8
	2.1
	1.8
	1.1
	-0.3
	0.4
	1.2
	1.2
	0.7
	-0.1

	
	
	9
	0.5
	1.6
	1.4
	0.9
	-0.2
	0.3
	1.0
	0.9
	0.6
	-0.1

	
	TDL-A
	0
	0.5
	1.4
	1.9
	1.5
	0.5
	0.5
	1.1
	1.3
	0.9
	0.2

	
	
	9
	NA
	1.3
	1.7
	NA
	0.3
	0.2
	0.5
	0.9
	0.8
	0.4
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[bookmark: _Ref68096961]Figure 13: Hopping for CDL-A, 20 MHz Allocation
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Figure 14: Hopping for CDL-A, 50 MHz Allocation
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Figure 15: Hopping for CDL-B, 20 MHz Allocation
	[image: ]
Figure 16: Hopping for CDL-B, 50 MHz Allocation
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Figure 17: Hopping for TDL-A, 20 MHz Allocation
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[bookmark: _Ref71033389]Figure 18: Hopping for TDL-A, 50 MHz Allocation



DL Link-level Simulations
The following assumptions were used for the DL LLS:
	Parameter
	Value

	Physical Channel
	PDSCH

	SCS
	120 kHz

	Channel
	TDL-A / CDL-A

	Carrier frequency
	28 GHz

	Number of RBs (BW)
	14 (20.16 MHz)

	Desired delay spread
	30 ns

	Hopping
	Inter-slot

	HARQ RV
	0213 (re-tx on different hops)

	Num Layers/Rx Antenna
	1

	100 MHz Hop RB Start
	1, 33, 17, 49 (1st hop distance = 47.52 MHz)

	200 MHz Hop RB Start
	1, 65, 33, 97 (1st hop distance = 93.6 MHz)

	400 MHz Hop RB Start
	1, 129, 65, 193 (1st hop distance = 185.76 MHz)

	Antenna configuration for CDL channel model (indoor scenario of Rel-17 CE WI)

	BS antenna 
	(Mg,Ng,M,N,P) = (1,1,8,8,2) with (0.5 dv, 0.5 dH)

	UE antenna 
	(Mg,Ng,M,N,P) = (1,1,2,2,2) with (0.5 dv, 0.5 dH)
* Only a single polarization is used for 1 Rx



Table 4 shows the DL SNR gains that can be achieved from hopping of a 20 MHz allocation over different BWs (100, 200, 400 MHz) using 2 Tx and 1 or 2 Rx. Figure 20 to Figure 27 show the corresponding BLER curves.
The following observations can be made from the results:
[bookmark: FR2_o3]Observation 22: For FR2:
· Hopping across over 100 MHz can yield SNR link level PDSCH performance gains of few dBs (1-5 dB) 
· Hopping across larger BW (e.g., 200 MHz or 400 MHz) has an additional ~ 1-2 dB gain
· The main difference between the CDL and TDL gains is due to beamforming used for CDL channels
· The gain difference between hopping over 200 MHz and 400 MHz is small
[bookmark: _Ref71037040]Table 4: PDSCH SNR Gains for Hopping over Different BWs
	
	
	
	SNR Gain (dB) @ 1% BLER
	SNR Gain (dB) @ 10% BLER

	Channel
	Num Rx
	MCS
	100 MHz (wrt no Hop)
	200 MHz
(wrt no Hop)
	400 MHz
(wrt no Hop)
	400 MHz
(wrt 100 MHz)
	400 MHz
(wrt 200 MHz)
	100 MHz (wrt no Hop)
	200 MHz
(wrt no Hop)
	400 MHz
(wrt no Hop)
	400 MHz
(wrt 100 MHz)
	400 MHz
(wrt 200 MHz)

	TDL-A
	1
	0
	3.1
	3.5
	4.1
	1.1
	0.6
	1.6
	2.1
	2.4
	0.8
	0.3

	
	
	9
	2.7
	3.7
	3.9
	1.2
	0.3
	1.4
	1.8
	2.4
	1.0
	0.6

	
	2
	0
	1.6
	2.4
	2.6
	0.9
	0.2
	0.9
	1.4
	NA
	NA
	NA

	
	
	9
	1.5
	2.1
	2.3
	0.8
	0.2
	0.7
	1.2
	1.3
	0.6
	0.1

	CDL-A
	1
	0
	5.0
	6.8
	6.9
	1.9
	0.1
	1.6
	2.8
	2.9
	1.3
	0.1

	
	
	9
	NA
	NA
	NA
	2.0
	-0.1
	1.5
	2.8
	2.6
	1.2
	-0.2

	
	2
	0
	2.3
	3.8
	3.6
	1.3
	-0.2
	1.1
	2.0
	2.0
	0.9
	0.0

	
	
	9
	2.1
	3.4
	3.4
	1.4
	0.0
	0.9
	1.6
	1.6
	0.8
	0.0
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[bookmark: _Ref71037011]Figure 19: Hopping for TDL-A, 1Rx, MCS0
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Figure 20: Hopping for CDL-A, 1Rx, MCS0

	[image: ]
Figure 21: Hopping for TDL-A, 1Rx, MCS9
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Figure 22: Hopping for CDL-A, 1Rx, MCS9
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Figure 23: Hopping for TDL-A, 2Rx, MCS0
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Figure 24: Hopping for CDL-A, 2Rx, MCS0
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Figure 25: Hopping for TDL-A, 2Rx, MCS9
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[bookmark: _Ref68096965]Figure 26: Hopping for CDL-A, 2Rx, MCS9



UL System-level Simulations
The following assumptions were used for the UL SLS:
	Parameters
	Value

	Deployment
	Indoor hotspot (8, 24 UEs/cell), UMi (10, 20 UEs/cell)

	Beam Management
	Disabled

	Antenna array
	Indoor hotspot (128), UMi (256)

	Allocation BW
	20 MHz

	Hopping
	Hop over 4 sub-bands
(25/100 MHz apart for 100/400 MHz hopping)

	Antenna array
	Indoor hotspot (32/128), UMi (64/256)

	EIRP = Tx Power + Antenna gain + Array gain
	60 dBm = 28 dBm (TxP) + 8 dBi (ant gain) + 24 dB (array gain = 10*log10(256))

	Carrier frequency
	28 GHz

	UE Tx Power
	14 dBm

	Polarization
	2

	MIMO
	SU-MIMO only (max Rank = 2)

	Traffic
	Video surveillance (480p@30fps = 2.5Mbps)

	Frame structure
	DDDSU

	Direction
	UL

	Max Modulation
	64QAM



Figure 28 and Figure 29 shown the SINR and mean UPT distributions for different deployments and number of UEs.
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[bookmark: _Ref68098078]Figure 27: SLS SINR Distributions
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[bookmark: _Ref68098081]Figure 28: SLS UPT Mean Distributions


The following observations can be made from the results:
[bookmark: FR2_o4]Observation 23: For FR2:
· BWP hopping can yield overall SINR and mean UPT gains
· Hopping across larger BW (e.g., 400 MHz) may be needed to get SINR gains for some small delay spread cases (e.g., UMi)
[bookmark: FR2_p4]Proposal 26: For FR2, consider introducing “virtual” BWP hopping to achieve frequency diversity gains and reduce the NB interference effects
· Resources within the “virtual” BWP are relative to a reference point within the BWP hop that does not change
· The procedures (HARQ, timers, grants, etc.) are transparent to frequency hopping
· Consider supporting hopping across larger BW (e.g., > 100 MHz) to achieve frequency diversity gains for low delay spread deployments
Reducing the Effect of BWP Switching
UE hopping across frequency (e.g., using NBWP hopping) may lead to utilization issues in time due to the switching gaps defined in TS 38.133 (based on UE capability). RedCap is a delay tolerant system and some delays may be acceptable. However, it may be desirable to consider techniques to reduce the effect of the hopping switching gaps on messages within the gap. Some example methods to consider:
· Network implementation:
· Other UEs may be scheduled during the gap, thus not affecting the overall system capacity

· Simplified BWP switching: Define simplified BWP switching by preconfiguring the switching/hopping and by using similar “virtual” BWP hop parameters
· For DCI-based BWP switching, the switching time/gap is mainly due to UE DCI processing time, modem L1 processing time (loops re-initializations and settling, etc...), and RF retuning time. 
· Reduce the UE complexity by reducing the need for UE DCI and modem L1 processing. This can be achieved by pre-configuring the switches and using the same parameters


· BWP grouping:
· A BWP group may contain some specific BWPs that when switching among them, the UE may be able to do faster RF retuning as compared to others​ (this can be based on UE capability)
· For example, typically, a UE may be able to switch faster if the source and target BWP frequencies are close

· Variable BWP hop time (extension):
· In case a transmission falls into a BWP switching gap, the previous BWP (before the switch) is extended to cover that transmission
[image: ]
· BWP hop skipping/modification:
· UE may skip or modify BWP hops based on certain conditions that are either signaled to the UE (using RRC/MAC-CE/DCI) or specified. E.g.: no periodic/dynamic signals/messages scheduled in these hops
[bookmark: FR2_p5]Proposal 27: For FR2, consider ways to reduce the impact of the BWP switching delays, examples include:
· Simplified BWP switching
· By preconfiguring the switching/hops and by using similar BWP hop parameters
· Consider RAN4’s input on this
· BWP grouping
· Intra-BWP group switching times is smaller than inter-BWP group switching times
· Consider RAN4’s input on this
· Variable BWP hop time (extension)
· BWP hop skipping/modification


Conclusions
BW Reduction in FR1
In this contribution, we have shared our views on the BW reduction for R17 RedCap devices. To summarize, we have the following observations and proposals for FR1:
Observation 1:
· During initial access, an initial DL BWP no wider than 20 MHz can be configured by MIB or SIB for RedCap UE, which includes the CD-SSB and CORESET#0/CSS for RMSI/OSI/RA/paging.
· During initial access, an initial UL BWP no wider than 20 MHz can be configured by SIB for RedCap UE. SSB index provided by ssb-PositionsInBurst in SIB1 or in ServingCellConfigCommon are mapped at least once to the valid RO(s) of RedCap UE within a SSB-to-RO association period.
· During initial access of RedCap UE, PUCCH resource sets for HARQ-ACK of Msg4/MsgB can be provided by pucch-ResourceCommon in Table 9.2.1-1 of TS 38.213.  Intra-slot PUCCH frequency hopping can be enabled or disabled via SIB in the initial UL BWP of RedCap UE, before dedicated PUCCH resource is configured.
Observation 2:
· After initial access, Option 1 or Option 2 in Appendix B2 of TS 38.331 can be used to configure BWP#0 of RedCap UE.  
· When the MIB or SIB configured initial DL BWP of RedCap UE includes CD-SSB and CORESET#0, the DL BWP#0 configured by Option 2 is a RRC-configured BWP of RedCap UE supporting FG 6-1 (“Basic BWP operation with restriction” as described in TR 38.822).
· At least for FR1, FG 6-1 is supported by RedCap UE as a mandatory capability.
Observation 3:
· During and after initial access, RedCap and non-RedCap UEs can share the CD-SSB, CORESET#0 and CSS for RMSI/OSI/RA/paging.
· In TDD operation, the initial DL and UL BWP of RedCap UE are expected to be aligned at center frequency, which is consistent with the rule specified for non-RedCap UE in NR R15/16.
Observation 4: To accommodate misaligned center frequency of DL/UL BWP in TDD, extra retuning time is required for RedCap UE with single PLL, which leads to increased latency, reduced spectral efficiency, and co-existence issues with non-RedCap UE.
Observation 5: When RedCap UE with single PLL is operating in FDD and switches between DL/UL (DL-to-UL and UL-to-DL), extra retuning time similar to BWP center frequency  in TDD is required, which leads to increased latency, reduced spectral efficiency, and co-existence issues with full-duplex capable non-RedCap UE. 
Observation 6:  With separate PRACH resource configuration, NW is able to differentiate RedCap and non-RedCap UEs with different timeline requirements, and guarantee sufficient RF retuning gap for RedCap UE without compromising the performance of non-RedCap UE.
Observation 7: 
· BWP configurations  in Figure 4 and Figure 6(b) have the same SSB overhead. 
· BWP configuration in Figure 6(a) has higher SSB overhead than those in Figure 4 and Figure 6(b).
Observation 8: 
· R16/17 power saving mechanism based on WUS/PEI/SDT can be leveraged by RedCap UE in Figure 4 and Figure 6(a).
· R16/17 power saving mechanism based on WUS/PEI/SDT is not feasible for RedCap UE in Figure 6(b).
Observation 9: Initial BWP configuration in Figure 6(b) leads to more frequent BWP switching and higher UE complexity than options in Figure 4 and Figure 6(a).
Observation 10: RedCap RO configuration and RA CSS configuration in Figure 6(b) are not allowed in NR R15/16, when SSB is not transmitted in the initial DL BWP of RedCap UE.
Observation 11: If there is a SI update specific to RedCap UEs, initial BWP configuration in Figure 6(b) will fail for idle/inactive RedCap UE operating in the RedCap-specific initial DL BWP. Such failures can be avoided by the options in Figure 4 and Figure 6(a), which are configured with paging CSS and the QCL source for paging.
Observation 12: If a RedCap UE operates in a DL BWP without MIB-configured CORESET#0, UE’s complexity can be reduced if the DL BWP includes SSB and CORESET/CSS for paging.
Observation 13: If a RedCap UE operates in a DL BWP without MIB-configured CORESET#0, SI update specific to RedCap UE can be notified and retrieved on demand within the active DL BWP of RedCap UE, if the DL BWP of RedCap UE includes CORESET/CSS for paging.
Observation 14: If a RedCap UE operates in a DL BWP without CD-SSB but is configured with CORESET/CSS for paging/RA/SDT/PEI/WUS, non-CD SSB needs to be transmitted in the DL BWP as the QCL source of CORESET/CSS for paging/RA/SDT/PEI/WUS.  
Observation 15: 
· For DL or UL coverage recovery of RedCap UE, the gain of frequency hopping diminishes as the BW per hop increases. 
· To improve the SINR of RedCap UE, HARQ combining (based on IR or chase combining) and repetitions with RV cycling can provide more significant gains and less overhead (RS for demodulation and CSI measurements, retuning gap, etc.) than frequency hopping.
Observation 16: 
· DL (or UL) BWPs with different starting PRB should be configured with different BWP-Id by higher layer. 
· A RedCap UE is not expected to support more than 4 RRC configured DL/UL BWPs on the serving cell. 
Observation 17:  Fast and frequent BWP/RF switching degrades the energy/spectral efficiency of UE and NW.
Observation 18:  
· If neither SSB nor TRS/CSI-RS is transmitted in the RRC-configured DL BWP (for RedCap or non-RedCap UE), UE has to switch to the initial DL BWP of the serving cell for link maintenance and L1/L3 measurements.
· When there is a large number of UE simultaneously switching to the initial DL BWP (e.g. minimum periodicity of measurements = periodicity of SSB), load imbalance and spectral efficiency loss are expected in the serving cell. 
· To mitigate load imbalance and spectral efficiency loss, at least periodic TRS/CSI-RS needs to be transmitted in the RRC-configured DL BWP without SSB.
Observation 19: 
· UL resource fragmentation is a pre-existing issue for R15/16 non-RedCap UEs. 
· To support features and use cases introduced in NR R16/17 (e.g. 2-step RACH, PEI, RedCap UE, coverage enhancement and SDT), it is desirable for NW to adopt a scalable and forward-compatible solution based on early indication of UE types/capabilities.

Proposal 1: FG 6-1 is a mandatory capability for RedCap UE in FR1.
Proposal 2: FG 6-1a is an optional capability for RedCap UE in FR1.
Proposal 3: Before dedicated PUCCH resource is configured for RedCap UE:
· PUCCH resource for HARQ-ACK of Msg4/MsgB can be provided by pucch-ResourceCommon in Table 9.2.1-1 of TS 38.213. 
· Intra-slot PUCCH frequency hopping can be enabled or disabled via SIB in the initial UL BWP of RedCap UE.
Proposal 4: For single-PLL RedCap UE operating on TDD carrier wider than 20 MHz, if RedCap UE’s initial DL and UL BWPs are not aligned at center frequency, separate PRACH resources should be configured for RedCap UE within the RedCap-specific initial UL BWP. 
Proposal 5: Supporting initial DL/UL BWP pair with different center frequencies is specified as an optional capability for RedCap UE in TDD.
Proposal 6: When separate PRACH resources are configured for RedCap UEs operating in TDD or FDD, RedCap UEs with single PLL and dual PLLs can share the same PRACH resources within the RedCap-specific initial UL BWP.
Proposal 7: If a RedCap UE operates in a DL BWP without MIB-configured CORESET#0, switching gap needs to be specified when the RedCap UE switches from CORESET#0 to the DL BWP, or from the DL BWP to CORESET#0.
Proposal 8: RO for RedCap UE is configured in the initial UL BWP of RedCap UE, which is associated with the SSB transmitted in the initial DL BWP of RedCap UE.
Proposal 9: CORESET/CSS associated with SI/RA/paging/PEI/SDT/WUS is not configured in a RedCap-specific initial DL BWP without SSB.
Proposal 10: RO for RedCap UE is not configured in the initial UL BWP of RedCap UE, if SSB is not transmitted in the initial DL BWP of RedCap UE.
Proposal 11: RedCap UE re-uses the long and short PRACH preamble sequences introduced in NR R15.
· In FD-FDD or Type-A HD-FDD operation, RedCap UE re-use the PRACH configurations for FR1 on paired spectrum (Table 6.3.3.2-2, TS 38.211). 
· In TDD operation, RedCap UE re-use the PRACH configurations for FR1 on unpaired spectrum (Table 6.3.3.2-3, TS 38.211).
Proposal 12: 
· RedCap UE should support inter-slot or intra-slot frequency hopping within its initial or active UL BWP.
· Cross-carrier BWP switching is not supported.
Proposal 13: 
· RedCap UE should re-use the BWP switching mechanism of non-RedCap UE. 
· For DCI and timer based BWP switching, RedCap UE should support Type-2 switching delay capability as a baseline. 
Proposal 14: 
· For RedCap UE, a DL BWP from the set of configured DL BWPs with index provided by BWP-Id is linked with an UL BWP from the set of configured UL BWPs with index provided by BWP-Id when the DL BWP index and the UL BWP index are same. 
· A DL BWP is not linked with more than one UL BWPs with the same BWP-id. A UL BWP is not linked with more than one DL BWPs with the same BWP-id.
Proposal 15: RedCap UE should not support BWP switching/hopping/retuning faster than Type-1 switching delay for DCI and timer based switching.
Proposal 16: For a RedCap UE with baseline capability, SSB is transmitted in the active DL BWP of RedCap UE. 
Proposal 17: When operating on non-initial BWP in TDD, a RedCap UE does not expect to receive a configuration with different center frequencies for DL and UL BWPs with the same BWP Id.
Proposal 18: For link maintenance in an RRC-configured BWP, RedCap UE expects to receive periodic DL RS resource(s) for RLM, L1-RSRP, BFD/BFR and  time/frequency tracking, wherein the DL RS configurations are explicitly signalled to RedCap UE. 
Proposal 19: If a RedCap UE operates in an RRC-configured DL BWP without SSB, it expects to receive periodic TRS/CSI-RS in the SSB-less BWP.

Proposal 20: If a RedCap UE supports FG 6-1a and operates in an active DL BWP without SSB, it can request L3 gap via intra-FreqNeedForGap.

Proposal 21: If RedCap UE supports FG 6-1a  and operates in a RRC-configured DL BWP without SSB, it expects to receive:
· periodic TRS for time/frequency tracking
· dedicated RRC signalling for SI update 
· dedicated BFR-CSIRS-RACH resource,  if BFR-CSI-RS is configured in the active BWP
Proposal 22: If RedCap UE supports FG 6-1a  and operates in an active DL BWP with SSB but without CORESET#0 (or CSS for RMSI/OSI), it expects to receive:
· periodic TRS for time/frequency tracking
· CORESET/CSS for paging, or dedicated RRC signalling for SI update if paging CSS is not configured
· dedicated BFR-CSIRS-RACH resource,  if BFR-CSI-RS is configured in the active BWP

BW Reduction in FR2
In this contribution, we have shared our views on the BW reduction for R17 RedCap devices. To summarize, we have the following observations and proposals for FR2:
Observation 20: For FR2, the required data rates for RedCap use cases can be achieved with BW less than 100 MHz 
Observation 21: For FR2:
· UL hopping across 100 MHz can yield SNR link level PUSCH gains of few dBs (up to 3.5 dB) 
· Hopping for 50 MHz allocation also yields gains (up to 3 dB)
· Some channels (e.g., CDL-A) has larger coherence BW and needs larger BW hop (e.g., 200 MHz) to achieve more gains
· Hopping across larger BW (e.g., 200 MHz or 400 MHz) has an additional ~ 1-2 dB gain
· The main difference between the CDL and TDL gains is due to beamforming used for CDL channels
· The gain difference between hopping over 200 MHz and 400 MHz is small
Observation 22: For FR2:
· Hopping across over 100 MHz can yield SNR link level PDSCH performance gains of few dBs (1-5 dB) 
· Hopping across larger BW (e.g., 200 MHz or 400 MHz) has an additional ~ 1-2 dB gain
· The main difference between the CDL and TDL gains is due to beamforming used for CDL channels
· The gain difference between hopping over 200 MHz and 400 MHz is small
Observation 23: For FR2:
· BWP hopping can yield overall SINR and mean UPT gains
· Hopping across larger BW (e.g., 400 MHz) may be needed to get SINR gains for some small delay spread cases (e.g., UMi)
Proposal 23: For FR2, consider solutions to handle the case where CORESET0 is partially included in the UE BW
Proposal 24: For FR2, consider signaling an offset for the start and number of consecutive ROs that the RedCap UE can use in its separate initial UL BWP
Proposal 25: For FR2, to save UE power and complexity, consider switching the UE to a narrow active BWP (NBWP) after initial access is complete. The switching may be:
· Network initiated/controlled (similar to existing NR)
· Implicit (e.g., based on a random selection or some UE ID hashing function)
· UE initiated/requested
Proposal 26: For FR2, consider introducing “virtual” BWP hopping to achieve frequency diversity gains and reduce the NB interference effects
· Resources within the “virtual” BWP are relative to a reference point within the BWP hop that does not change
· The procedures (HARQ, timers, grants, etc.) are transparent to frequency hopping
· Consider supporting hopping across larger BW (e.g., > 100 MHz) to achieve frequency diversity gains for low delay spread deployments
Proposal 27: For FR2, consider ways to reduce the impact of the BWP switching delays, examples include:
· Simplified BWP switching
· By preconfiguring the switching/hops and by using similar BWP hop parameters
· Consider RAN4’s input on this
· BWP grouping
· Intra-BWP group switching times is smaller than inter-BWP group switching times
· Consider RAN4’s input on this
· Variable BWP hop time (extension)
· BWP hop skipping/modification
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