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[bookmark: _Ref521334010]Introduction
In RAN#90-e, a new Rel-17 WI on support of reduced capability NR devices, i.e. RedCap, was approved [1]. The latest WID after RAN#92-e can be found in [2], in which 20 MHz is supported as the maximum bandwidth of an FR1 RedCap UE during and after initial access. 
	· Specify support for the following UE complexity reduction features [RAN1, RAN4]:
· Reduced maximum UE bandwidth:
· Maximum bandwidth of an FR1 RedCap UE during and after initial access is 20 MHz.
· Maximum bandwidth of an FR2 RedCap UE during and after initial access is 100 MHz.


During RAN1#106-e, several agreements were reached on the bandwidth related aspects for RedCap UE [3]. Bandwidth reduction aspects have significant impact on UE complexity/cost and coexistence with normal UEs (i.e. non-RedCap UEs). In this contribution, we provide our views on the open issues for maximum UE bandwidth reduction for RedCap.

Discussion
[bookmark: _Ref52270350]Baseline of initial DL/UL BWP for RedCap
In RAN1#106-e, the following agreements were reached [3]:
	Agreement 
Replace the RAN1#104bis-e working assumption with the following agreement:
· During initial access, the bandwidth of the initial DL BWP for RedCap UEs is not expected to exceed the maximum RedCap UE bandwidth.
· RedCap UEs and non-RedCap UEs can share the same MIB-configured initial DL BWP (including the bandwidth and location).
· This does not preclude a SIB-configured initial DL BWP for non-RedCap UEs only with a wider bandwidth than the maximum RedCap UE bandwidth.
· This does not preclude separate or additional bandwidth and location for initial DL BWP for RedCap UEs (FFS).
Agreement
 Confirm the following working assumptions from RAN1#105-e:
· After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 1 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
· After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 2 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.


In addition, in RAN1#105-e, the following agreements and working assumptions were reached [5]:
	Agreements:
· Both during and after initial access, the scenario where the initial UL BWP for non-RedCap UEs is configured to be wider than the maximum RedCap UE bandwidth is allowed.
· Working assumption: Both during and after initial access, for the scenario where the initial UL BWP for non-RedCap UEs is configured to be wider than the RedCap UE bandwidth, a separate initial UL BWP no wider than the RedCap UE maximum bandwidth is configured/defined for RedCap UEs.
· FFS: whether/how to avoid or minimize PUSCH resource fragmentation due to PUCCH transmission for the above case
· Support the case when the centre frequency is assumed to be the same for the initial DL and UL BWPs in TDD. 
· FFS whether or not to additionally support the case when the centre frequency is different; if so, how to minimize centre frequency retuning  


Before we step into the discussion of the separate initial DL/UL BWP, we should figure out what we have as the starting point for RedCap UEs. Based on the agreements so far, the following two scenarios should be the baselines of initial DL BWP and initial UL BWP for RedCap UEs.
Baseline 1: The initial DL BWP and initial UL BWP are shared between RedCap and non-RedCap UEs, for both during and after initial access. The bandwidths of the shared initial DL BWP and initial UL BWP are no larger than the maximum RedCap UE bandwidth. Figure 1illustrates this case in TDD. Also note that, configuring (shared) initial DL BWP after initial access in SIB1 is even optional. If it is not configured, the bandwidth of initial DL BWP (defined by CORESET#0) used during initial access will be reused after initial access.
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[bookmark: _Ref82864852]Figure 1 Baseline 1 of initial DL/UL BWP operation for RedCap UE.
In this case, there is no separate initial DL/UL BWP to be configured for RedCap UEs. It is assumed that all the configurations of initial DL/UL BWPs are shared. It is naturally guaranteed that the initial DL BWP contains SSB, CORESET#0 for initial access and paging (at least in FR1). The center frequency of initial DL BWP and initial UL BWP is also aligned. 
Observation 1: It is supported that the initial DL BWP and initial UL BWP are shared between RedCap and non-RedCap UEs for both during and after initial access. 
· The bandwidths of the shared initial DL BWP and shared initial UL BWP are no larger than the maximum RedCap UE bandwidth.
Baseline 2: The initial DL BWP is shared during initial access. However, one or both of separate initial DL BWP and separate UL BWP will be configured for RedCap UEs, while following the current rules and restrictions. Figure 2 illustrates this case in TDD, assuming both separate initial DL BWP and separate initial UL BWP are configured.
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[bookmark: _Ref82865262]Figure 2 Baseline 2 of initial DL/UL BWP operation for RedCap UE.
This case is likely to happen when one or both of the initial DL BWP and initial UL BWP for non-RedCap UE are larger than the maximum RedCap UE bandwidth. Thus, one or both of them will be configured, with a bandwidth no larger than the maximum RedCap UE bandwidth. As the baseline, the current rules and restrictions should be followed, i.e., the separate initial DL BWP contains SSB, CORESET#0 for initial access and paging (at least in FR1). The center frequency of separate initial DL BWP and separate initial UL BWP is also aligned.
Observation 2: It is supported that initial DL BWP is shared between RedCap and non-RedCap UEs for during initial access only. One or both of separate initial DL BWP and separate initial UL BWP are configured for RedCap UE with a bandwidth no larger than the maximum RedCap UE bandwidth.
· It is supported that the configuration of separate initial DL BWP and initial UL BWP follows the current rules and restrictions.
In both Baseline 1 and Baseline 2, the initial DL BWP during initial access is shared. And there is no (DL) offloading until after the initial random access.

[bookmark: _Ref71376890]Optional support of separate initial UL BWP
In RAN1#106-e, the following agreements on initial UL BWP for RedCap UEs were reached [3]:
	Agreement
Confirm the following working assumption from RAN1#105-e regarding RACH occasions.
· For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.
  
Agreement
· In case a separate initial UL BWP is configured for RedCap UEs, it is supported that the network can enable/disable intra-slot PUCCH frequency hopping within the separate initial UL BWP in the PUCCH resource for HARQ feedback for Msg4/MsgB for RedCap UEs.
· Working assumption: The frequency hopping is enabled/disabled at least via SIB.


Enabling/disabling of PUCCH hopping in initial UL BWP
It was agreed to support enabling/disabling the intra-slot PUCCH frequency hopping within the separate initial UL BWP, for the purpose of reducing the UL resource fragmentation. It can be foreseen that the performance of PUCCH may be degraded, due to the loss of frequency diversity. However, it may not be a serious issue, since the frequency hopping of PUCCH is configurable can still be enabled. The gNB can choose whether to enable PUCCH hopping or not by its judgment on the trade-off.
For the issue on how to enable/disable the hopping of PUCCH, it was agreed to take ‘via SIB’ as the working assumption. In our opinion, it is a reasonable choice. To be more specific, the PUCCH hopping should be enabled/disabled via SIB1, since SIB1 is the only SIB that a UE is required to receive for initial access, which also contains the PUCCH configuration parameters. Dynamic indication on hopping may not be needed. It will complicate the gNB scheduler and introduce unnecessary optimization on the DL/UL grant. We should keep the difference between RedCap UE and non-RedCap UE as little as possible, to facilitate the fast development for both UE and gNB side.
Proposal 1: The frequency hopping of PUCCH in separate initial UL BWP for RedCap is enable/disabled via SIB1.
[bookmark: _Ref82879483]Center frequency alignment between initial UL BWP and initial DL BWP
Even if the PUCCH hopping is disabled, when the separate initial UL BWP is located around the center of the carrier, the UL resource fragmentation still exists. Additional effort is needed to tackle the UL resource fragmentation issue. A most straight forward way is to configure the separate initial UL BWP at the edge of the carrier. Such separate initial UL BWP will be used for both during and after initial access. 
To further mitigate the change of current principle, it seems proper to configure a separate initial DL along with the separate initial UL BWP at least for the TDD case. Therefore:
· During the initial access, the RedCap UE will transmit Msg1 and Msg3 in the separate initial UL BWP, and still have to receive Msg2 and Msg4 in the shared initial DL BWP defined by CORESET#0.
· After the initial access, the RedCap UE uses the separate initial DL BWP and separate UL BWP, 
Such procedure is very similar to current NR procedure. Figure 3 shows the relationship between the aforementioned BWPs.
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[bookmark: _Ref82877223]Figure 3 Separate initial DL BWP is configured for after initial access.
This scheme is a small step further from Baseline 2. It has the following advantages:
· UL resource fragmentation is tackled.
· The center frequency of separate initial DL BWP and separate initial UL BWP is aligned after the initial access, for TDD case.
· SSB and CORESET#0 are guaranteed within the initial DL BWP during the initial access, which is the same with the current NR at least in FR1.
· The separate initial DL BWP takes effect after the initial access, which aligns the current mechanism.
To adopt such scheme, the RedCap UE shall perform RF retuning between shared initial DL BWP and separate initial UL BWP during the initial access. We think this is acceptable, since the RedCap UE only needs very few times of RF retuning for random access procedure. It should not introduce significant complexity burden for a RedCap UE. Also, it is easy for the gNB to guarantee the gap for RF retuning without specification impact, since a RedCap UE can be identified early during Msg1. Note that similar discussion has already happened, and RF retuning are supported by major companies [7]. 
For the UE-specific DL/UL BWPs of a BWP pair, it is much easier to guarantee the alignment of their center frequencies. For the benefit of DL-UL channel reciprocity, we can assume that the center frequency is aligned for UE specific DL/UL BWP of a BWP pair.
Proposal 2: In TDD, support the case that both separate initial DL BWP and separate initial UL BWP are configured, and the separate initial DL BWP may not contain the whole CORESET#0 but will take effect after the initial access. 
· The RedCap UE uses the shared initial DL BWP defined by CORESET#0 during the initial access.
Proposal 3: In TDD, support the case that the center frequencies of initial DL BWP and initial UL BWP is not aligned during initial access, for the case when the initial DL BWP is shared during initial access while a separate initial UL BWP is configured for RedCap UE.
· The center frequency is aligned for separate initial DL BWP and separate initial UL BWP after initial access, and also aligned for UE-specific DL/UL BWP of a BWP pair.

[bookmark: _Ref83228196]Optional support of separate initial DL BWP
The following proposal on the optionally configured separate initial DL BWP was exhaustively discussed but did not reach consensus in RAN1#106-e [4]:
	High Priority Proposal 2.2-6o:
1. Regarding random access in idle/inactive mode in separate initial DL BWP for RedCap UEs in FR1,
a. If a separate initial DL BWP for RedCap UEs is configured in FR1, is configured for random access, including CORESET/CSS for random access.
b. If the separate initial DL BWP is only configured for random access but not for paging, then the UE will not shall not expect SSB transmission in the separate initial DL BWP.
i. Note: The network may or may not configure SSB in this case.
2. Regarding paging in idle/inactive mode in separate initial DL BWP for RedCap UEs in FR1,
a. From RAN1 perspective, if a separate initial DL BWP for RedCap UEs is configured in FR1, it can be configured for paging, including CORESET/CSS for paging.
b. FFS: If the separate initial DL BWP is configured for paging, then the UE [expects may expect / will not expect shall not expect] SSB transmission in the separate initial DL BWP.
i. FFS: Note: The network may or may not configure SSB in this case.
3. Regarding CORESET#0 and SIB1 in idle/inactive/connected mode for RedCap UEs in FR1,
a. If a separate initial DL BWP for RedCap UEs is configured in FR1, then the UE will not shall not expect it to contain MIB-configured CORESET#0 or SIB1.
i. Note: The network may or may not configure MIB-configured CORESET#0 or SIB1 to be within the separate initial DL BWP.
b. If an RRC-configured DL BWP is configured in FR1, then the UE will not shall not expect it to contain MIB-configured CORESET#0 or SIB1.
i. Note: The network may or may not configure MIB-configured CORESET#0 or SIB1 to be within the RRC-configured DL BWP.
c. In connected mode, the UE is not required to monitor CORESET#0 periodically for SI updates.
i. FFS: How SI update notifications are indicated to RedCap UEs
4. Regarding connected mode in an RRC-configured active DL BWP for a RedCap UE in FR1,
a. Whether the UE can expect SSB transmission in the RRC-configured active DL BWP depends on its UE capabilities (e.g., whether it supports FG 6-1a or only FG 6-1).
i. A UE not supporting operation without SSB transmission in the RRC-configured active DL BWP may expect SSB transmission in the RRC-configured active DL BWP.
· This corresponds to mandatory RedCap UE feature.
ii. A UE optionally supporting operation without SSB transmission in the RRC-configured active DL BWP will not shall not expect SSB transmission in the RRC-configured active DL BWP.
· This corresponds to optional RedCap UE feature.
b. FFS: For BWP#0 configuration option 1, whether the UE can expect SSB transmission in the separate initial DL BWP when it is used in connected mode
Note: According to 38.331 Annex B.2, BWP#0 is considered to be an RRC-configured BWP in BWP#0 configuration option 2 but not in BWP#0 configuration option 1.


In our view, separate initial DL BWP can at least serve for the DL transmission in the initial BWP after initial access when the initial DL BWP for non-RedCap UE is larger than the maximum RedCap UE bandwidth. Also, via BWP#0 configuration Option#2, the separate initial DL BWP can serve as a UE-dedicated DL BWP [6], with a proper bandwidth for RedCap UE. For the TDD case, the separate initial DL BWP helps the alignment of center frequency with separate initial UL BWP.
Observation 3: Separate initial DL BWP can tackle the issue when initial DL BWP for non-RedCap UE is larger than the maximum RedCap UE bandwidth after initial access, can serve as a UE-dedicated DL BWP by BWP#0 configuration Option#2, and can align the center frequency with separate initial UL BWP in TDD case.
· Separate initial DL BWP does not have to serve random access or paging.
It was discussed whether the separate initial DL BWP can be used for initial random access of RedCap UE. Assuming that separate initial DL BWP can be used for random access, an open issue is whether SSB must be contained in the separate initial DL BWP or not. This draws a lot of attention, especially for the case when the separate initial DL BWP does not fully contain the legacy cell-defined (CD) SSB and CORESET#0 derived from MIB, for the purpose of offloading during the initial access. Such scenario is illustrated in Figure 4.
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[bookmark: _Ref83221394]Figure 4 Separate initial DL/UL BWP is configured for during and after initial access.
In our view, mandating (additional, non-CD) SSB in the separate initial DL BWP has the following drawbacks:
· DL resource cost: In the current network, a lot of carriers are less than 100 MHz in FR1, and the periodicity of SSB may be down to 5 ms, making the cost of additional SSB non-negligible. In addition, from network’s view, the remaining DL resource is not ample as the network has to transmit legacy signal/channels like SSB/CORESET#0/CSS/SIB1/OSI/CSI-RS/TRS … the additional SSB, which is an always-on signal, will only make the situation worse.
· Inter-cell interference: Ideally, if SSB overlaps with SSB only, it may not cause serious inter-cell interference issue. However, upgrade of gNB is usually an on-demand manner, and probably area-specific. It is hard to guarantee that all the gNBs in the same band are simultaneously upgraded to transmit additional SSB for RedCap UEs in the separate initial DL BWP. Hence inter-cell interference arises, causing troubles to network planning.
· DL scheduling: Non-CD SSB is not widely deployed in current network. Note that non-RedCap UEs are wideband UEs and can easily receive legacy CD SSB. If non-CD SSB is transmitted, it will fragment the remaining DL resource and reduce the peak DL data rate for the NR UE. The complexity of the gNB scheduler will also be increased subsequently.
Specifically, at least for initial access phase, the UE should be able to perform random access in a DL BWP without SSB. This is due to the fact that the beams of the SSBs and the mapping relationship between SSB to RO are almost static. The RedCap UE can measure and store the RSRP of the CD-SSB, acquire and store the necessary information for random access in SIB1 in legacy DL BWP, while perform random access in the separate initial DL BWP. If the RedCap UE would like to measure/receive SSB in the separate initial DL BWP, it can rely on RF retuning. 
In summary, the separate initial DL BWP can be used for random access during initial access only if SSB is not mandated within the separate initial DL BWP. Otherwise, random access of RedCap UE should be performed in the legacy initial DL BWP defined by the MIB-configured CORESET#0.
Proposal 4: The separate initial DL BWP can be used for random access during initial access only if the gNB does not have to guarantee SSB transmission within the separate initial DL BWP.
It was also discussed whether the separate initial DL BWP can be used for paging. Similarly, we think the separate initial DL BWP can be used for paging only if SSB is not mandated within the separate initial DL BWP. If SSB is needed for some reasons during paging from UE’s view, e.g. power saving, it may rely on RF retuning, or simply consider the gNB does not support power saving features in separate initial DL BWP in this case. Note that, the gNB may still transmit additional non-CD SSB if it thinks proper. Otherwise, paging should be performed in the legacy initial DL BWP defined by CORESET#0.
Proposal 5: The separate initial DL BWP can be used for paging only if the gNB does not have to guarantee SSB transmission within the separate initial DL BWP.
Regarding to the issue whether separate initial DL BWP should contain the entire MIB-configured CORESET#0 or not, we think it depends on the usage of separate initial DL BWP. If it is not used for initial access or paging, the separate initial DL BWP does not have to contain CORESET#0. On the other hand, if it is used for initial random access/paging, another CORESET should be configured instead of MIB-configured CORESET#0.
Proposal 6: The separate initial DL BWP does not have to contain entire MIB-configured CORESET#0, if:
· It is not used for initial random access or paging; 
· It is used for initial random access/paging (without mandating SSB), but another CORESET is configured instead of MIB-configured CORESET#0.
The DL resource cost for SIB1 is also worrying. Currently, each SSB with different index is mapped to each PDCCH monitoring candidate defined by CORESET#0&Type0-CSS, and each PDCCH monitoring candidate is carrying a SI-RNTI scrambled DCI to schedule SIB1. In short, each SSB has a corresponding SIB1. In other words, SIB1 is already repeated N times (assuming N SSB) in the current network within a SSB cycle. The network cannot afford the DL resource cost of doubling SIB1 transmission. If the RedCap UE would like to receive SIB1, it should retune to the legacy initial DL BWP defined by MIB-configured CORESET#0. Similarly, the RedCap UE shall receive OSI in the legacy initial DL BWP.
Proposal 7: The gNB does not have to transmit SIB1/OSI in the separate initial DL BWP.
· The RedCap UE shall receive SIB1/OSI in the initial DL BWP derived from MIB-configured CORESET#0.

RedCap UE capability on BWP operation
The demand on offloading RedCap UE during initial access is unlikely to be strong, since the transmission payload during initial access is expected to be small. Meanwhile, the true challenge may arise after the initial access. Note that, most of the heavy traffic will be transmitted in RRC_CONNECTED state. Along with the growing number of RedCap UE, the demand on offloading after initial access will become stronger.
Ideally, the RedCap UEs should be offloaded evenly to the whole carrier bandwidth to achieve a real traffic balance. For example, a carrier in FR1 with 100 MHz bandwidth should have 5 candidates of 20 MHz to offload the RedCap UEs. From Section 2.2 and Section 2.3, we can find that mandating SSB in separate initial DL BWP for RedCap UE is worrisome. However, if SSB is always required in any active BWP of a RedCap UE even after the initial access, the SSB issue will be a disaster to the network. 
Observation 4: For RedCap UEs, traffic offloading in RRC_ CONNECTED state is more urgent than during initial access.
Observation 5: If SSB is always required in any active BWP of a RedCap UE in RRC_CONNECTED state, the SSB issue will be a disaster to the network.
A most straight-forward solution is to mandate FG 6-1a for RedCap UEs. This not only tackles the issues of SSB and CORESET#0 during initial access discussed in Section 2.3, but also addresses the same issues after initial access. In addition, this helps address the out-of-band issue in FR2, when SSB and CORESET#0 are FDMed but the total bandwidth of them is larger than 100 MHz (maximum RedCap UE bandwidth in FR2). For RedCap UE, mandating FG 6-1a can tackle the SSB and CORESET#0 issue once and for all.
Observation 6: For RedCap UE, mandating FG 6-1a can facilitate offloading in the whole carrier bandwidth not only for initial access but also for transmission/reception in RRC_CONNECTED states.

Conclusion
In this contribution, we provide our view on bandwidth reduction features for RedCap UE. The observations and proposals are summarized as follows:
Observation 1: It is supported that the initial DL BWP and initial UL BWP are shared between RedCap and non-RedCap UEs for both during and after initial access. 
· The bandwidths of the shared initial DL BWP and shared initial UL BWP are no larger than the maximum RedCap UE bandwidth.
Observation 2: It is supported that initial DL BWP is shared between RedCap and non-RedCap UEs for during initial access only. One or both of separate initial DL BWP and separate initial UL BWP are configured for RedCap UE with a bandwidth no larger than the maximum RedCap UE bandwidth.
· It is supported that the configuration of separate initial DL BWP and initial UL BWP follows the current rules and restrictions.
Observation 3: Separate initial DL BWP can tackle the issue when initial DL BWP for non-RedCap UE is larger than the maximum RedCap UE bandwidth after initial access, can serve as a UE-dedicated DL BWP by BWP#0 configuration Option#2, and can align the center frequency with separate initial UL BWP in TDD case.
· Separate initial DL BWP does not have to serve random access or paging.
Observation 4: For RedCap UEs, traffic offloading in RRC_ CONNECTED state is more urgent than during initial access.
Observation 5: If SSB is always required in any active BWP of a RedCap UE in RRC_CONNECTED state, the SSB issue will be a disaster to the network.
Observation 6: For RedCap UE, mandating FG 6-1a can facilitate offloading in the whole carrier bandwidth not only for initial access but also for transmission/reception in RRC_CONNECTED states.
Proposal 1: The frequency hopping of PUCCH in separate initial UL BWP for RedCap is enable/disabled via SIB1.
Proposal 2: In TDD, support the case that both separate initial DL BWP and separate initial UL BWP are configured, and the separate initial DL BWP may not contain the whole CORESET#0 but will take effect after the initial access. 
· The RedCap UE uses the shared initial DL BWP defined by CORESET#0 during the initial access.
Proposal 3: In TDD, support the case that the center frequencies of initial DL BWP and initial UL BWP is not aligned during initial access, for the case when the initial DL BWP is shared during initial access while a separate initial UL BWP is configured for RedCap UE.
· The center frequency is aligned for separate initial DL BWP and separate initial UL BWP after initial access, and also aligned for UE-specific DL/UL BWP of a BWP pair.
Proposal 4: The separate initial DL BWP can be used for random access during initial access only if the gNB does not have to guarantee SSB transmission within the separate initial DL BWP.
Proposal 5: The separate initial DL BWP can be used for paging only if the gNB does not have to guarantee SSB transmission within the separate initial DL BWP.
Proposal 6: The separate initial DL BWP does not have to contain entire MIB-configured CORESET#0, if:
· It is not used for initial random access or paging; 
· It is used for initial random access/paging (without mandating SSB), but another CORESET is configured instead of MIB-configured CORESET#0.
Proposal 7: The gNB does not have to transmit SIB1/OSI in the separate initial DL BWP.
· The RedCap UE shall receive SIB1/OSI in the initial DL BWP derived from MIB-configured CORESET#0.
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