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During RAN#88-e plenary [1], it was agreed to specify the required enhancement for intra-UE Multiplexing and Prioritization, and in particular:
· The multiplexing behavior among HARQ-ACK/SR/CSI and PUSCH for traffic with different priorities, including the cases with UCI on PUCCH and UCI on PUSCH. 
· PHY prioritization of overlapping dynamic grant PUSCH and configured grant PUSCH of different PHY priorities on a BWP of a serving cell including the related cancelation behavior for the PUSCH of lower PHY priority, taking the solution developed during Rel-16 as the baseline 

Discussion
In Rel-16 intra-UE prioritization work, multiplexing between high-priority (HP) and low-priority (LP) channels is not allowed and if there is a collision between HP and LP channels, the LP is dropped/cancelled. However, dropping some of the LP channels could lead to performance degradation. For example dropping the eMBB HARQ could harm the eMBB service and cause multiple retransmissions harming the system in general. 

 There are multiple scenarios where multiplexing is useful and possible without much complexity and other scenarios where dropping or delaying is better. There should be also some intermediate solutions, where multiplexing, dropping or delaying are applied under some specific conditions. 

Some possible scenarios to explore are as following:

· LP-HARQ on HP-PUSCH: dropping the LP-HARQ in this scenario would impact the BLER of the eMBB service and lead to a lot of retransmissions. On the other hand, multiplexing it with HP-PUSCH would compromise the reliability and the latency of PUSCH. Some intermediate solutions should be explored. 
· HP-HARQ on LP-PUSCH: When HARQ and PUSCH overlapping in time have the same priority levels then they should be handled by Rel-15 multiplexing. However, when the HARQ is HP and the PUSCH is LP then PUSCH should be dropped. gNB would only schedule HARQ when this is necessary to maintain HARQ-ACK latency and losing a retransmission occasion would be a worse option. Otherwise, it would send URLLC HARQ-ACK with low-priority HARQ codebook multiplexed onto PUSCH. Beta-offset should be set sufficiently high for this case to ensure HARQ reliability. Based on earlier considerations this case may be the assumed. One concern could be that HARQ-over-eMBB-PUSCH is dropped when it collides with URLLC positive SR. This case is relatively rare however, and URLLC HARQ could only be saved by dropping eMBB PUSCH on each collision when PUSCH and HARQ collide.   
· [bookmark: _GoBack]HP-HARQ vs LP-HARQ: It is also a very important scenario to specify and more analysis and few proposals are presented in the next section. 
· HP-SR with LP-HARQ: The PUCCH format on which the HARQ is carried is very important to take into consideration in specifying this scenario. For collision with HARQ transmitted on PF 0/1, the Rel-15 rules are not optimal but could be maintained. For example the Rel-15 rule for multiplexing PF1 SR with PF1 HARQ preserves both reliability and latency of SR and also similar with PF0 SR and PF0 HARQ. In the case of more than two HARQ bits, scheduling PF2 HARQ around SR can mitigate situations when multiplexing would fail to meet the SR reliability and latency.
· LP-SR with HP-HARQ: this scenario is handled safely using Rel-15 rules, which already handles HARQ as higher priority than SR. Furthermore, eMBB SR occasion periodicity is relatively long, because it is not sensitive to latency, and thus the probability of LP-SR – HP-HARQ collision is low. Also, for the LP-SR is latency is not very critical and it could be delayed without performance impact. 


Multiplexing between different priorities
High Priority HARQ vs. Low Priority HARQ
 Currently, when two HARQ transmissions of different priority levels collide in time, the low-priority HARQ-ACK transmission is dropped and the high-priority HARQ-ACK is transmitted. 
Let us consider the resource conflict shown in Figure 1. Here eMBB PUCCH has been scheduled already by the time URLLC DL transmission is initiated, and the eMBB PUCCH is blocking the low-latency HARQ feedback for URLLC. Multiplexing not only risks meeting the URLLC latency and reliability requirements but can often be impossible due to UE processing timelines. Therefore prioritization should be the neat and preferred approach.
[image: ]
[bookmark: _Ref534992255]Figure 1: Already scheduled eMBB HARQ feedback conflicting with URLLC HARQ feedback 
Simply aborting PUCCH carrying eMBB HARQ is not always the best strategy as it tends to trigger multiple superfluous retransmissions of large chunks of data in the downlink. For instance, if 10% of eMBB HARQ transmissions is aborted, the eMBB DL BLER degrades by 10%. Therefore, this should be accounted for unless it occurs infrequently. 
In some cases the gNB might decide to prioritize eMBB actually. For instance, the cost of single-shot URLLC transmission is lower than the cost of triggering superfluous eMBB retransmissions. 
Also, in most cases the URLLC PUCCH would be carrying an ACK and in these circumstances it is not very crucial for the URLLC service. Obviously, it is still required (e.g. for statistics) but the latency and (possibly) reliability are no longer concerns.
Observation 1: Multiplexing would be complex and in some cases impossible between High priority HARQ and Low priority HARQ.
Observation 2: gNB can deprioritize URLLC HARQ when it make sense by simple scheduling.
Proposal 1: Do not support multiplexing of High Priority HARQ with Low Priority HARQ.
A better solution to dropping an eMBB HARQ transmission is to abort it but save the actual codebook for later resending in full. And rather than dropping the eMBB HARQ codebook definitely, HARQ-information should be recovered by sending the codebook in full in a later slot. A possible solution for the delayed sending is that HARQ codebook gets queried by gNB similarly to a CSI report over UL-DCI/PUSCH. The special grant or RRC configuration required for this could reuse the existing UL-DCI format used with A-CSI.   
Proposal 2: The UE should store any Low priority HARQ codebook transmitted on PUCCH that has been de-prioritized, along with the slot/sub-slot, for later re-sending in full.   
Proposal 3: For querying the UE’s history of deprioritized Low priority HARQ codebooks, reuse Rel-15 UL-DCI features used for scheduling A-CSI measurement and reporting.    
Simultaneous PUSCH and PUCCH
It is needed to define some prioritization rules for the overlapping between PUSCH and PUCCH with different priorities.
eMBB UCI carried on PUCCH is generally large and sent with low priority. On the other hand, the URLLC PUSCH is generally high priority. Hence multiplexing them is not a reasonable approach and there is a high risk for the URLLC PUSCH to miss the reliability and the latency requirements. 
One possible option as explained in the previous section is to postpone the eMBB PUCCH and give priority to the URLLC PUSCH transmission. This would obviously work without creating any superfluous retransmissions. It would however delay the eMBB traffic and also requires some gNB scheduling to query the delayed PUCCH. 
But a better approach, is to simultaneously transmit PUCCH and PUSCH simultaneously on different carriers. Simultaneous PUSCHs transmission on different carriers is already supported since Rel-15. Assuming one of the multiple PUSCHs is piggy-backing UCI then this should be quite similar to having PUSCH and PUCCH transmitted simultaneously. This would be easily supported by the UE without any substantial extra-complexity especially on different carriers for CA. This will also allow to avoid dropping or postponing of low priority transmissions without huge cost.
Proposal 4: Support PUCCH and PUSCH simultaneously transmitted on different carriers for UE supporting CA. 
Cancelation between CG PUSCH and DG PUSCH with different priorities
In RAN1#101-e, the following agreement has been reached considering the handling of collision between CG and CG with different priorities:

Agreement
· For collision handling between CG and CG with different priorities, 
· If MAC delivers two MAC PDUs, it is up to UE implementation to make sure that the low priority CG PUSCH transmission can be cancelled before the start of the high priority CG PUSCH.


However, the following conclusion has been also made regarding the collision between CG and DG of different priorities:

Conclusion
There is no consensus in RAN1 for the support of the following:
· high priority DG cancel the transmission of low priority CG in the physical layer
· high priority CG cancel the transmission of low priority DG in the physical layer

Hence, the conclusion in Rel-16 is that the overlap between grants of different priority is not supported.

In the current specifications regarding to the collision handling, and as shown in Appendix-A, if the UE is required to transmit a first high priority PUSCH and a second lower priority PUSCH, and a transmission of the first PUSCH would overlap in time with a transmission of the second PUSCH, the UE does not transmit the second PUSCH, where at least one of the two PUSCH is not scheduled by a DCI format (CG). Hence, the current rule is that the high priority PUSCH cancels the low priority PUSCH regardless if the first or the second PUSCH are CG or DG. 
Also, the details of when the UE may interrupt an ongoing transmission, the prioritization should be captured in the specs as shown in Appendix-B

In Rel.15, for a DG PUSCH scheduled by a DCI overriding a CG PUSCH configured with repetition factor K>1,
· If the HARQ process is the same between the DG and the CG, DG overrides all remaining repetition occasions after the end of PDCCH reception, under the timeline specified in TS 38.214 section 6.1.
· Otherwise, DG overrides only the CG repetition overlapped with DG, under the timeline specified in TS 38.214 section 6.1.

2nd HP-CG vs. 1st LP-DG 
To reduce the latency for UL URLLC traffic, the gNB can configure the UE with short periodicity CG resources with the priority configuration in configuredGrantConfig set to 1 (i.e., high priority). The gNB still have the flexibility to schedule low priority DG PUSCH (e.g. eMBB) overlapping with the CG resources especially that the URLLC traffic is in general sporadic and the CG resources are not necessarily fully utilized. 
In that case the high priority CG should be able to cancel the low priority DG to ensure the latency and the reliability of the high priority CG traffic are met. 
To handle that at the UE physical layer, the cancellation timeline (as previously specified in 38.214 but then removed following the RAN1 conclusion) for a UE supporting the intra-UE prioritization capability that “the UE is expected to transmit the PUSCH corresponding to the configured grant, and cancel the PUSCH transmission scheduled by the PDCCH at latest starting at the first symbol of the PUSCH corresponding to the configured grant” is sufficient. The final decision is made at the PHY level even if two MAC PDUs have been delivered to PHY and an indication to MAC layer is needed on whether the delivered MAC PDUs are transmitted or not. 
 Hence, for collision handling between high priority CG PUSCH and low priority DG PUSCH, the UE PHY layer should be able to handle the prioritization such that the high priority CG PUSCH is transmitted and the overlapping low priority DG PUSCH is cancelled. The low priority DG PUSCH is scheduled by PDCCH at latest starting at the first symbol of the CG PUSCH. 


Proposal 5: The UE is expected to transmit the HP-CG PUSCH and cancel the overlapping LP-DG PUSCH scheduled by the PDCCH starting at latest at the first symbol of the CG PUSCH.

2nd HP-DG vs. 1st LP-CG 
Dynamic Grant to be overriding configured grant is already supported in Rel-15 and should be preserved in Rel-17. In Rel-15 the N2 timeline is used as both of them have the same priority and the CG will not start transmitting at all. However in this case, the DG PUSCH could be scheduled when the CG has already started transmitting. A new time timeline should be defined for this case or alternatively the Rel-16 timeline where M = Tproc,2 +d1 between the end of the PDCCH carrying the UL grant and the start of the high priority DG and N = Tproc,2 + d2  between the end of the PDCCH carrying the UL grant and the start of the low priority CG are re-used. 


Proposal 6: The UE is expected to transmit the HP-DG PUSCH and cancel the overlapping LP-CG PUSCH. Further, the UE expects that the first overlapping symbol of the high priority DG is not earlier than Tproc,2+d1 after the last symbol of the PDCCH scheduling the HP-DG PUSCH. 


Conclusion
In this contribution, we have made the following observations and proposals:
 Observation 1: Multiplexing would be complex and in some cases impossible between High priority HARQ and Low priority HARQ.
Observation 2: gNB can deprioritize URLLC HARQ when it make sense by simple scheduling.
Proposal 1: Do not support multiplexing of High Priority HARQ with Low Priority HARQ.
Proposal 2: The UE should store any Low priority HARQ codebook transmitted on PUCCH that has been de-prioritized, along with the slot/sub-slot, for later re-sending in full.   
Proposal 3: For querying the UE’s history of deprioritized Low priority HARQ codebooks, reuse Rel-15 UL-DCI features used for scheduling A-CSI measurement and reporting.    
Proposal 4: Support PUCCH and PUSCH simultaneously transmitted on different carriers for UE supporting CA. 
Proposal 5: The UE is expected to transmit the HP-CG PUSCH and cancel the overlapping LP-DG PUSCH scheduled by the PDCCH starting at latest at the first symbol of the CG PUSCH.

Proposal 6: The UE is expected to transmit the HP-DG PUSCH and cancel the overlapping LP-CG PUSCH. Further, the UE expects that the first overlapping symbol of the high priority DG is not earlier than Tproc,2+d1 after the last symbol of the PDCCH scheduling the HP-DG PUSCH. 
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	TS 38.213 section 9:
A PUSCH or a PUCCH, including repetitions if any, can be of priority index 0 or of priority index 1. If a priority index is not provided for a PUSCH or a PUCCH, the priority index is 0. If in an active DL BWP a UE monitors PDCCH either for detection of DCI format 0_1 and DCI format 1_1 or for detection of DCI format 0_2 and DCI format 1_2, a priority index can be provided by a priority indicator field. If a UE indicates a capability to monitor, in an active DL BWP, PDCCH for detection of DCI format 0_1 and DCI format 1_1 and for detection of DCI format 0_2 and DCI format 1_2, a DCI format 0_1 or a DCI format 0_2 can schedule a PUSCH transmission of any priority and a DCI format 1_1 or a DCI format 1_2 can schedule a PDSCH reception and trigger a PUCCH transmission with corresponding HARQ-ACK information of any priority. If, after resolving overlapping for PUCCH and/or PUSCH transmissions of a same priority index, a UE determines to transmit
-	a first PUCCH of larger priority index, a PUSCH or a second PUCCH of smaller priority index, and a transmission of the first PUCCH would overlap in time with a transmission of the PUSCH or the second PUCCH, the UE does not transmit the PUSCH or the second PUCCH
-	a PUSCH of larger priority index, a PUCCH of smaller priority index, and a transmission of the PUSCH would overlap in time with a transmission of the PUCCH, the UE does not transmit the PUCCH 
-	a first PUSCH of larger priority index on a serving cell, a second PUSCH of smaller priority index on the serving cell, and a transmission of the first PUSCH would overlap in time with a transmission of the second PUSCH, the UE does not transmit the second PUSCH, where at least one of the two PUSCH is not scheduled by a DCI format 
[Irrelevant text is omitted]
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	------------------------------------------------------ TP ---------------------------------------------------------
[bookmark: _Toc27299926][bookmark: _Toc11352138][bookmark: _Toc29673199][bookmark: _Toc29674333][bookmark: _Toc29673340][bookmark: _Toc36645563][bookmark: _Toc20318028](Same as previous 38.214 section 6.1	UE procedure for transmitting the physical uplink shared channel) 
[Irrelevant text is omitted]
[If [a UE reports the capability of intra-UE prioritization], and if a PUSCH corresponding to a configured grant and a PUSCH scheduled by a PDCCH on a serving cell are partially or fully overlapping in time,
-	If the PUSCH corresponding to the configured grant has priority in configuredGrantConfig set to 1 (i.e., high priority), and the PUSCH scheduled by the PDCCH is indicated as low priority by having the [priority indicator] field in the scheduling DCI set to 0 or by not having the [priority indicator] field present in the scheduling DCI, the UE is expected to transmit the PUSCH corresponding to the configured grant, and cancel the PUSCH transmission scheduled by the PDCCH at latest starting at the first symbol of the PUSCH corresponding to the configured grant.
-	Otherwise, the UE shall cancel the PUSCH transmission corresponding to the configured grant at latest starting M symbols after the end of the last symbol of the PDCCH carrying the DCI scheduling the PUSCH, and transmit the PUSCH scheduled by the PDCCH, where
-	M = Tproc,2 +d1, where Tproc,2 is given by clause 6.4 for the corresponding PUSCH timing capability assuming d2,1 = 0 and d1 is determined by the reported UE capability [XXXXX],
-	In this case, the UE is not expected to be scheduled for the PUSCH by the PDCCH where the PUSCH starts earlier than N symbols after the end of the last symbol of the PDCCH, where
-	N = Tproc,2 + d2, where Tproc,2 is the PUSCH preparation time of the PUSCH scheduled by the PDCCH using the associated PUSCH timing capability according to clause 6.4 and d2 is determined by the reported UE capability [YYYYY].
-	In case of PUSCH repetitions, the overlapping handling is performed for each PUSCH repetition separately.
-	The UE is not expected to be scheduled for another PUSCH by a PDCCH where this PUSCH starts no earlier than the end of the prioritized transmitted PUSCH and before the end of the time domain allocation of the cancelled PUSCH.]
------------------------------------------------------ End of TP ---------------------------------------------------
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