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Introduction
RAN1 has completed Rel-16 UE power saving work item and the agreements from RAN1 #96bis through #99 have been captured in the corresponding Rel-16 technical specification documents. There are nevertheless some issues that either have not been fully covered or need further discussion.[1][2]
[bookmark: _GoBack]In this contribution, several important remaining issues in our view will be discussed, and TP will be provided for the proposals.
Remaining issues for further clarification
Minimum scheduling offset for DCI triggering BWP switch
[bookmark: _Ref37341283]In RAN1 #100e, the following offline proposal was discussed [3]:
	Proposal: For indicating the scheduling offset in cross-BWP scheduling, the scheduling offset should be no smaller than the following factor(s):
A. BWP switch delay
· [LS to RAN4 if revising BWP switch delay for cross-slot scheduling case is needed]
[B. The indicated minimum scheduling offset in the target BWP]
· This relates to email discussion [100e-NR-UE_pow_sav-Cross_Slot-01]
[C. Active minimum scheduling offset in the active DL BWP before the BWP switch (assuming numerology conversion for the target BWP if needed)]
[D. An application delay
· Please specify the calculation if including D]


Although no consensus was made through the discussion on the above proposal, two major issues were identified as an outcome of the discussion. In the following, we provide our views on the issues.

Issue #1
Issue #1: Whether and how to apply the currently active minimum scheduling offset restriction in the case of cross-BWP scheduling 
If BWP adaptation is enabled and multiple BWP is configured, a UE monitors for scheduling DCI in the active DL BWP, and it does not know in advance when it would receive a DCI indicating a BWP switch. Meanwhile, potential processing timeline relaxation should be done according to the “active” minimum K0 / K2. In principle, it makes sense that the “active” minimum K0 / K2 should be applied regardless of whether an intra-BWP scheduling DCI or a cross-BWP scheduling DCI triggering BWP switch is detected. On the other hand, there is a view that the minimum K0 / K2 of the target BWP, instead of the “active” minimum K0 / K2 of the active BWP, should be used for cross-BWP scheduling offset validation. However, this means that the effective minimum scheduling offset is determined by the minimum configured value across all BWPs. This also seems contrary to the intention for the agreement that minimum scheduling offset configuration is per-BWP. Moreover, since the effective minimum scheduling offset affects how processing timeline and low power state can be managed, the overall power saving gain could be compromised. 
For BWP switch, Rel-15 specification already requires that the K0 or K2 indicated in the cross-BWP scheduling DCI which triggers the switch has to be at least same or larger than the BWP switch delay defined in TS 38.133. This mean, for cross-BWP scheduling, the K0 (or K2) for the scheduled PDSCH (or PUSCH) has to meet two requirements: (1) The K0 (or K2) has to be greater than or equal to the active minimum K0 (or K2), (2) The K0 (or K2) has to be greater than or equal to the BWP switch delay. Usually, Type 2 BWP switch delay is used, so Requirement (2) is the “long pole” that dictates the values for K0 or K2 that can be used for scheduling. However, for Type 1 BWP switch delay, the delay value can be as small as one slot, and it is possible that Requirement (1) dictates the values for K0 or K2 which are schedulable.
[bookmark: _Ref37341515][bookmark: _Toc37443796]Proposal 1: For indicating the scheduling offset in cross-BWP scheduling, the scheduling offset should be no smaller than the maximum of following factors:
· BWP switch delay
· Active minimum scheduling offset in the active DL BWP before the BWP switch (assuming numerology conversion for the target BWP if needed)
Furthermore, in the next section, it will be shown that:
[bookmark: _Toc37443794]Observation 1: If Proposal 1 is adopted for determining scheduling offset in cross-BWP scheduling, there is no or little impact on the current Rel-16 specification.

Current specification and existing agreements
In the endorsed Rel-16 CR for TS 38.214, the following is the main part of the specification describing minimum scheduling offset operation.
Section 5.1.2.1:
	When the UE configured with [minimumSchedulingOffset] in an active DL BWP it applies a minimum scheduling offset restriction indicated by the [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1. When the UE configured with [minimumSchedulingOffset] in active DL BWP and it has not received [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1, UE shall apply a minimum scheduling offset restriction indicated based on [‘Minimum applicable scheduling offset indicator’] value ‘0’. When the minimum scheduling offset restriction is applied the UE is not expected to be scheduled with a DCI in slot n to receive a PDSCH scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI with K0 smaller than the applicable minimum scheduling offset restriction K0min. The minimum scheduling offset restriction is not applied when PDSCH transmission is scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI in common search space associated with CORESET0 and default PDSCH time domain resource allocation is used or when PDSCH transmission is scheduled with SI-RNTI or RA-RNTI. The application delay of the change of the minimum scheduling offset restriction is determined in Section 5.3.1.


Section 6.1.2.1:
	When the UE configured with [minimumSchedulingOffset] in active UL BWP it applies a minimum scheduling offset restriction indicated by the [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1. When the UE configured with [minimumSchedulingOffset] in active UL BWP and it has not received [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1, the UE shall apply a minimum scheduling offset restriction indicated based on [‘Minimum applicable scheduling offset indicator’] value ‘0’. When the minimum scheduling offset restriction is applied the UE is not expected to be scheduled with a DCI in slot n to transmit a PUSCH scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI with K2 smaller than the applicable minimum scheduling offset restriction K2min in slot n. The minimum scheduling restriction is not applied when PUSCH transmission is scheduled by RAR UL grant for RACH procedure, or when PUSCH is scheduled with TC-RNTI. The application delay of the change of the minimum scheduling offset restriction is determined in Section 5.3.1.


The sentences governing UE expectation for the minimum scheduling offset restriction with respect to scheduling with K0 and/or K2 are highlighted above.
The rule for determining “applicable minimum scheduling offset restriction” is further described in Section 5.3.1:
	When the UE is scheduled with DCI format 0_1 or 1_1 with a [‘Minimum applicable scheduling offset indicator’] field, it shall determine the K0min and K2min values to be applied, while the previously applied K0min and K2min values are applied until the new values take effect after application delay. Change of applied minimum scheduling offset restriction indication carried by DCI in slot n, shall be applied in slot n+X of the scheduling cell. 
When the DCI format 0_1 or 1_1 with [‘Minimum applicable scheduling offset indicator’] field indicating a change to the applied K0min or K2min is contained within the first three symbols of the slot, the value of application delay X is determined by, where  K0minOld is the currently applied K0min value of the active DL BWP in the scheduled cell, and Zµ is determined by the subcarrier spacing of the active DL BWP in the scheduling cell, and given in Table 5.3.1-1 and µPDCCH and µPDSCH are the sub-carrier spacing configurations for PDCCH and PDSCH, respectively….


The highlighted sentence above made it clear that the applied (or can be understood as “currently active”) minimum scheduling offset for a DCI in a slot is based on indication received in the past or pre-determined, and not based on the indication received in the current slot, because X is a non-zero quantity. Note that the pre-determined case is if the indication has not been received for an active BWP, the default indicator value ‘0’ is assumed.
[bookmark: _Toc37443795]Observation 2: The current Rel-16 specification for the minimum scheduling offset operation is generic and does not discern same-BWP scheduling and cross-BWP scheduling scenarios.
In our view, the current specification is consistent with the existing agreements; At least, we do not think it is in violation. There could be different interpretations, and we are supportive to have some further discussion to clarify. The agreements relevant to the discussion are listed below, together with our comments. Note that we list the agreements in reverse chronological order because we believe if there is ambiguity, the later agreements could potentially clarify the earlier agreements which were made when fewer details were decided.
	Agreements (#99):
· For the RRC configuration, the configured minimum applicable K0/K2 value(s) take integer value(s) in the range from 0 to 16 slots.
Agreements (#99):
· For K0/K2 under same-carrier scheduling, possible suggested values by the UE are:
· 15kHz/30kHz SCS: {1, 2, 4, 6} slots
· 60kHz/120kHz SCS: {2, 4, 8, 12} slots
Comments:
· Basically, RAN1 agreed that minimum scheduling offsets larger than 1 slot, in particular larger than either Type 1 or Type 2 BWP switch delay, is useful even for the case of same-carrier scheduling. Otherwise, above agreements would not have been made. Above agreements should supercede the TR that came out of the study item, whose modeling focused on the benefits of cross-slot scheduling with minimum k0 of one slot.
· The argument that it is enough to use Rel-15 BWP switch delay solely to determine the k0 or k2 restriction for cross-BWP scheduling when the cross-slot scheduling feature is enabled seems to be contrary to the intention of agreeing to larger minimum scheduling offset values than the BWP switch delay.

	Agreements (#98):
· For an active DL and/or an active UL BWP, after UE is indicated to change the minimum applicable values of K0 and/or K2 and before the change indication takes effect,
· UE can be scheduled data with restriction based on current active minimum applicable values of K0 and/or K2
Comments:
· It is agreed that there is a notion of currently active minimum scheduling offset, and combined with the agreement that application delay cannot be zero, this implies that the currently active minimum scheduling offset must be based on indication based on a prior slot or pre-determined. For the scenario that UE receives a cross-BWP scheduling DCI in the active BWP, the agreement can be interpreted that the currently active minimum scheduling offset is used to determine the k0/k2 restriction for the DCI scheduling the data. The current specification is consistent with this agreement.

	Agreements (#97):
When UE is indicated of the minimum applicable value of K0 (K2) for an active DL (UL) BWP, the application method to the selection of a DL (UL) TDRA entry is to be decided from:
· An entry in the active DL (UL) TDRA table with K0 (K2) value smaller than the indicated minimum is not expected by or not valid for the UE for the TDRA indication(s) 
Comments:
· In our interpretation, “active DL (UL) TDRA table” refers to the TDRA table being used for obtaining the k0 (or k2) value given a scheduling DCI. It is to clarify that it is not any TDRA table not involved with the scheduling.
· Also, above agreement needs to be interpreted along with the shown #98 agreement. Given that application delay is decided to be non-zero, for the main bullet, the indication is obtained from an active BWP prior to the cross-BWP scheduling DCI is received. We think the current specification is a reasonable representation of the mutually consistent part of the #97 and #98 agreements shown above.
In addition, the definition of “active BWP” during cross-BWP scheduling based on TS 38.213 is as follows:
· Sub-clause 12:
If a bandwidth part indicator field is configured in DCI format 0_1 or DCI format 1_1 and indicates an UL BWP or a DL BWP different from the active UL BWP or DL BWP, respectively, the UE shall
<… >
-	set the active UL BWP or DL BWP to the UL BWP or DL BWP indicated by the bandwidth part indicator in the DCI format 0_1 or DCI format 1_1, respectively
Comments:
· The target BWP which is being scheduled with a PDSCH or PUSCH by a cross-BWP scheduling DCI can be considered within the context of “active BWP”; Should this require further debate and clarification, at the very least, it should be clear that the target BWP should not be considered as just some “non-active BWP”. It is definitely different than the other true non-active BWP which is not involved in the scheduling. Then, it would be quite surprising to assert a view that all the “active BWP” references in the agreements made so far strictly only applies to the same-BWP scheduling case (i.e. no BWP switching), and the existing agreements are not the basis for specification for cross-BWP scheduling case. In our view, the current endorsed specification is consistent with the existing agreements. There may be some interpretation issues to be discussed, but also, there needs to be consensus to make revisions to the current specification.


Also, it should be noted and perhaps clarified that, given that minimum scheduling offset configuration is per BWP, whenever the active BWP is switched, a change in the minimum scheduling offset is induced. This can be either explicitly (i.e. by using the 1-bit indication in the scheduling DCI that also triggers the BWP switch), or implicitly (i.e. the 1-bit indication is not present, assuming the default minimum scheduling offset of the target BWP). It should be noted that, the “application delay” governs how soon a change in the minimum scheduling offset can be applied. Similarly, the rule does not discern whether the change is accompanied by BWP switch or not.
In the following, an example for the operation for the scenarios with and without BWP switching is shown, illustrating that the current specification works fine (at least for the case of same SCS across BWPs).
	[image: ]
	Same-BWP scheduling:
BWP0: TDRA-configured k0 = {2, 1}
Active K0_min: 2 slot
Application delay = 2 slot

	[image: ]
	Cross-BWP scheduling /w BWP switch:
BWP0: TDRA-configured k0 = {2, 1}
Active K0_min: 2 slot
Application delay = 2 slot
BWP1: TDRA-configured k0 = {2, 1, 0}
Active K0_min: 0 slot
Application delay = 1 slot
BWP switch delay = 1 slot

	[image: ]
	Cross-BWP scheduling /w BWP switch:
(Same configuration as above)
Imposing scheduling restriction based on the currently active K0_min for this case ensures that UE processing can be relaxed when active BWP is BWP0 (i.e. UE does not have to be prepared to process PDSCH earlier than what the currently active K0_min guarantees)


[bookmark: _Toc32572267]
Issue #2
Issue #2: Whether and how to decide the applied minimum scheduling offset restriction for the slots after BWP switch and before the application delay is ended
For DL BWP switching, assuming Proposal 1 is adopted, when the target DL BWP becomes active, the new minimum K0 indicated in the BWP-switch-triggering DCI can always be applied right away because it always satisfies the application delay requirement. However, for UL BWP switching, for the case “minimum K2 < minimum K0”, it is possible that when the target UL BWP becomes active, the new minimum K2 as indicated cannot be applied immediately without violating the application delay. Below the issue is illustrated with an example.
	

	Example: UL BWP switch across same numerology
Assume BWP switch delay requirement (in TS 38.133) is 1 slot. 
Application delay is determined based on the current minimum k0, which is set to be 2 slots.
Issue: After the UL BWP switch, UL BWP1 is active but the indicated new min k2 still hasn’t satisfied the application delay (which is defined based on min k0). Any side-effect for using the default min k2 for UL BWP1?


Issue #2 says that it is unclear how the UE can determine the minimum K2 in the new BWP before the application delay expires. However, as stated above, assuming Proposal 1 is taken, this issue occurs only for UL BWP switching when minimum K2 is smaller than minimum K0. In practice, PUSCH processing timeline is more relaxed compared to PDSCH. Thus, from both practical and power saving perspectives, configuration of “minimum K2 < minimum K0” may not be plausible, although it is not prohibited. 
Considering the issue is not related to typical operation scenarios, it may be sensible to leave it up to UE’s choice without introducing additional complication to the current specification. Instead, the issue can be avoided by appropriate configuration and scheduling at the network.
[bookmark: _Toc37443797]Proposal 2: It is up to UE implementation whether and how to decide the applied minimum scheduling offset restriction for the slots after BWP switch and before the end of application delay

[bookmark: _Ref24044744]Slot change due to BWP switch across different numerologies
Certain time quantities used for the feature’s operation, i.e. the application delay, minimum K0 and K2, are defined in slots. For the advanced BWP adaptation features, BWP switch across different numerologies is supported. Given that the slot definition is dependent on the active BWP’s numerology, the slot definition can change when active BWP switches across BWP configured with different numerologies. When the slot definition changes, it creates a question how to handle the time quantities already defined in terms of the original slot definition before change. In the following, two specific examples are discussed. At the end, we have a proposal to address this issue in a general manner and we think this is preferable to coming up with separate specification to address the specific cases individually.
In essence, cross-slot scheduling is a way to guarantee certain amount of time separation (as determined by the active minimum k0 or k2) between the scheduling grant and its corresponding scheduled transmission. But when the scheduling is to another BWP (i.e. triggering a BWP switch), if the numerology of the target BWP is different, should the active minimum k0 / k2 be literally applied, or applied after numerology conversion? More specifically, the active minimum k0 / k2 in Slot n is associated with the active BWP. In Slot n, a DCI scheduling PDSCH (or PUSCH) on a different (i.e. target) BWP is received, and the BWP numerologies are different. The k0 (or k2) indicated in the scheduling DCI follows the numerology of the target BWP, but the active minimum k0 / k2 still follow the numerology of the active (i.e. source) BWP in Slot n. If it is applied literally, the time separation guaranteed by minimum k0/k2 would vary in the absolute time sense (e.g. shortened if the SCS goes from low to high). This issue can be illustrated with an example:
	

	Example: BWP0: 15kHz SCS, BWP1: 30kHz SCS
BWP switch delay = {1 slot @15kHz SCS, 2 slots @30kHz SCS}
BWP0: Active K0_min: 2 slot @ 15kHz SCS
For cross-BWP scheduling from BWP0BWP1, K0_min is converted to 4 slots and applied to K0 indicated in the cross-BWP grant.


In our view, it is more truthful to the original design objective if numerology conversion on the active minimum k0 or k2 is performed for such scenarios.
There is another case where numerology conversion would be needed. For cross-carrier scheduling, the application delay is finally expressed in number of slots based on the scheduling carrier’s numerology. However, before the new minimum scheduling offset is applied, the active BWP on the scheduling carrier may change, and it is possible that the slot definition is changed if the new active BWP has a different numerology than the old BWP. To be consistent, numerology conversion should be carried out to ensure the application delay determined based on the old BWP’s numerology is correctly interpreted for the new BWP’s numerology.
Above are two specific examples of a common issue for change in slot definition due to BWP switch across different numerologies. If BWPs with different numerologies is supported, there would be scenarios in which certain time quantity is determined in number of slots (e.g. application delay), and before that time quantity is truly applied, active BWP switching across different numerology takes place and the slot definition is changed due to the change in numerology. We think the general method to handle such issue is to perform the respective numerology conversion for the determined time quantity when it is applied.
[bookmark: _Toc32572268][bookmark: _Toc37443798]Proposal 3: For a time quantity (X) defined in slots (i.e. the application delay, as well as K0min and K2min) corresponding to the original active BWP’s numerology, if the slot definition is changed due to active BWP switch across different numerologies, the time quantity should be converted to the slot definition corresponding to the new BWP’s numerology according to  before it is applied.
Please see TP implementing the above proposal in the Appendix section.

Application delay definition if minimum K0 is not configured
It is agreed that the application delay is determined based on the minimum K0 (). While in most usage scenarios for the feature, we expected that minimum K0 would be configured in all of the DL BWP, there could be a corner case scenario where the minimum K0 is not configured for DL BWP which becomes the active BWP. In this case, if minimum K2 is configured and dynamic change of minimum K2 should be supported, the application delay is undefined based on the current specification.
In our view, the fix for this corner case is simple:
[bookmark: _Toc32572270][bookmark: _Toc37443799]Proposal 4: For application delay determination, if  is not configured for the currently active DL BWP,  is assumed in the expression for application delay determination.

UE suggested values for minimum scheduling offsets
In RAN1 #99, the following agreement related to the suggested values by the UE is agreed:
	Agreements:
· For K0/K2 under same-carrier scheduling, possible suggested values by the UE are:
· 15kHz/30kHz SCS: {1, 2, 4, 6} slots
· 60kHz/120kHz SCS: {2, 4, 8, 12} slots


Also, the range for the range of configured minimum scheduling offset is agreed:
	Agreements:
· For the RRC configuration, the configured minimum applicable K0/K2 value(s) take integer value(s) in the range from 0 to 16 slots.


For the suggested values, the agreement only applies to same-carrier scheduling. For cross-carrier scheduling, no agreement was made in RAN1, and it should not be assumed that the same-carrier scheduling agreement would also apply to cross-carrier scheduling.
Given that the UE suggested values will be captured in RAN2 specification instead of RAN1, we prefer the discussion for cross-carrier scheduling case to take place in RAN2. On the other hand, both working groups should be reminded that the maximum value (i.e. 16) for the range of the minimum scheduling offset was mainly motivated by cross-carrier scheduling (e.g. 15kHz SCS carrier scheduling 120kHz SCS carrier). Therefore, we have the following proposal:
[bookmark: _Toc32536029][bookmark: _Toc37443800]Proposal 5: For cross-carrier scheduling, the maximum value (i.e. 16) of the range of the minimum scheduling offset should be supported as one of the UE suggested values.
No TP is presented as this proposal should be discussed and specified in RAN2.

Conclusions
Observation 1: If Proposal 1 is adopted for determining scheduling offset in cross-BWP scheduling, there is no or little impact on the current Rel-16 specification.
Observation 2: The current Rel-16 specification for the minimum scheduling offset operation is generic and does not discern same-BWP scheduling and cross-BWP scheduling scenarios.

Proposal 1: For indicating the scheduling offset in cross-BWP scheduling, the scheduling offset should be no smaller than the maximum of following factors:
Proposal 2: It is up to UE implementation whether and how to decide the applied minimum scheduling offset restriction for the slots after BWP switch and before the end of application delay
Proposal 3: For a time quantity (X) defined in slots (i.e. the application delay, as well as K0min and K2min) corresponding to the original active BWP’s numerology, if the slot definition is changed due to active BWP switch across different numerologies, the time quantity should be converted to the slot definition corresponding to the new BWP’s numerology according to  before it is applied.
Proposal 4: For application delay determination, if  is not configured for the currently active DL BWP,  is assumed in the expression for application delay determination.
Proposal 5: For cross-carrier scheduling, the maximum value (i.e. 16) of the range of the minimum scheduling offset should be supported as one of the UE suggested values.
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Appendix: Text Proposals
============TP for TS 38.214 Section 5.1.2.1====================================
--Unchanged part omitted------------------------
When the UE configured with [minimumSchedulingOffset] in an active DL BWP it applies a minimum scheduling offset restriction indicated by the [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1. When the UE configured with [minimumSchedulingOffset] in active DL BWP and it has not received [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1, UE shall apply a minimum scheduling offset restriction indicated based on [‘Minimum applicable scheduling offset indicator’] value ‘0’. When the minimum scheduling offset restriction is applied the UE is not expected to be scheduled with a DCI in slot n to receive a PDSCH scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI with K0 smaller than the applicable minimum scheduling offset restriction K0min. The minimum scheduling offset restriction is not applied when PDSCH transmission is scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI in common search space associated with CORESET0 and default PDSCH time domain resource allocation is used or when PDSCH transmission is scheduled with SI-RNTI or RA-RNTI. The application delay of the change of the minimum scheduling offset restriction is determined in Section 5.3.1. Handling of slot definition change for the case of BWP switch across different numerologies is also discussed in Section 5.3.1.
--Unchanged part omitted------------------------
=======================================================================

============TP for TS 38.214 Section 6.1.2.1====================================
When the UE configured with [minimumSchedulingOffset] in active UL BWP it applies a minimum scheduling offset restriction indicated by the [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1. When the UE configured with [minimumSchedulingOffset] in active UL BWP and it has not received [‘Minimum applicable scheduling offset indicator’] field in DCI format 0_1 or 1_1, the UE shall apply a minimum scheduling offset restriction indicated based on [‘Minimum applicable scheduling offset indicator’] value ‘0’. When the minimum scheduling offset restriction is applied the UE is not expected to be scheduled with a DCI in slot n to transmit a PUSCH scheduled with C-RNTI, CS-RNTI or MCS-C-RNTI with K2 smaller than the applicable minimum scheduling offset restriction K2min. The minimum scheduling restriction is not applied when PUSCH transmission is scheduled by RAR UL grant for RACH procedure, or when PUSCH is scheduled with TC-RNTI. The application delay of the change of the minimum scheduling offset restriction is determined in Section 5.3.1. Handling of slot definition change for the case of BWP switch across different numerologies is also discussed in Section 5.3.1.
[bookmark: _Hlk37286785]=======================================================================

============TP for TS 38.214 Section 5.3.1=====================================
When the UE is scheduled with DCI format 0_1 or 1_1 with a [‘Minimum applicable scheduling offset indicator’] field, it shall determine the K0min and K2min values to be applied, while the previously applied K0min and K2min values are applied until the new values take effect after application delay. Change of applied minimum scheduling offset restriction indication carried by DCI in slot n, shall be applied in slot n+X of the scheduling cell. 
When the DCI format 0_1 or 1_1 with [‘Minimum applicable scheduling offset indicator’] field indicating a change to the applied K0min or K2min is contained within the first three symbols of the slot, the value of application delay X is determined by, where  K0minOld is the currently applied K0min value of the active DL BWP in the scheduled cell,; If K0min value is not configured for the active DL BWP in the scheduled cell, K0minOld is assumed to take the value zero. and Zµ is determined by the subcarrier spacing of the active DL BWP in the scheduling cell, and given in Table 5.3.1-1 and µPDCCH and µPDSCH are the sub-carrier spacing configurations for PDCCH and PDSCH, respectively. 
When the DCI format 0_1 or 1_1 with [‘Minimum applicable scheduling offset indicator’] field is received outside the first [three] symbols of the slot, value of Zµ from Table 5.3.1-1 is incremented by one before determining the application delay X.
Table 5.3.1-1: Definition of Zµ
	µ
	Zµ

	0
	[1]

	1
	[1]

	2
	[2]

	3
	[2]



For a time quantity (X) defined in slots (i.e. the application delay, as well as K0min and K2min) corresponding to the original active BWP’s numerology, if the slot definition is changed due to active BWP switch across different numerologies, the time quantity should be converted to the slot definition corresponding to the new BWP’s numerology according to  before it is applied.
UE does not expect to receive another indication of minimum scheduling offset change in a scheduling DCI for the same active BWP before the slot for which a previous indication of minimum scheduling offset change is expected to be applied.
=======================================================================


2/9
image1.png
Case 1a: KO >= KO_min

BWPO

K02

OK, for same BWP scheduling

— T T

0

POSCH





image2.png
Case 1b:KO>=KO_min ooy

OK, for cross-8WP scheduling

BWPO H
BWP change induces active Ko=0
KO_min chonge; New Ko_min " on [y 0K
BWPL takes effect after applcation
delay (2 slots) POSCH POSCH

Active BWP = BWPO
Active KO_min = 2 slots

Active BWP = BWP1
Active KO_min =0 slot





image3.png
Case 2: KO < KO_min Ko=1
Not OK, even when BWP switch
delay is satisfied, or KO satisfies
KO_min of the BWP1 (otherwise,
BWPO H violates application delay principlé]

X

oR
BWP1 > U<
5





image4.emf
Cross-BWP scheduling

(active UL BWP switches 

from BWP0 to BWP1)

PUSCH

DL 

BWP

UL 

BWP0

Min k2=2 

cannot take 

effect in this 

slot

Slot n Slot n+1 Slot n+2 Slot n+3

PDCCH received in these slots 

can schedule with k2 >= 1 for 

UL BWP0. UL BWP0 is active.

PDCCH received in this 

slot can schedule with 

k2 >= 2 for UL BWP1.

No Tx/Rx due to BWP 

switch transition

BWP switch 

delay req.

Application delay

(min k0=2)

UL 

BWP1

PUSCH

K2=1 satisfies min k2=1.

1-bit indicates min k2=2 

to be applied.

Slot n+4

Min k2=2 

takes effect 

in this slot

The default min k2 

for UL BWP1 could 

be used?

UL BWP1 is active


Microsoft_Visio_2003-2010_Drawing.vsd
UL BWP1


PUSCH


Cross-BWP scheduling
(active UL BWP switches from BWP0 to BWP1)


PUSCH


DL BWP


UL BWP0


Min k2=2 cannot take effect in this slot


Slot n


Slot n+1


Slot n+2


Slot n+3


PDCCH received in these slots can schedule with k2 >= 1 for UL BWP0. UL BWP0 is active.


PDCCH received in this slot can schedule with k2 >= 2 for UL BWP1.


No Tx/Rx due to BWP switch transition


BWP switch 
delay req.


Application delay
(min k0=2)


Slot n+4


Min k2=2 takes effect in this slot


K2=1 satisfies min k2=1.
1-bit indicates min k2=2 to be applied.


The default min k2 for UL BWP1 could be used?


UL BWP1 is active



image5.emf
K0=4

OK, satisfies X_BWP0 converted 

to BWP1's numerology

Cross-BWP scheduling

(active BWP switches 

from BWP0 to BWP1)

PDSC

H

BWP0

BWP1

PDSC

H

K0=2

Not OK


Microsoft_Visio_2003-2010_Drawing1.vsd
PDSCH


K0=2
Not OK


K0=4
OK, satisfies X_BWP0 converted to BWP1's numerology


Cross-BWP scheduling
(active BWP switches from BWP0 to BWP1)


PDSCH


BWP0


BWP1



