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RLC protocol behaviour for MBMS data transfer
1. Introduction
In the following the suggested behaviour for the RLC protocol for MBMS data transfer is briefly described. One of the basic ideas is to maintain the same behaviour – at the MS side – independently on the (re)transmission strategy adopted by the network, i.e. blind repetition of RLC blocks or any PDAN-based selective retransmission strategy. The goal is to define a unique RLC protocol which is simple, flexible and very close, in the handsets, to the current RLC Unacknowledged mode. 
2. Basic Ideas

One of the basic principles of this new RLC mode is that, independently on the (re)transmission strategy at the network – it has to live with the possible loss of RLC blocks at the receiver. In this sense, it cannot be considered as a fully acknowledged protocol. In fact, it can be seen as something in between the current RLC Acknowledged and Unacknowledged modes, even though, in our understanding, it is useful to highlight the commonalities with the current RLC Unacknowledged mode, especially at the MS side.

Starting from the receiving side, the idea is that the MS shall consider in the receive window all the BSNs from V(R)-WS to V(R), where – as usual – V(R) is the Receive State Variable (i.e. a value one higher than the highest BSN yet received) and WS is the Window Size signalled by the network. This implicitly defines in a simple and clear way:
1. how the MS shall advance the receive window, even when some RLC blocks are still missing: every time V(R) is increased, the receive window is shifted accordingly.

2. when the MS may start reassembling LLC frames. In fact the MS should use only RLC blocks up to V(R)-WS when reassembling LLC frames (and then discard those RLC blocks from the RLC memory).

In our understanding this simply specifies what is currently an implementation dependent behaviour at the receiver for RLC Unacknowledged mode. Even now, in RLC Unacknowledged mode, when the receiving end receives a block with a BSN higher than V(R)  (indicating that at least one block has been lost/delayed) it should wait “a while” (implementation dependent) before considering the intermediate block(s) as definitely lost, and start reassembling LLC frames. This is needed, in any sensible implementation, to cope with a possible de-synchronization in the transmission of RLC blocks (e.g. during multislot operation). In other words we can say that even now, in RLC Unacknowledged mode, RLC blocks can be accepted even if received (slightly) out-of-sequence. 

What is proposed here is simply to clarify such bahaviour (at least for MBMS data transfer), linking the receive window to the signalled Window Size, i.e. specifying the condition to start to reassemble LLC frame (i.e. only RLC blocks up to V(R)-WS can be used for reassembling) and that blocks received in the interval V(R)-WS – V(R) should be accepted even if received out-of-sequence.

This behaviour at the receiver is intended to be exactly the same in case of blind repetition or PDAN-based selective retransmission of RLC blocks at the network side. Note for instance that also in case of blind repetition the receiver should be able to receive blocks out-of-sequence, because – to fully exploit the diversity of the radio link – the network should be allowed not to send all the repetitions in a row, but to space them in time. 
In principle the handsets don’t need to know at all whether blind repetition or selective retransmission is applied at the network! Simply, any MS which receives a specific identifier during the assignment phase shall send a PDAN message on the UL feedback channel when polled with such identifier. The acknowledgement bitmap shall be filled according to exactly the same rules currently defined in TS 44.060 (for GPRS and EGPRS). The only difference is that the lower end of the bitmap shall be determined by V(Q*) instead of V(Q), where:
V(Q*) = max (V(R)-WS, V(Q))

Again, it should be noted that sending PDAN messages (including the acknowledgement bitmap) is not a new task for MSs in RLC Unacknowledged mode. According to TS 44.060, PDAN messages should be currently sent even in RLC Unacknowledged mode (then it is up to the network to consider or not such information). 
With the proposed strategy, the receive window at the receivers is fully specified, furthermore it remains in full control of the network. In fact the receive window is linked to V(R), which in turns is linked to the Send State Variable V(S) at the transmitting side (i.e. V(R) ( V(S)). If the network does not advance its transmit window (i.e. doesn’t increase V(S)) also the receive window at the MSs side cannot shift. 
This leaves the retransmission strategy at the network side completely open. A given network implementation may decide to initiate the transmission of a new RLC block (i.e. increase the Send State Variable V(S)) independently on the oldest not acknowledged RLC block (i.e. independently on the Acknowledged State Variable V(A)), for instance when a maximum number of retransmissions for the block with BSN = V(A) has been performed. But other strategies are possible. In principle, this solution allows the network even to perform a persistent retransmission scheme, as in in RLC Acknowledged mode (even though the use of such technique is highly questionable in a ptM transmission).
Note that, according to the behaviour specified at the MS side, to be sure to receive feedback messages for RLC blocks as old as V(A*), the network should simply take care not to set V(S) ( V(A*) + WS.

3. Example of a retransmission strategy and further considerations
One possible retransmission strategy, already presented in [1], foresees that the transmitter – after having performed the needed retransmissions - may initiate the transmission of a new RLC block (i.e. increase the Send State Variable V(S)) independently on the oldest not acknowledged RLC block (i.e. independently on the Acknowledged State Variable V(A)). The idea behind is to avoid window stall conditions. The Window Size (WS) is still used at the transmitter, in the sense that blocks older than V(S)-WS are considered as acknowledged (even if no feedback corresponding to those blocks is ever received), will not be retransmitted anymore and can be deleted from the RLC memory.

In other words, in this case V(A) is calculated with the following formula:

V(A) = max (V(S)-WS, BSN value of the oldest not yet acknowledged RLC block)

Some simulation results corresponding to such strategy have been presented in [1] and are also reported in the Annex.

But for sure other techniques (possibly even more efficient) are possible: as already mentioned, for instance the network could ensure that the transmit window is advanced only when a given number of retransmissions for the block with BSN = V(A) has been performed.
In any case, in our view, the maximum number of retransmissions doesn’t necessarily have to be unique for all the RLC blocks (and therefore the receiver doesn’t need to know it/base its implementation on it). For instance, if the transmission of a given RLC block fails N times (where N is the maximum number of retransmission), the network may decide there is no need to (re)transmit all the other RLC blocks belonging to the same LLC frame. More generally, since the network will likely have to maintain a given “transfer delay” for any SDU, in some occasions (e.g. depending on the SDU size) it may decide to retransmit more times (than in other cases) individual RLC blocks – if needed – still maintaining the delay requirements.
What needs to be specified is the MS implementation, as discussed in Section 2 (so that it is independent on the use of feedback messages or not), while the specific network solution should be left implementation dependent.

4. Conclusions

The behaviour for the RLC protocol for MBMS data transfer has been suggested. Such proposal defines a simple and unique solution at the MS side, which is completely independent on the (re)transmission strategy adopted by the network, i.e. blind repetition of RLC blocks or any PDAN-based selective retransmission strategy. Besides the obvious benefit of a unique implementation in the handsets, this allows, for instance, to handle - on the same MBMS bearer - users with/without identifiers (i.e. sending feedback or not).
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Annex

Some are presented to show the behaviour for different C/I ratios and for different number of MSs receiving the MBMS session.

Performance is evaluated in terms of:

1. Achievable Throughput (per timeslot)

2. SDU error rate 

To evaluate the achievable SDU error rate, SDU’s of 500 bytes are considered.

The PDAN-based retransmission strategy is tested against some “reference” C/I conditions (from 9 to 18 dB). For any C/I condition, a different number of MSs has been considered (once the C/I ratio is fixed, it is the same for all the mobile stations), since it is expected that performance depends on both the number of users and their radio channel quality.

In all the simulations the assumed timeslot configuration is 4 DL + 1 UL (to allocate the feedback channel). 

Some results for an EGPRS scenario are given first. The considered MCS, which is kept fixed during the data transfer, is MCS6 and a maximum of 3 retransmissions per RLC block is considered. WS is set to 512, the reported bitmap may use up to 116 bits in the PDAN message and, if the Full Bitmap (possibly compressed) does not fit into this space, the assumption is that the First Partial Bitmap is always sent (see TS 44.060 for details).
Results in terms of throughput per timeslot are given in Figure 1, while the corresponding SDU error rate probabilities are presented in Figure 2. 
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Figure 1. Throughput per TS (MCS6, 3 Retx max)
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Figure 2. SDU error rate (MCS6, 3 Retx max)
The peculiar behaviour of the proposed solution is quite evident: the achieved throughput - which is fixed in any pure p-t-M solution (i.e. no feedback) - here depends on the number of users and the radio conditions, converging (in the considered scenario) to a minimum value of 9.5kbps in the very bad case of 16 users, all experiencing a C/I of 9 dB; but quickly increasing as soon as radio link quality slightly improves, and/or the number of users decreases.

This indicates that the needed bandwidth - to carry a given service – tends to scale with the number of users, so that radio resource optimization – as expected – can be achieved.

A scenario with several MS’s in fairly good radio conditions (i.e. 15 MS’s with a C/I of 15 dB) and a single MS in moderate radio conditions (i.e. 1 user at a C/I of 9 dB) was also tested, to verify the impact of a single bad user on this retransmission strategy. The measured throughput was 17.2 kbps (per timeslot). On one hand this shows that for sure the performance is affected by the user(s) in worse conditions but, on the other hand, that the behaviour is still acceptable (in the sense that the throughput is higher than the one that can be achieved with a pure p-t-M solution).

Things may be different if the overall number of users is higher than the number of users that can be identified/addressed/polled for feedback. A simulation with 17 users (all experiencing a C/I of 12 dB) was run, where only 16 of them could send feedback. The outcome was that the 16 addressed MS’s experienced an average SDU error rate of 2x10-4  (as in Figure 2), while the remaining one was affected by an SDU error rate of  2x10-2!! This suggests that if the number of users increase beyond the number of addressable ones, a better option would probably be to switch to a pure p-t-M strategy.

Some simulations were run also in the GPRS case (with CS3, and 3 retransmissions maximum), where a reported bitmap (and a WS) of 64 bits was initially assumed.

The results obtained in this case (at a reference C/I condition of 12 dB) are really bad, as partly expected, due to:

1. the lack of Incremental Redundancy at the receiver

2. the limited reported bitmap size (a bitmap of 64 bits is a well-known problem even in current p-t-p GPRS TBFs, as soon as the timeslot allocation increases)

Even repeating the simulation with an higher reporting bitmap size (i.e. reusing the EGPRS strategy), but still limiting the number of retransmissions to 3, the obtained performance – in terms of SDU error rate - is considered as not acceptable. In Table 1, the case of 4 users sending feedback is shown.

	
	C/I = 12 dB, 4 users

	Bitmap size
	Throughput
	SduER

	64
	7.6 kbps
	0.05

	116
	7.4 kbps
	0.04


Table 1. GPRS case, CS3, 3 Retx max, C/I = 12 dB, 4 users.

The number of retransmission has therefore been increased, by one unit (i.e. 4 Retx max), and the corresponding results are presented in Figure 3 and 4.
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Figure 3. Throughput per TS (CS3, 4 Retx max)
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Figure 4. SDU error rate (CS3, 4 Retx max)
These figures show that by increasing the reported bitmap size, up to 16 users can be simultaneously handled even when using GPRS Coding Schemes. Nevertheless, even though enlarging the reported bitmap itself in the PDAN message is probably not an issue, the problem of extending the BSN space in  GPRS RLC/MAC header remains. The proposal is therefore to maintain the current Window Size for GPRS (i.e. 64), and accept the idea that a PDAN-based mechanism for a GPRS MBMS bearer will work efficiently only with a limited number of addressed users (e.g. around 4).





































