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Introduction


Delay requirements for streaming services are typically more relaxed than packet voice. Therefore, it is not necessary to limit the achievable efficiency by using a fixed amount of redundancy, independent of the actual delay requirements and the prevailing channel quality. Higher streaming rates can be supported if error recovery is carried out using a selective ARQ scheme. 





EGPRS R’99 Radio Link Control (RLC) procedures allow full recovery (i.e., there is no limit on the maximum number of retransmissions) and data is delivered in-sequence to the higher layer [1]. It does not guarantee a delivery rate or a maximum delivery delay.  This scheme is best suited to the support of best effort data services over wireless links, and not to applications such as streaming. For streaming, a selective ARQ scheme with limited retransmission capability (i.e., partial recovery) is required. 





Streaming Requirements for UTRAN from 3G TS 23.107 [2]


Basic Requirement


Although streaming does not have any requirements on low transfer delay, it requires that that the time relations (variation) between information entities (i.e. samples, packets) within a flow be preserved. The transfer delay depends on buffer limitations in the network and mobile station.


Radio Access Bearer Service Attributes for Streaming 


Attribute number�
Attribute�
Description�
�
1�
Maximum bit rate (kbps)�
Limits the maximum rate at which information is delivered by UTRAN and to UTRAN at a SAP�
�
2�
Guaranteed bit rate (kbps)�
Specifies the rate at which bits are to be delivered at a SAP, provided that there is data to deliver�
�
3�
Transfer Delay (ms) �
Indicates maximum delivery delay to be met by 95% of all delivered SDUs where delivery delay for an SDU is defined as the time from a request to transfer an SDU at one SAP to its delivery at the other SAP�
�
4�
Delivery Order (y/n)�
Indicates whether the bearer shall provide in-sequence SDU delivery�
�
5�
Delivery of Erroneous SDUs (y/n)�
Indicates whether SDUs with detected errors are forwarded or not�
�
6�
SDU Error Ratio�
Indicates fraction of SDUs lost or detected as corrupted�
�
7�
Residual Bit Error Ratio�
Indicates the undetected bit error rate for each flow�
�
8�
Maximum SDU size (octets)�
Defines the maximum allowed SDU size �
�
9�
Source Statistics Descriptor (speech/unknown)�
Defines whether the flow has statistical behavior characteristic of speech�
�
10�
Allocation/Retention Priority�
Specifies the relative importance compared to other bearers�
�
Table 1: UTRAN Radio Access Bearer Service Attributes for Streaming Services.





Table 1 lists the radio access bearer service attributes that apply for streaming service support in UTRAN. These attributes may be directly mapped to individual requirements on the Radio Bearer and Iu-PS interface after suitable adjustments in parameter values.





RLC Requirements for Streaming Support in GERAN


The service classes to be supported by GERAN are the same as those supported by UTRAN. Therefore, the RAB service attributes from 3G TS 23.107 that are listed in Table 1 also apply to GERAN.  The source statistics descriptor and allocation/retention priority are primarily intended for admission control and do not impact the RLC procedures. However, the other attributes listed in Table 1 directly impact the RLC procedures.  





Table 2 lists the requirements that a streaming application places on the RLC layer. The corresponding RAB Service attributes  (from Table 1) that give rise to these requirements are also listed. Figure 1 shows how the time relation between different information entities in a stream can be preserved if the RLC requirements listed in Table 2 are satisfied. 





Parameter�
Definition�
Corresponding GERAN/UTRAN RAB Service Attribute�
�
Play out rate (R in kbps)�
The play out rate (in kbps) is the rate at which the receiver RLC delivers data in-sequence to PDCP. This is also the rate at which data is provided by PDCP to the transmitter RLC. �
Guaranteed Bit Rate�
�
Residual loss rate (L in %)�
The residual loss rate (in %) represents the fraction of data that is not delivered, i.e., for which the recovery is aborted.�
SDU Error Ratio�
�
Maximum delivery delay (D in ms)�
The delivery delay (in ms) is the time between arrival of an SDU at the transmitter RLC and delivery of the SDU by the receiver RLC.�
Transfer Delay�
�
Table 2: RLC requirements for streaming.





EGPRS R’99 Radio Link Control (RLC) block segmentation and retransmission procedures have already been specified in order to allow the following [1]: 


Dynamic link adaptation between nine different coding and modulation schemes (MCS-1 to MCS-9) to achieve the best delay/throughput tradeoff under prevailing channel conditions 


Incremental Redundancy (IR) operation where the amount of redundant information sent with the initial transmission or subsequent retransmissions of an RLC block depends on the prevailing MCS.


For the support of streaming services in R2000, it is possible to reuse EGPRS R’99 RLC/MAC block formats, modulation and coding schemes (MCS), and retransmission procedures to a large extent. A few minor enhancements to current retransmission procedures are needed, however, in order to satisfy the above streaming requirements. In the following, we describe these enhancements and provide simulation results showing the streaming rates that can be supported with a particular scheme.
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Figure 1: Arrival and delivery of RLC SDUs; if the maximum delay of  any delivered SDU is less than D, then the time relation between information entities (i.e., SDUs) can be  preserved. Note that delay and jitter due to the core network and Iu-PS are not considered in this example.





Limited Retransmission RLC


The R’99 physical layer offers a choice of modulation and coding schemes whose link performance is a function of the channel quality. However, the Radio Link Control (RLC) layer specified in R’99 allows full recovery (i.e., there is no limit on the maximum number of retransmissions) and delivers data in-sequence to the higher layer. This scheme is best suited to the support of best effort data services over wireless links, and not to applications such as streaming. With full recovery, the maximum delivery delay cannot be guaranteed on account of the high delay variance at higher Block Error Rates. As a result, even if one SDU gets delayed significantly, all the SDUs following it get delayed and the QoS requirements of streaming are not met. 





Partial recovery (i.e., limited retransmission) offers the ability to achieve a good balance between the unacknowledged mode (i.e., no recovery) and full recovery based on the loss and delay requirements. For a given maximum delivery delay requirement, the play out rate that can be supported with partial recovery is higher than with full recovery. 





For a particular choice of MCS, a limited retransmission scheme may be defined as follows. Given the delay budget (D), and the round trip delay (T), D/T round-trips are allowed on the average at the RLC layer before the delay budget is exceeded. This places a limit on the number of retransmissions allowed for each RLC block. 





There are two basic techniques that can be applied for partial recovery:


Transmitter Driven: In this case, a timer is started for every SDU received from the higher layer. If all RLC blocks carrying data from an SDU are not acknowledged prior to the expiration of the timer, the SDU is discarded and a message is sent to the receiver so that the receiver window may be updated [3]. The main disadvantage of this approach is the need for acknowledged messaging between the transmitter and receiver each time recovery is aborted. 


Receiver Driven: In this case, the receiver moves its window if the data is not received within a certain time, and updates the transmitter in a subsequent Ack/Nack message. This technique does not require additional messaging on either the uplink or downlink. However, in  cases where the variations in SDU inter-arrival time at the transmitter RLC are significant, the receiver RLC needs to derive an updated time reference for play out. 





The RLC procedures required at the transmitter and receiver for a receiver driven limited retransmission scheme are now described in more detail. 


Transmitter RLC Operation 


At the initial transmission of an RLC block, m1 copies are simultaneously transmitted. Note that multiple copies of the block are not identical, but are derived from the coded block through different puncturing schemes (P1/P2/P3 for MCS-4, MCS-7 to MCS-9, and P1/P2 for MCS-5, MCS-6, MCS1 to MCS-3). At the initial transmission of each RLC block, a timer is started. An RLC block can be retransmitted only if the timer corresponding to that block expires and the block is negatively acknowledged�. At each subsequent retransmission, a number of copies (m2, m3, …) of the RLC block are transmitted. The copies are chosen by cycling through the puncturing schemes, P1, P2 and P3 so that the redundant information provided has minimal overlap with previous transmissions. This improves performance when the receiver has the ability to store and combine soft information (i.e., if IR operation is possible). Depending on the choice of m1, m2, …, multiple realizations that satisfy the desired requirements are possible. It is desirable to choose the realization that maximizes the achieved streaming rate. This also minimizes the channel occupancy and allows other applications from the same user or applications from other users to share the channel. The transmitter RLC operation is identical to R’99 in the special case when m1=m2=…=1.





If the amount of new data available to the transmitter RLC is less than the total number of bits that can fit into the space within a Radio Block, then the data can either be  immediately transmitted using a more robust MCS or alternatively, the transmitter RLC can wait till enough data becomes available. For a particular loss and delay requirement, the streaming rates that can be supported by each of these approaches depend on the prevailing channel conditions. The amount of time for which the transmitter RLC may wait for packing an RLC block is referred to as the fill delay, i.e., it is the time between the arrival of an SDU at the transmitter RLC and the first transmission of an RLC block  containing the last portion of data from the SDU. The fill delay is given by the difference between the delay budget and the time needed for retransmissions under the prevailing channel conditions.


 


When there are variations in the data inter-arrival time at the transmitter RLC on account of jitter in the network, the receiver RLC should be informed so that it may update its play out time reference. Time reference adjustment may be carried out by adding the following two  bits to the RLC/MAC header�: 


UTR (Update Time Reference): At each new SDU arrival, the transmitter sets UTR = 1, otherwise it sets UTR = 0. The UTR bit reflects the true transmitter RLC time reference to the receiver RLC, so that the receiver RLC may assume the correct play out time. In cases, when more than one SDU arrival occurs during the same 20 ms interval, UTR is set to 1 in consecutive Radio Blocks.


Start of SDU (SS): When transmitting the first piece of data in an SDU, the transmitter RLC sets SS = 1, otherwise it sets SS =0. The purpose of this field is to reliably indicate the RLC data block that determines the boundary between two SDUs. 





Note that this scheme does not require transmission of new data for which the play out time has expired. Any data for which transmissions have not been attempted can be dropped at the transmitter without any need to update the receiver RLC.  





The corresponding receiver update procedures are described in Section 4.2. 


Receiver RLC Operation


The receiver RLC is responsible for in-sequence delivery of data within the delay budget, D. It also has to meet certain play out rate (R) and loss requirements. This requires slightly more complex procedures than R’99, as described below.  





The receiver RLC establishes a play out time, p, for the delivery of  the data contained in each SDU to the higher layer. The play out time is determined with respect to a rolling time reference, t. The play out time for the nth SDU, is set to  


p(n) = t(n) + D, where


D is the delay budget, and


t(n) is the time of receipt of a header with UTR = 1.





Initialization is carried out by setting t(0)  as the time of receipt of a header indicating the transmission of the first RLC block, and p(0) = t(0) + D. If all RLC blocks carrying data segments from an SDU are not received at least one round trip delay, T, prior to the play out time, then its receipt status is set to ‘1’ (acknowledged). This means that it will be acknowledged the next time the receiver is polled for feedback and the transmitter will not attempt further recovery for the block. Note that the boundary of an SDU is known either through receipt of an RLC data block with a Length Indicator (LI) or the receipt of an RLC/MAC header with SS = 1 (i.e., indicating the start of the next SDU). If neither of these parameters are received at least one round trip delay prior to the play out time, then the receiver uses an estimate of the SDU size, S* and knowledge of the amount of data carried  in each RLC data block� in order to determine the SDU boundary (i.e., which RLC blocks are to be acknowledged). The SDU size can be estimated using a conservatively weighted moving average of the size of all delivered SDUs. 





If all RLC blocks carrying data corresponding to an SDU are received by the delivery deadline, then the SDU is delivered to the higher layer; otherwise, a loss is indicated. 





RLC Performance


Simulation Assumptions


Simulations were carried out to determine the performance of the proposed RLC for streaming applications. The simulation assumptions are as follows:


Single slot simulation


Periodic arrivals of data at the transmitter RLC 


Play out rate at receiver RLC is assumed to be equal to the arrival rate of data at the transmitter RLC


MCS-9 (P1 sent on initial transmission, P2 on first retransmission, P3 on second retransmission, …)


0.5 seconds delay budget


Channel Model: TU3, ideal frequency hopping


80ms Round Trip Delay


60 ms Polling Period


Window size = 192


IR soft combining assumed (memory size limited to soft information for 40 RLC blocks)


Simulation Results


The loss rate and channel occupancy results for the limited retransmission RLC are shown as a function of the play out (i.e., streaming) rate in Figures 1-6. Figures 1 and 2 show the results for MCS-9 at C/I = 20 dB. We observe that a streaming rate of approximately 37 kbps can be supported at a loss rate of 0.7%. At the same C/I, MCS-6 (without any retransmissions) achieves a similar Block Error (loss) rate but only allows a streaming rate of 29.6 kbps. Figures 3 and 4 show the results for MCS-7 at C/I = 15 dB. In this case, a streaming rate of 28 kbps is achieved with a loss rate of 0.6% (see Figure 3). A similar loss rate is achieved with rate 1/3 coded 8-PSK interleaved over 6 bursts but the streaming rate in this case is only around 20 kbps [5]. Figures 5 and 6 show the results at C/I = 12 dB with MCS-6 on the initial transmission and MCS-9 on retransmissions. With this scheme, a streaming rate of approximately 22.2 kbps is achieved with a 0.5% loss rate. Similar results are shown in Figures 7 and 8 for MCS-6 at C/I = 10 dB. In this case, a streaming rate of 14.8 kbps is achieved with a loss rate of 1.5%. At the same C/I, the loss rate for MCS-2 (without any retransmissions) is higher and the streaming rate is lower (i.e., limited to 11.2 kbps). 





The streaming rate obtained through the limited retransmission IR RLC is approximately 25-40% higher in all the cases considered. Furthermore, the limited retransmission RLC allows operation at lower channel occupancies if lower play out rates are sufficient. More detailed studies are currently in progress.


�


Figure 1: Loss rate as a function of play out rate (MCS-9, C/I = 20 dB).


�


Figure 2: Channel occupancy as a function of play out rate (MCS-9, C/I = 20 dB).





�


Figure 3: Loss rate as a function of play out rate (MCS-7, C/I = 15 dB).


�


Figure 4: Channel occupancy as a function of play out rate (MCS-7, C/I = 15 dB).


�


Figure 5: Loss rate as a function of play out rate (MCS-6 on first, MCS-9 on retransmission, C/I = 12 dB).


�


Figure 6: Channel occupancy as a function of play out rate (MCS-6 on first, MCS-9 on retransmission, C/I = 12 dB).


�


Figure 7: Loss rate as a function of play out rate (MCS-6, C/I = 10 dB).


�


Figure 8: Channel occupancy as a function of play out rate (MCS-6, C/I = 10 dB).





Conclusions


The delay requirements for streaming services are typically more relaxed than for voice services and allow the use of selective ARQ for error recovery. However, the QoS requirements for streaming cannot be met with full recovery. Partial recovery achieves a good tradeoff between using unacknowledged mode (i.e., no recovery) and full recovery under a wide range of operating conditions. Higher streaming rates can be achieved under loss and delay constraints if error recovery is carried out using a selective ARQ scheme with limited retransmission capability. 





Section 4 describes limited retransmission RLC procedures in detail. EGPRS R’99 RLC/MAC block formats, modulation and coding schemes (MCS), and incremental redundancy retransmission procedures have been reused to a large extent. Results show that with a delay budget of 0.5 seconds and loss rate under 1%, the limited retransmission RLC achieves approximately 25-40% higher streaming rate than alternative fixed coding approaches that do not use ARQ. 





We recommend that the proposed limited retransmission RLC procedures be adopted for the support of streaming services in R2000. 
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� The per-block timers and retransmission procedure is identical to the R’99 RLC. The network polls the mobile station for ARQ bitmap feedback. The polling period is determined by the network. 


� On the uplink, 2 of the spare bits available in the RLC/MAC header may be used for this purpose. On the downlink, it may be possible to harvest bits for this function by redefining the RRBP field as suggested in [4]. 


� Note that the size of each RLC block may be derived from the CPS field in the header. Until the header is successfully decoded, the size is assumed to be the same as that of the previous RLC sequence number for which the size is accurately known.
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