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1 Introduction

The concept of “Delayed TBF Release” was introduced by Nokia, see TSGG #3 document GP‑010206, as a means to combat certain performance-related problems with the operation of the GPRS RLC/MAC protocol. Another proposal, with essentially the same purpose, was provided by Motorola in document GP‑010257.

The purpose with this document is to provide feedback on the proposals from Nokia and Motorola, and to elaborate on certain aspects in this area.

2 Background

The original requirements for GPRS (3GPP TS 01.60, version 6.0.0) were to enable new and existent applications to be attracted onto GSM. It was supposed to provide a flexible service at low cost to the user and to use scarce network resources as efficiently as possible. It was also stated that GPRS shall not be used as a basis for services that duplicate, in terms of performance and cost requirements, GSM (speech and data) services, existent at that time. It was claimed that GPRS shall not be used as a basis for packetised speech (!).

So far the original requirements; it is clear that GERAN requirements have developed quite a lot since then. Although new and modified requirements may develop, the original requirements may help to understand why the RLC/MAC protocol was designed the way it is. TBFs were designed according to a packet-oriented view. Radio resources should not be allocated unless instantly needed.

Consequently, there is a lot of shifting between packet idle mode and packet transfer mode. In addition, the mobile station may shift between having an uplink TBF, downlink TBF or both. A problem that occurs is that these state transitions often causes significant delay. A new TBF needs to be established whenever there was a stop in the data flow and new data arrives. During the release of a TBF, the mobile station may enter a state, where it is temporarily unable to establish a new TBF as needed. TBF establishment thus has to wait, causing delay. There may be significant variation of the delay, depending on the RLC/MAC protocol state when new data arrives.

Many popular applications are running on TCP/IP. TCP is sensitive for large delay and variation of delay between the peers. TCP depends on prompt acknowledgements from the receiving entity, in order to keep data throughput at the desired level. Several companies, including Ericsson, have observed performance-related problems when running TCP/IP based applications on GPRS. To a certain degree, these problems seem to be caused by inherent properties of the RLC/MAC protocol.

3 Strategies to improve GPRS performance

3.1 Optimisation within the existent standard

There could be different ways to combat the problems described so far. Clearly, any BSS manufacturer has to make the best out of the existent standard (release 97 and onwards). Solutions based on existent standard can be implemented immediately, without waiting for a new generation of GPRS mobile stations. 

Any solution depending on new requirements on the mobile station has to wait for 3GPP release 4 (or later) and equipment based on that. There could be a shortcut. Although new features might be defined in, e.g., Rel‑4 or Rel‑5, they could be defined such that they can be considered as independent options for the mobile station (and the network). From a technical point of view, such features could be used also in an earlier release. Nevertheless, it cannot be expected that features, defined in this way, become available before a second generation GPRS mobile stations is launched.

Waiting for a new generation of GPRS mobile stations is not good enough. As far as possible, problems have to be solved based on existent standard. To that respect, it might be merely an implementation matter, and not so much for the standardisation bodies to discuss. However, a good understanding of the practical implementation of the standard and any problem related to that is indeed crucial for the future development of the standard.

3.2 Removing blocking conditions in current procedures

Certain problems are caused by blocking conditions that occur in the current RLC/MAC procedures, which may be impossible to avoid without a modification of these procedures. For instance: when the countdown has been initiated at the release of an uplink TBF, the mobile station is unable to initiate the establishment of a new uplink TBF until the release of the previous TBF is fully completed. If a new SDU is received from the upper layers during this time, the transmission of that will be delayed until the new uplink TBF can be established.

In document GP‑010206, Nokia proposes that a reset of the countdown procedure shall be allowed until the countdown value CV = 0 is reached. In addition, they propose a procedure to delay the release of the uplink TBF and a new notification message. The notification message may be used to continue the uplink TBF, if a new SDU is received from the upper layers before the release of the TBF is finally completed.

The possibility to reset of the countdown procedure seems to be a good proposal, which may prevent the blocking of the uplink TBF to occur in some cases. It has little impact on the network and Ericsson supports this change. However, an indication is needed from the network to enable this behaviour of the mobile station. It is not clear, how the network would react, if this behaviour were practised by some mobile stations in existent networks. 

The change could be introduced in Rel‑4 or Rel‑5 of the standard. Preferably, it should be co-ordinated with other changes in this area.

3.3 Continuous operation of TBF

The focus in document GP‑010209 from Nokia is the introduction of new features to allow continuous operation of a TBF, even if the data flow drops to zero for short periods. The feature is named: delayed TBF release. Solutions are proposed for both downlink and uplink.

In addition, document GP‑010257 from Motorola proposes a mechanism for continuos operation of a downlink TBF. A solution is given only for the downlink TBF.

The continuous operation of a TBF is discussed further on in this document. In general, the purpose of the continuous operation of a TBF is to keep the mobile station connected during a period of frequent data transmissions. The connection is maintained, although the data flow might drop to zero during short periods in connected state. The idea is that certain blocking conditions that may occur during the release and the establishment of TBFs can be avoided, thereby improving the overall GPRS performance.

Simulation results presented in document GAHT‑010008 shows that there may be a significant improvement in the overall throughput, if a continuous operation of both downlink and uplink TBFs can be achieved during a session were an application is active.

4 Delayed TBF release

4.1 General

Several companies, including Ericsson, have identified a problem caused by the frequent establishment and release of TBFs in both uplink and downlink direction that may occur, e.g., during the execution of TCP/IP based applications. The interruptions of the data flow that is caused by these RLC/MAC procedures and the blocking conditions that may arise in the interaction between the management of uplink and downlink TBFs may cause TCP to back off. Therefore, TCP will not reach the data throughput that is expected, based on the number of PDCHs and the coding scheme in use. Even during ideal conditions (a single GPRS user and no frame erasures on the radio path); the data throughput may be significantly lower than expected.

The delayed TBF release could be a way to overcome these problems. The TBF is not released immediately when the data flow stops. Instead, a short delay is introduced. If another SDU is received from upper layers during the delay, the TBF may continue. If nothing is received from upper layers, the TBF is released at the end of this period.

The required delay of the TBF release should typically be quite short. The delay value should be determined by the network. However, useful values probably range from a few hundred milliseconds up to a few seconds. In most cases, it is believed that a delay of less than one second is sufficient to allow, for instance, a TCP/IP based application to perform a transaction on a continuous TBF.

The pre-conditions for the implementations of a delayed TBF release procedure are assumed different in the uplink and downlink directions. Therefore, the release of uplink and downlink TBFs are discussed separately in the rest of this document. 

4.2 Delayed release of downlink TBF

4.2.1 Preferred solution

In document GP-010257, Motorola has shown that a delayed release of the downlink TBF can be achieved without any change of the existent MS requirements (release 97). The only clarification needed is the use of a “Dummy LLC PDU” and the fact that the network might not immediately release the downlink TBF when the last (real) SDU has been completed. None of that should impact on MS requirements. This proposal thus falls in the category described in sub-clause 3.1 above.

Since MS requirements are not affected by this solution, it can be implemented in the network without waiting for a second generation of GPRS mobile stations. The required changes in the network are relatively small. Early implementation should thus be possible.

It is somewhat unclear how large the performance gain is with this solution alone, without the ability to ensure a continuous operation of the uplink TBF. However, with a continuous operation of the downlink TBF, the network may ensure that polling for Packet Downlink Ack/Nack messages is performed frequent enough to enable an uplink TBF to be (re-)established within reasonable delay. Possible contention on (P)RACH can be avoided, as well as contention resolution procedures on the new TBF.

It is believed that this method should provide useful gain in the overall performance, although additional improvement of the uplink TBF management is also needed for a complete solution. This conclusion needs to be verified. However, provided it is true, another downlink solution is not needed.

4.2.2 Definition of the “Dummy LLC PDU”

The proposed definition of a “Dummy LLC PDU” seems to be correct. However, it is felt that it might be more reliable, if the “Dummy LLC PDU” would be specified with a minimum length to ensure that essential header and check sum octets are always included. That would not change the overall concept.

If a “Dummy LLC PDU” is needed at the end of an RLC data block and the number of remaining octets are less than the minimum length; the “Dummy LLC PDU” should be extended into the next RLC data block. The “Dummy LLC PDU” is usually terminated at the end of the next RLC data block. If a new SDU is received from upper layers, only the remaining part of the minimum “Dummy LLC PDU” needs to be included in the next RLC data block.

Ericsson would like to add this modification to the original concept.

4.2.3 Future GERAN

The “Dummy LLC PDU” cannot be used in future Iu mode. The PDCP layer relies on the RLC/MAC layer to detect erroneous SDUs and remove them before they are delivered to the upper layer. Therefore, the RLC protocol in Iu mode needs modification to allow the receiving RLC entity to discard any fill bits that may be needed during idle data periods.

The following method is proposed to solve the this problem: one value of the length indicator delimiting an SDU in the RLC data block is used to indicate that the reminder of the RLC data block consists of fill bits. In EGPRS mode, the value 127 is used for this purpose. (In GPRS mode, if applicable in Iu mode, the value 63 is used.) If this value is used in the first length indicator in the RLC data block, the contents of entire RLC data block shall be considered as fill bits. Otherwise, any data following the SDU delimited by the previous length indicator shall be considered as fill bits.

4.2.4 Multislot configurations during idle data periods

When a multislot configuration is used and the data flow idles, the mobile station is required to monitor all the downlink blocks on the PDCHs within the multislot configuration. If these idle periods are long and frequent, it may impact badly on power consumption and ultimately on the standby performance.

This problem can be avoided by the network, if the channel configuration is reduced, preferably to only one PDCH, during these periods. It can be done by sending a Packet Downlink Assignment message when the idle period begins. That may require a new assignment when the idle period ends. However, when the resource demand increases, it is likely that a reassignment of the mobile station is required anyhow, because the downlink may be occupied sending to another mobile station. The potential penalty at the end of the idle period is thus not very significant.

4.3 Delayed release of uplink TBF

4.3.1 General considerations

Compared to a downlink TBF, the management of an uplink TBF is more complex. The mobile station has the knowledge about the state of the RLC transmitter buffer. The network controls the allocation of radio resources. Therefore, a certain amount of signalling is needed between the two entities in order to manage the utilisation of uplink radio resources. 

An alternative would be to use pre-allocated resources for the uplink data flow. In fact, the simulation results presented in document GAHT‑010008 seems to indicate that it might be beneficial to always grant a certain amount of uplink resource during a downlink TBF. Pre-allocated resources could enable the mobile station to send, e.g., TCP acknowledgements without having to perform the RLC/MAC signalling associated with the establishment of an uplink TBF for this purpose. The network could then allocate uplink blocks for the mobile station according to an estimated demand of acknowledgements associated with typical applications. The mobile station may send RLC data blocks partly with fill bits, if these blocks are not fully utilised. (The method proposed in sub-clause 4.2.3 could be used.)

In any case, the mobile station may need to send more information than can be fit into the pre-allocation (if any) from the network. In that case, the mobile station needs to indicate the amount of uplink resources needed. Preferably, it should also be able to characterise the resources that are required (for instance: RLC mode, PFI and the amount of data to send). When the indication is received, the network may grant the required resources to the mobile station.

4.3.2 Delaying the release of an uplink TBF

In principle, a similar technique to delay the release of an uplink TBF can be used, as suggested by Motorola in document GP-0100257 for the downlink TBF. I.e., the mobile station could be allowed to send RLC data blocks with fill information, in order to extend the uplink TBF and to keep it going between the transmission of SDUs received from upper layers. 

If no SDUs have been received for a certain period, the mobile station initiates the release of the uplink TBF, using the usual procedures. The timeout period could be specified in the Packet Uplink Assignment message, or in a Packet Uplink Ack/Nack message. In the latter case, the value could be changed by the network during the TBF. If needed, the network may force the release of the TBF by means of a Packet TBF Release message.

With this technique, the existent RLC/MAC procedures defined during an uplink TBF may still be applied during the timeout period. Abnormal conditions and other requirements defined in packet transfer mode should already be covered by existent specifications. The changes required in the mobile station (and the network) should thus be quite limited.

Certain care may have to be taken at the release of an uplink TBF, which has been extended in this way. It might not be possible to apply the countdown procedure in the usual way, because the mobile station will not be able to predict exactly the amount of RLC information to be sent before the timeout period ends. One solution could be to provide the network with information about the remaining timeout period.

Another problem is that the mobile station needs to provide the network with information about the status of the RLC transmitter buffer, in order to guide the network in the allocation of uplink resources. A new packet notification message could be designed for this purpose. A procedure for the sending of this message on PACCH is also needed. Possibly, the same message and the same procedure could be used to replace the countdown procedure, mentioned in the previous paragraph. These problems need further investigation.

In fact, if a new procedure is designed for this purpose, it might be used to replace the existent procedure for resource reallocation during an uplink TBF (3GPP TS 04.60, sub-clauses 8.1.1.1.2, 8.1.1.3.2 and 8.1.1.3a.5). The existent procedure has become very complex. If possible, a simplification would be very desirable. This is another aspect, which needs to be further investigated.

4.3.3 New contention based notification channel

The new packet notification message mentioned in the previous paragraph is supposed to be sent on PACCH from the mobile station to the network. That might not be a problem, as long as the mobile station is scheduled a sufficient amount of uplink blocks that may be used for PACCH.

During the timeout periods, at the end of a TBF or a temporary stop in the data flow, the network might not be able to schedule uplink blocks very frequently, because of other priorities. A situation may then arise that the mobile station is unable to notify the network when a new SDU is received from upper layers. The notification may have to wait for the next suitable PACCH block.

A possible way to circumvent that problem could be to introduce a new, contention based notification, or resource request channel. The same idea was introduced by Nokia in document GP‑010206.

Uplink blocks for this logical channel could be allocated by means of a pre-defined USF value. It is suggested to use a single burst message on this channel, in order to reduce the collision probability. If a normal burst is used, it should be possible to define a five-octet notification message for this purpose (assuming: 116 encoded bits, whereof four tail bits, a 1/2 rate convolution code and a 16-bit frame check sequence). That should be sufficient to identify the mobile station and to specify the resource demand (for instance: PFI, amount of data to transmit and possible cause value). The uplink TFI value can be used to identify the mobile station.

Admission needs to be granted by the network, before this channel is used by the mobile station. Admission could be granted in a Packet Uplink Ack/Nack message.

A contention based logical channel could be a more efficient way to schedule uplink blocks to a set of mobile stations, than using a dedicated block for each one of them. Especially, if the number of mobile stations using a certain PDCH becomes large, that could be the case. In addition, if uplink TBFs need to be released, in order to free USF values that would otherwise be occupied, a contention based uplink channel could be very useful to allow the mobile stations to (re-)establish an uplink TBF, independent of the scheduling of PACCH blocks associated with the downlink TBF.

Introducing a new, contention based uplink channel would need further study. Several issues need consideration:

–
Back-off procedures need to be studied, in order to handle collisions due to simultaneous access from several mobile stations.

–
The requirements for downlink power control concerning the downlink blocks used for the scheduling of uplink blocks for this channel (by means of the USF) need to be clarified.

–
If this channel is used by mobile stations that have released the uplink TBF, an uplink TFI might not be useful to identify the mobile station. Possibly, a downlink TFI can be used (if downlink is active). Other solutions might also have to be considered.

–
If the uplink TBF has been released, new abnormal conditions may occur if this channel needs to be used. In particular, a possible reassignment of the downlink TBF (if active), needs to be considered.

The list could be continued.

5 Conclusion

Experience and simulations have shown that a significant gain in the overall GPRS performance can be achieved, if TBFs were able to operate continuously during a session where an application is active. Short periods, where the data flow may drop to zero, should be allowed between packet transmissions to avoid unnecessary release of a TBF. The timeout value for these periods could range from, e.g., 500 ms up to a few seconds.

In the downlink direction, continuous operation of a TBF can be achieved without any change of the existent MS requirements (release 97). A method for that has been described in document GP‑010257 (Motorola). This solution should be used as a first step of improvement. In order to be useful in Iu mode, this method may need some further development.

To avoid certain blocking of an uplink TBF to occur, it has been suggested in document GP‑010206 (Nokia) that a reset of the countdown procedure should be allowed. The change in MS behaviour seems useful. A change of requirements should preferably be co-ordinated with other changes in this area.

Changes of the MS requirements are necessary to achieve a continuous operation of uplink TBFs. A method similar to that in the downlink direction has been proposed in this document. This method is well aligned with existent RLC/MAC procedures, which means that the required changes in the mobile station (and the network) should not be very large.

Different procedures for the mobile station to notify the network about changes of the uplink resource demand have been discussed. The mobile station may use uplink (PACCH) blocks, allocated for the uplink TBF, to send a notification message when needed. Another method could be to introduce a contention based uplink notification channel. These proposals need to be further investigated.

Considering the complexity of the problem and need to verify changes introduced in the specification, it is questionable whether the proposed changes are possible to complete in time for Rel-4 of the specification (April 2001). A more realistic completion date could be June or August 2001. However, efforts should be made to define new features such that they can be implemented independent of other new features expected in Rel-5 of the specification. That would enable new equipment to benefit from these features although other features in Rel-5 are not necessarily implemented.
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