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pCR 45.820 NB-CIoT – MS Complexity Analysis 
Introduction
This document provides some new text for the NB-CIoT candidate solution in the Technical Report relating to the MS Complexity Evaluation. This document is based on the discussion paper GPC150397.

Proposed text for the TR
	Start of Changes





7.3.6.5	MS complexity evaluation
7.3.6.5.1	Module architecture assumptions
7.3.6.5.1.1	Overview
A baseline implementation of a NB-CIoT module with a moderate level of integration using a CMOS mixed-signal System-on-Chip (SoC) is shown in Figure 7.3.6.5-1.
Figure 7.3.6.5-1 distinguishes between “Core Functions” within the SoC that are influenced by the design of the air interface and other functions which are likely to be common between different candidate solutions. Note that more advanced integration options are possible, such as integration of the transmitter power amplifier (PA) onto the SoC, as will be discussed in later subclauses.
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[bookmark: _Ref419795710]Figure 7.3.6.5-1: Baseline NB-CIoT module implementation using a single-chip SoC

The baseline module implementation includes an SoC containing the processor platform, radio transceiver, and power management circuitry, with external components for frequency references and some RF front-end circuitry. Some key aspects of this baseline implementation are summarized below, and then the complexity of the implementation is discussed in the following subclauses. 

Processor platform
The processor platform runs the protocol stack and the DSP modem software. Some processing capacity for applications is likely to be included in a real product, but is not considered in this analysis. A Microcontroller Unit (MCU) similar to, for example, the ARM M-series is assumed for the protocol stack, and a low complexity DSP core is assumed for the modem signal processing.  An alternative could be to use a higher specification MCU with DSP instruction-set extensions to enable the protocol stack and modem software to be executed on a single core.
As software update/reconfiguration is a required system function, embedded flash memory is assumed rather than ROM, even though ROM would result in reduced silicon area.  No external memory devices are used.
Radio transceiver
A discussion of the radio transceiver architecture is provided in subclauses 7.3.6.5.1.2 and 7.3.6.5.1.4.
The transmit power amplifier (PA) may be external or integrated given that the maximum MS transmit power is constrained to 23 dBm for NB-CIoT. An external PA, as shown in Figure 7.3.6.5-1, will provide improved efficiency and is simpler from an implementation perspective, but an integrated PA should provide a significant cost saving. This is discussed further in below.
An external SAW filter is shown in the receive path to reject out-of-band signals to achieve the required blocking specification. The need for an external SAW depends on the implementation of the receive chain, and follows similar trade-offs to a conventional GSM receiver (external filtering versus linearity of receive path and LNA bias current).  The key trade-off is between the cost of an extra passive component and increased receiver power consumption.
Frequency references
The external RF frequency reference requires quite good stability over temperature to allow coherent integration for processing gain. The architecture in Figure 7.3.6.5-1 shows an external TCXO but alternatives such as an on-chip oscillator with external crystal and digital correction are feasible and known from GSM implementations.  As other candidate solutions are likely to have similar stability requirements, the RF frequency reference is not considered further in this analysis.
An external 32 kHz crystal is used for standby mode timing. Alternatives are possible such as an on-chip oscillator calibrated against the RF frequency reference which itself is locked to the infrastructure timing. However, the long intervals between DRX periods make this less attractive as stability would be lower, increasing the required synchronization window and thus energy consumption.
Power management
Two integrated DC-DC converters are shown. This is likely to be a common feature across different candidate solutions in order to achieve high energy efficiency. Each DC-DC converter requires an external inductor.
7.3.6.5.1.2	Analogue/RF transmit path
In the implementation shown in Figure 7.3.6.5-1, the transmit path uses an efficient, low complexity polar modulator. The phase modulation signal generated by the DSP core is digitally injected into the fractional-N divider in the feedback path of the local oscillator (LO) using delta-sigma modulation. This is facilitated by the low phase modulation bandwidth used for the uplink modulation in NB-CIoT. 
This implementation has a number of benefits compared with a Cartesian modulator.  It reduces the silicon area and current consumption since separate analogue baseband and LO paths for I and Q signals are not required, and no mixer is needed. The phase modulated signal from the LO has fewer distortion components as, for example, no in-band image is created due to phase or amplitude imbalances between I and Q paths. The VCO in the LO is modulated with the required phase modulation which avoids pulling effects from the output of the transmitter back to the LO. This is particularly important when using an integrated PA for which the potential for pulling of the LO is high due to the very close proximity of the LO to the high power PA circuitry.
For MS devices that support the optional Class-2 modulation, the amplitude modulation is added at the power amplifier (PA) using envelope tracking for high efficiency, facilitated by the relatively low envelope bandwidth.  One external inductor is required for the envelope modulator, and it is assumed that the envelope modulator is subsumed within the PA itself.  
For good tolerance of antenna mismatch (which can create high voltages) it is assumed in this analysis that the harmonic filter and T/R switch are external to the SoC in all candidate implementations. However, more advanced levels of integration may be possible.
7.3.6.5.1.3	Transmit power amplifier
The maximum MS transmit power for NB-CIoT is 23 dBm. This is similar to WCDMA and LTE, but these have much more demanding linearity requirements due to their non-constant envelope modulation.  
NB-CIoT offers two uplink modulation classes: Class-1 which uses single carrier GMSK , and Class-2 which uses single carrier π/2-BPSK and π/4-QPSK. Class-1 modulation is constant envelope which allows the PA to be operated at high efficiency in saturation. This means that the power consumption and the thermal dissipation of the PA is realistic for integration of the PA onto the SoC. For example, assuming a PA efficiency of 45%, the power consumption of the PA at 23 dBm is about 450 mW (so about 150 mA peak current from a 3V supply) of which 250 mW is dissipated as heat.  
Figure 7.3.6.5-2 shows the changes to the architecture required for an integrated PA (details of the receive path are omitted for clarity).  It is assumed that the envelope modulator converter for optional Class-2 modulation is on-chip, and an external inductor is used to achieve high envelope tracking efficiency (this is not required for a Class-1 only MS). 
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Figure 7.3.6.5-2:	Architecture for integrated power amplifier
For Class-2 modulation, amplitude modulation is required but the peak to mean ratio is relatively low at about 2 dB for π/2-BPSK and 3.6 dB for π/4-QPSK because the modulation is single carrier and uses phase rotation.  Class-2 is an optional modulation class that is primarily used to achieve improved spectral efficiency when the MS has relatively good coverage.  
Details of an on-chip implementation of a 23 dBm UE output power PA for an HSPA transceiver have been given in Reference 7.3-w, which needs to handle signals with higher PAPR than required for Class-2 modulation, and the estimate of silicon area below is consistent with this.
7.3.6.5.1.4	Analogue/RF receive path
A number of approaches to the NB-CIoT receiver are possible.  The architecture illustrated in Figure 7.3.6.5-1 is relatively conventional, using an analogue quadrature down-converter followed by low frequency analogue channel filtering prior to the ADC.  After the ADC, additional hardware digital filtering is provided for decimation to the desired sampling rate for the DSP processor which implements the modem signal processing.  The MCU core runs the protocol stack for layer 1 control, layer 2 and layer 3.
NB-CIoT requires reception of a single 200 kHz bandwidth channel at any given time. Due to the numerology of the OFDM downlink, the typical sampling rate is 240 kHz. For PDSCH and PBCH reception, a 64pt FFT is used as the front-end to the demodulation process, with 16 FFT outputs being retained when using 1/3 frequency re-use (since there are a total of 48 downlink subcarriers per 200 kHz channel). For PSCH reception, a typical strategy is to perform cross correlation between the received signal and the ideal PSS sequence using an FFT based overlap-add or overlap-save algorithm. The PSS can be detected at the worst case MCL with high probability using single-shot detection, which avoids a large memory overhead for PSS repetition combining.
7.3.6.5.2	SoC hardware complexity estimate
Table 7.3.6.5-1 provides an estimate of the hardware complexity for the SoC, corresponding to the components shown in “Core Functions” in Figure 7.3.6.5-1 (so excluding common functionality between candidate solutions).  
These estimates are based on comparisons with components from existing SoC designs that have relevant functionality, and on published gate count / area figures for components such as processor cores and memory IP.  
The values in Table 7.3.6.5-1 are for a silicon device fabricated in 65nm CMOS.  The assumed gate density is 520 kgates/mm2 where a gate is a NAND2 equivalent and the gate density takes account of realistic placement and routing overheads. The assumed area for a 32 kB SRAM instance is 0.165 mm2 based on low leakage SRAM technology.
Whilst 65nm is not the state-of-the-art for modern devices, it provides a good compromise between ease of integration of higher voltage circuitry such as power management and the power amplifier, RF performance, low leakage current, availability of embedded FLASH memory, and moderate development costs. It is straightforward to extrapolate these figures to other process nodes, since the major change will be the scaling of the digital gate area and memory area. 
The embedded FLASH size is taken from the software code size estimates in Table 7.3.6.5-3, adding some margin and rounding-up to a convenient value. This does not include provision for functionality beyond the “Core Functions” in Figure 7.3.6.5-1.
The embedded SRAM size is taken from the software data memory estimates plus the DSP code size estimate in Table 7.3.6.5-3, adding some margin and rounding-up to a convenient value. Note that the MCU (layer 1 control, layer 2 and layer 3) executes directly from FLASH because this provides sufficient access speed due to the relatively low processing load for NB-CIoT. However, the DSP executes from tightly coupled SRAM due to its potentially higher clock frequency, so the embedded SRAM estimate includes a copy of the DSP code.
[bookmark: _Ref419711765]Table 7.3.6.5-1: SoC hardware complexity estimate assuming 65nm process node
	Function
	Gates
(kgates)
	Area
(mm2)
	Comment

	Receiver

	LNA
	-
	0.15
	Including RX pads

	Quadrature mixer and amplifier
	-
	0.05
	

	Analogue baseband  filters
	-
	0.35
	Including both I and Q channels

	ADC
	-
	0.15
	Sigma-delta, including both I and Q channels

	Hardware digital processing
	50
	0.10
	Digital filtering, decimation, resampling, AGC, etc.

	Transmitter

	Transmit pre-PA and balun
	-
	0.65
	Including TX pads, dominated by balun area

	Additional circuity for 23 dBm PA
	-
	0.80
	Due to larger devices and support for much higher currents

	Envelope DAC and filter
	-
	0.10
	

	Hardware digital processing
	40
	0.08
	Digital filtering, up-sampling, cordic, resampling, etc.

	Local oscillator

	Fractional-N synthesiser
	-
	0.85
	Including VCO and sigma-delta phase modulation injection

	Processor platform

	32-bit MCU core 
	30
	0.06
	Including glue-logic such as memory arbitration

	32-bit DSP core (dual MAC)
	140
	0.27
	Including glue-logic such as memory arbitration

	System overhead
	20
	0.04
	For example, FLASH controller

	512 kB embedded FLASH
	-
	0.75
	Code memory for MCU and DSP

	192 kB embedded SRAM
	-
	1.00
	Data memory plus copy of code memory for DSP

	Complete SoC

	TOTAL (external PA)
	-
	4.60
	

	TOTAL (integrated PA)
	-
	5.40
	



7.3.6.5.3	Software complexity estimate
7.3.6.5.3.1	DSP software processing
The estimated DSP loading and memory requirements for the major decoding phases of the NB-CIoT downlink are shown in Table 7.3.6.5-2. The complexity is expressed in terms of required processing load in Mops (million operations per second), and the data memory requirements for buffering and other state information.  Note that the system is half-duplex and the transmit load is much smaller than the receive load so is not the limiting factor. 
Table 7.3.6.5-2: DSP complexity estimate
	Function
	Peak load
(Mops)
	Data RAM (kB)
	Target decode latency 
(ms)

	PSS detection (a)
	50
	20
	-

	SSS decode (b)
	10
	8
	20

	PSI decode (c)
	10
	4
	20

	PDSCH decode (d)
	50
	16
	20

	System overhead (e)
	-
	4
	-

	Limiting value
= max(a+b,c,d) + e
	60
	32
	-



For the processing load estimates, an “op” is defined as a single ALU operation corresponding to a single multiply, add, or multiply-and-accumulate, plus one or two data memory accesses within the same instruction (as is typically allowed by DSP processors).  Assuming a dual-ALU/MAC DSP core, the required clock speed will approach half the stated Mops figures for well-optimized code. Therefore, a dual-ALU/MAC DSP core with a clock speed of around 50 MHz is expected to be comfortably sufficient to support the NB-CIoT solution, with significant margin for overheads. This DSP clock speed is readily achievable, even using non-state-of-the-art process nodes. 
The most CPU intensive phase of processing is the PSS detection. This requires cross-correlations to be performed between the received signal, with a sampling frequency of 240 kHz, and two 330 sample Zadoff-Chu sequences (the two Zadoff-Chu sequences are the complex conjugate of each other). Note that NB-CIoT uses a single PSS code, which avoids additional processing load associated with correlating against multiple codes. 
An efficient method for implementation of the PSS cross-correlations on a DSP processor is to use the overlap-save method with an FFT of order 1024. To compute both cross-correlations requires one FFT and two IFFTs, each requiring about 35 kop, plus two sets of complex multiplications in the frequency domain, each requiring about 4 kop per FFT. Each IFFT produces 1024-330+1 = 695 cross-correlation output samples. So, the overall load is about (3*35k+2*4k)/695*240k = 39 Mops. The value of 50 Mops for PSS detection in Table 7.3.6.5-2 includes about 30% margin. A straightforward optimization is to perform the cross-correlation with the second Zadoff-Chu sequence for only a limited number of candidates from the first cross-correlation, and hence avoid the second IFFT. This reduces the computation to around 30 Mops, allowing for time domain correlation for the second sequence over a limited time window, which means the 50 Mops value in Table 7.3.6.5-2 has over 65% margin.
The load for SSS processing is based on 3 position hypotheses from PSS processing for each sub-frame duration (160ms)|, each of which has 5 coarse frequency offset hypotheses and 3 fine timing offset hypotheses. The resulting SSS load is estimated at less than 10 Mops, which is considered to be additive to the PSS detection load, as shown in Table 7.3.6.5-2.
The most memory intensive phase of processing is also the PSS detection. An input buffer of 1024 input samples is required, plus two working buffers of 1024 complex samples to compute the FFT and two IFFTs, given that one of the IFFTs can reuse the buffer from the FFT. In addition, an overlap buffer of 330 complex samples is required for each cross-correlation. Assuming 4 bytes of storage per complex sample, the overall memory requirement for PSS detection is about 15 kbytes. Repetition combining is not used, so there is no additional buffering for this purpose. The value of 20 kbytes for PSS detection in Table 7.3.6.5-2 includes over 30% margin
The peak processing load for PSI and PDSCH decoding is determined by the tail-biting convolutional decoder which must process the received packet (up to 200 bytes for PDSCH) within the target decoding latency as shown in Table 7.3.6.5-2. 
For all DSP functions, hardware accelerators could be used to further reduce the load on the DSP core, but this optimization has not been considered in this analysis.
7.3.6.5.3.2	Protocol software processing
The Cellular IoT system is designed to support low data rate communication of relatively small datagrams.  Furthermore, the MAC layer for NB-CIoT is designed to avoid the need for fast turn-around times for completing particular functions, which avoids a peak processing load that is much higher than the average load. 
The processing requirements on the MCU are therefore very modest, and the selection of the MCU core is likely to be based on low power consumption and support for suitable interfaces.  A typical processor type would be an ARM M0 or M3 core.
7.3.6.5.3.3	Overall software complexity
The overall software complexity for NB-CIoT has been assessed by comparing the required code and data memory sizes with legacy GPRS, based on the assumption that the Gb interface is used, and noting that circuit switched functions can be omitted and other functions simplified.  The estimated sizes are shown in Table 7.3.6.5-3.
A range of legacy implementations have been considered, though many of these mix 2G and 3G functionality somewhat inextricably.  It is worth noting that with the move to 2G / 3G multimode, a common code base seems to be used and the size of some contemporary GPRS stacks is significantly larger than assumed here (by a factor up to two).  For cellular modems within phones, this is less of an issue as the code space is increasingly driven by applications and media. However, for a low cost Cellular IoT device, minimizing the silicon area required for memory is important to reduce cost.
[bookmark: _Ref418763039]

Table 7.3.6.5-3: Software complexity estimate
	Function
	Legacy GPRS reference*
	NB-CIoT estimate

	
	Code
(kB)
	Data
(kB)
	Code
(kB)
	Data
(kB)

	Layer 1 (DSP)
	128
	64
	32
	32

	Layer 1 (MCU)
	800
	180
	8
	2

	Layer 2 (MCU)
	
	
	24
	16

	Layer 3 (MCU)
	
	
	360
	96

	System overhead
	40
	16
	40
	16

	TOTAL
	968
	260
	464
	162

	*Representative of multi-slot class 10 support.



For the NB-CIoT solution, only the layer 1 DSP code needs to be copied to SRAM for execution, because the MCU can execute directly from embedded FLASH (without a cache) given the low MCU processor load for NB-CIoT. Therefore, the total SRAM size is equal to the sum of the data memory size and the layer 1 DSP code size.  
For the legacy GPRS solution, it may be necessary for some (or all) of the MCU code to be copied to SRAM from an on-chip or off-chip FLASH to achieve sufficiently fast execution, or alternatively a large SRAM cache may be required. Since SRAM is relatively expensive in terms of silicon area, this may result in a significant further cost reduction for NB-CIoT in comparison with legacy GPRS.
7.3.6.5.4	Comparison with legacy GPRS
A number of papers in the open literature have described the design of GSM/GPRS SoCs.  All of these realise the digital baseband and RF transceiver functions and need external PAs, crystals and RF switches (possibly also an external flash device, but this is unclear from the references).  The following papers either explicitly give overall chip dimensions or provide information (such as chip micrographs) that allows it to be inferred.
· Reference [7.3-x] discusses a GSM/GPRS device developed by TI in the 2000s.  This used a novel “Digital Radio Processor” (DRP) which enabled the RF portion of the device to scale with the digital baseband according to process node.  The device described was fabricated in 90 nm CMOS and had a die area of 24 mm2, estimated size 5.3 x 4.5 mm.  Of this, about 3.8 mm2 is taken by the radio transceiver.  Assuming that the overall device area scales as (feature size)3/2 (which allows for reduced scaling of the analogue/pad-ring compared with logic/memory), the device would have a die area of about 14.7 mm2 in 65 nm.  
· Reference [7.3-y] describes a Broadcom EGPRS device fabbed in 65 nm CMOS which has an estimated die area 37 mm2, estimated size 6.7 x 5.6 mm.  
· Reference [7.3-z] presents a Mediatek EGPRS device, again fabbed in 65 nm, estimated overall size 8.6 x 8.1 mm, die area ~70 mm2.
All these SoCs are aimed at the “ultra-low cost” (ULC) phone market segment and therefore have more functionality than is needed for an M2M modem, such as support for keyboards, displays, audio, etc.   It is difficult to estimate the area saving that would result from removing these.  Note that the devices in [7.3-y] and [7.3-z] include EDGE which adds significant complexity to the receive signal processing.  It is not clear why the Mediatek device is nearly double the area of the Broadcom device, but this is probably because it integrates additional functionality needed for a complete phone product.  
Based particularly on [7.3-x], a reasonable minimum estimate for the silicon area for a GPRS modem SoC would be ~14 mm2 on a 65 nm process node, including close-coupled RAM.  Of this perhaps 30% would be “non-core" functions, as defined above, or functions not required in an IoT device, such as audio, leaving an area for the core functions of around 10 mm2.
7.3.6.5.5	Conclusions
This evaluation has described the architecture of a possible realisation of an NB-CIoT modem as a System-on-Chip (SoC), combining all core digital and RF functionality on a single die with the exception of the RF power amplifier, T/R switch and harmonic filter.  
· Estimates have been given for the silicon area, memory requirements for software and data, and processing rate and therefore clock speed for critical digital signal processing operations.  The overall die area for the core functions has been estimated at 4.6 mm2.  
· Adding an on-chip PA would increase the area to ~5.4 mm2.  There would probably be a small decrease in power efficiency.
· A dual-MAC DSP core with a maximum clock speed of 50 MHz is likely to be comfortably sufficient for the receive signal processing.  The clock speed requirements on the microcontroller are very relaxed.
· Embedded flash memory will be required for code storage, and 512 kbytes should suffice for both processor cores.  Static RAM will be required for DSP code (loaded from flash) and data, and 192 kbytes are estimated to be more than sufficient.  MCU code would execute from flash, DSP from RAM for speed.
· Some estimates have also been made for the comparable silicon die area for a legacy GPRS modem at the same process node, indicating that the die area for the core functionality would be at least double that for of NB-CIoT. This comparison assumes a 65nm device that allows all memories and power management to be integrated onto the same die as the transceiver and which also supports very low standby power due to its low leakage characteristics.
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