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Section 1: General questions

1. When was the multiple TBF feature introduced?

In release 5, multiple TBFs are supported by all mobile stations and networks operating in Iu mode, the description of which can be found in TS 44.160 and TS 43.051.

In release 6, multiple TBFs have been optionally introduced for mobile stations and networks operating in A/Gb mode, this is described in TS 44.060 and TS 43.064.
2. Where can I find the agreed mTBF CRs?

Excerpts from Change Histories

TSG GERAN #16 (New York, August 2003)

TS 44.060

	GP-16
	GP-032278
	376
	6
	Introduction of multiple TBFs into clause 7 for A/Gb mode
	6.4.0

	GP-16
	GP-032279
	393
	3
	Introduction of multiple TBFs into clause 11 for A/Gb mode
	6.4.0

	GP-16
	GP-031878
	394
	1
	Introduction of multiple TBFs into clause 12 for A/Gb mode
	6.4.0

	GP-16
	GP-032203
	400
	3
	Multiple TBFs Ch 1-6
	6.4.0

	GP-16
	GP-032258
	424
	2
	Multiple TBFs Ch 8
	6.4.0

	GP-16
	GP-032207
	425
	1
	Multiple TBFs Ch 9
	6.4.0

	GP-16
	GP-032280
	426
	2
	Multiple TBFs Ch 13
	6.4.0


TS 43.064

	2003-08
	16
	GP-032277
	016
	4
	Multiple TBFs Stage 2
	6.0.0
	6.1.0


Section 2: Regarding multiple TBF capability in the network and mobile station

3. How does a R6 MS indicate it supports multiple TBFs?

The mobile station shall include a new bit called “Multiple TBF Capability” in the MS Radio Access Capabilities 2 Information Element which is sent in the first PACKET RESOURCE REQUEST message sent to the network (e.g. in a two-phase access if multiple TBFs are requested directly from packet idle mode, or as part of the first PACKET RESOURCE REQUEST message on the PACCH if the initial TBF has been established using a one-phase access).
A mobile station shall also indicate to the network the maximum number of RLC instances it supports.
4. How does a R6 network indicate it supports multiple TBFs?

The network shall include a bit flag to indicate whether it supports multiple TBFs in the GPRS Cell Options IE contained in the system broadcast information.
5. Are there any pre-requisites for supporting multiple TBFs?

In order to support multiple TBFs, both the network and the mobile station shall support packet flow procedures.  The PFI (packet flow identifier) is used in the equivalent manner to the RB Id (radio bearer identifier) in Iu mode.

There are no minimum multislot classes defined for multiple TBFs.

Both the network and the mobile station shall support the multiple TBF assignment messages if they support the multiple TBF feature (i.e. MULTIPLE TBF UPLINK/DOWNLINK ASSIGNMENT and MULTIPLE TBF TIMESLOT RECONFIGURE messages).

6. Why would a mobile station request more than one uplink TBF at once?

If the mobile station has data to send for two or more PFCs, it shall request one TBF for each PFC.

7. Why does the network assign more than one TBF (in the same direction) to an MS?

The network may assign a separate TBF to the MS for each PFC for which there is data to send.  The network may also use TBF sharing, see question 8.
8. Are multiple TBFs supported when an MS is in DTM?
An MS cannot request multiple TBFs in a DTM Request message, but only once it has been moved into dual transfer mode through the establishment of a CS channel and a single TBF on a PS channel.  The MS may then request multiple TBFs on the PACCH of the PDTCH in the same way as for packet transfer mode.  The network may reconfigure these TBFs during a CS reconfiguration which does not involve a cell change.  On handover, all PS resources are dropped on handover, and have to be re-established in the new cell (firstly with a single TBF in a DTM Request, then multiple TBFs on the PACCH of the first TBF).
Section 3: Regarding new concepts for multiple TBFs

9. What is the new functionality that is needed to support multiple TBFs?

Support of the new multiple TBF assignment messages is required, plus the uplink control timeslot management and the new TBF sharing rules.  PFC procedures must also be supported.
10. How do multiple TBFs relate to multiple RLC instances?

By default, data for each RLC instance shall be sent on a separate TBF with the necessary QoS parameters.  However, if two RLC instances possess similar QoS requirements, TBF sharing may be performed by the network.
11. What is TBF sharing?

TBF sharing is proposed only for PFCs carrying background and interactive services which do not have strict delay requirements.  If TBF sharing is performed, multiplexing of data from different PFCs onto a single TBF shall be done on an LLC PDU basis and the PFC to which the data belongs shall be identifiable either from the TFI (which is always assigned to a specific PFI) or by a PFI value in the RLC data block header (if another PFC is sharing the TBF).  The network decides which PFCs are eligible for TBF sharing on the basis of the QoS parameters.
12. How does the network perform downlink TBF sharing?

The PFI shall be included in the RLC/MAC header to indicate to which PFC the data belongs.  As a single RLC instance is used for all LLC PDUs delivered on that TBF, the PFCs must use the same RLC mode.

13. What is the difference between explicit/implicit uplink TBF switching/sharing?

“Explicit TBF switching” 

The network allocates the new PFC ownership of the ongoing uplink TBF on which the PACKET RESOURCE REQUEST message was sent using the PACKET UPLINK ASSIGNMENT message. (Note this most similar to current procedures)
“Implicit TBF sharing"(For signalling flows only)

In this case the MS sends an LLC PDU associated with a newly active PFC on an existing uplink TBF without informing the network in advance.  The PFI is appended to the uplink data in order for the GERAN to route onto the appropriate PFC on the Gb interface.
14. Is there an SFACCH concept or similar in A/Gb mode?

In order for a newly active PFC carrying control plane data (i.e. GMM, SMS/LCS/”GRR” are FFS) to “steal” resources from an on-going user plane TBF in order to send a small number of LLC PDUs, “implicit TBF sharing” may be used (see question 10). 

This is intended to support the transmission of small signalling messages (e.g. RAU message) on an on-going TBF, thus avoiding the signalling for an additional TBF establishment.  Note this can only be done if the signalling message can cope with the QoS and RLC mode of the TBF from which it is stealing resources.
15. Has the PACCH stayed the same, what is sent on it and where does it occur?

All RLC/MAC control messages are sent on the PACCH to an MS with a PDTCH channel combination. 
If the mobile needs to send a PACKET DOWNLINK ACK/NACK message on the PACCH/U it shall either send it on an UL timeslot on which the DL TFI is valid, or it shall include the timeslot number in the PDA/N message in order for the network to identify the relevant flow, this is called the uplink control timeslot concept.

16. How many uplink control timeslots does a mobile station have?

One.  If the mobile station receives more than one assignment message, then the mobile station shall use the uplink control timeslot given in the latest assignment message.  It is the responsibility of the network to assign resources to a mobile station without violating its multislot capabilities. 
If a mobile station has been allocated a downlink TBF using a timeslot that does not correspond to its uplink control timeslot, it shall always indicate the associated downlink timeslot when sending a PACCH message associated with that downlink TBF on the designated uplink control timeslot.
17. What about a “downlink control timeslot” – is this needed?

This is not needed, as the MS is monitoring each downlink timeslot corresponding to its uplink timeslot allocation for the USF field anyway, and so will see any PACCH message addressed to it (using a valid global TFI for that timeslot).  It does not matter if the message is acknowledging a TBF which is not valid on this timeslot as the downlink TFI is included in the first part of the message.
Section 4: Regarding message contents and message flows

18. How is an MS in packet idle mode assigned multiple TBFs?

The mobile station shall request multiple uplink TBFs from packet idle mode using two-phase access, by including the multiple TBF request information in the Extended Channel Request Description IE in the PACKET RESOURCE REQUEST message.  The network shall send a MULTIPLE TBF UPLINK ASSIGNMENT message in the second part of the two-phase access (i.e. on the PACCH of the single/multi-block allocation) in response, assigning one or more uplink TBFs to the MS.
The network shall assign multiple downlink TBFs to the mobile station in packet idle mode by assigning a single initial downlink TBF using the (P)CCCH as per legacy procedures even when both the MS and the network support multiple TBF procedures. 

Once this initial downlink TBF is established we can use PACCH as per multiple TBF procedures. Perhaps this could be mentionned in the MTBF FAQ paper. And if we mention this then we should perhaps also say that we use legacy procedures for 1 phase access and 2 phase access except that the PRR sent during a 2 phase access allows for one or more TBFs to be requested
19. Are PUA, PDA and PTR ever sent to an MS which supports multiple TBFs?
Yes, but only in the following scenarios:

· During one phase and two phase (uplink) access or to assign the MS’s first downlink TBF (see section 7 of 44.060)

· On the PACCH of an ongoing TBF when the MS has no more than a single TBF in each direction (see section 8 of 44.060)

Wondering why? 

Legacy messages will not have to be modified in future releases in order to add new features which can only be supported by mTBF capable MSs.  This means that there is more freedom to add new functionality and break away from R97 GPRS procedures!
20. Are there any changes to these legacy messages and the behaviour of the mTBF capable MS when it only has a max of 1 TBF in each direction?

Yes, the network shall always include a PFI when assigning a TBF (uplink or downlink) in the PUA/PDA message if the mobile station has indicated it is multiple TBF capable in the MS RAC IE.

21. So when are the multiple assignment TBF messages used?

The MULTIPLE TBF UPLINK/DOWNLINK ASSIGNMENT and MULTIPLE TBF TIMESLOT RECONFIGURE messages are only sent on the PACCH used whenever the assignment results in the MS having (or the MS already has) more than one TBF in either direction.  

Example 1: In the case of the MTTR, this message shall be used to reconfigure an MS which has more than one TBF in either direction prior to the reconfiguration.  Thus it may be that the network reassigns only a single TBF in each direction as a result, but the MTTR message shall still be used (as this indicates to the MS that all other TBFs are to be released).
Example 2: If an MS has multiple uplink TBFs, but no downlink TBFs, the network sends an MTDA message to the MS even if it is only for a single DL TBF assignment, as shown in the table (highlighted with corresponding UL case).
	Assignment messages used
	Number of downlink TBFs (after assignment)

	
	0
	1
	2 or more

	Number of uplink TBFs 

(after assignment)
	0
	-
	PDA
	MTDA 

	
	1
	PUA
	PDA / PUA
	MTUA / MTDA

	
	2 or more
	MTUA
	MTUA / MTDA
	MTUA / MTDA


The MTTR is a different case as it may implicitly release TBFs by not including them.  Hence the network may send an MTTR to an MS with 3 UL TBFs and 4 DL TBFs but referencing only one uplink and one downlink TBF.  This would result in the MS releasing all the other TBFs.

22. If the MS sends a multiple TBF resource request, what are the network’s response options?
The network can either send (according to legacy procedures):
· One PACKET ACCESS REJECT rejecting the whole request (the MS may retry after T3172 expires).
· One PUA message to indicate that the ongoing uplink TBF is being reconfigured.  
 The network will have assigned the uplink TBF to the requested PFI with the highest priority.  If the PFI included in the PUA was of the PFC using the ongoing TBF, the MS shall understand this as not being the response to the multiple TBF resource request.  All timers shall keep running to wait for an MTUA or MTTR.
· One PTR message to indicate that the ongoing uplink TBF is being reconfigured (probably to carry data for the requested PFI with the highest priority) and that also the mobile station’s downlink TBF is being reconfigured.

· If the PFI in the PUA/PTR message addresses the PFC using the ongoing TBF, this would indicate to the MS that the mTBF request was still running, so it would wait for a MTUA/MTTR response.

· If the PFI in the PUA/PTR message was one of the PFIs included in the multiple TBF request, this would indicate that the network is not going to use multiple TBF procedures and therefore an MTUA/MTTR response is not going to be sent. (See explicit TBF sharing)

Alternatively, the network may send one or more of the following messages (according to multiple TBF procedures):

· MTUA to assign one or more uplink TBFs

· MTTR to reassign the ongoing resources at the same time as assigning new resources 

23. Remind me whether the partial reject was agreed?

Yes, just as in Iu mode, the network is able to reject part of the MS’s multiple TBF resource request or it can reject the whole request.  The PACKET ACCESS REJECT message needs has been modified in the same manner as for Iu mode, except that the PFI is used to reference the individual resource requests (rather than the RB Id).
24. How does the coding work in the MULTIPLE TBF UPLINK ASSIGNMENT message?

In the main body of the MULTIPLE TBF UPLINK ASSIGNMENT message is the following:
{ 0 | 1
< Uplink TBF Assignment : < Uplink Assignment struct > > }
which refers to this struct below:

	< Uplink Assignment struct > ::=



< EXTENDED_DYNAMIC_ALLOCATION : bit (1) >


{ 0 | 1 < Uplink Control Timeslot : bit (3) > }


{ 0 | 1 < P0 : bit (4) > 



< PR_MODE : bit(1) > }


{ 0 | 1 < TBF Starting Time : < Starting Frame Number Description IE > > }


{ 0 | 1 < Timeslot description : < Timeslot description struct > >



{ 1 < Uplink TBF Assignment : < Uplink TBF Assignment struct > > ** 0 } } ;




This struct gives all the information that is only given once per assignment message, including:

· whether extended dynamic allocation is used (if it is, it will be used over the set of timeslots indicated in the Timeslot Description), 

· whether an Uplink Control Timeslot has been assigned to the MS, 

· whether the assignments contained in this message are not immediately valid (TBF starting time delays the validity of the assignments until this time) and 

· which uplink timeslots which have been assigned to the MS in this message.  Note that this is a bit field (ignoring USF allocation) which indicates all the uplink timeslots assigned resources in this message (e.g. 00111000 means that at least one TBF is assigned to each of timeslots 2, 3, 4).  It is NOT required for all TBFs to be valid on ALL these timeslots, see the USF Assignment struct for an explanation.

	< Uplink TBF Assignment struct > ::=




-- Recursive for multiple TBFs

{ 0 < RB Id : bit (5) > }


| 1 < PFI : bit (7) > }


< TFI Assignment : bit (5) >


{ 0 | 1
< CHANNEL_CODING_COMMAND : bit (2) > }


{ 0 | 1
< EGPRS Channel Coding Command : < EGPRS Modulation and Coding Scheme IE > > }


{ 0 | 1
< EGPRS Window Size : < EGPRS Window Size IE > > }


{ 0
< USF_ALLOCATION : bit (3) >


| 1

{ 1 < USF Assignment: < USF Assignment struct > > ** 0 } } ;




The Uplink TBF Assignment struct is repeated for each “TBF” assigned resources in this message.  It contains the upper layer flow associated with this TBF (indicated by the PFI for A/Gb mode) and the TFI value; this pair PFI ((TFI is unique and informs the MS if the TBF has been reconfigured for use by another PFC (see TBF sharing).
There are two ways of describing the USF allocation, either the TBF is valid on all timeslots given in the Timeslot Description and has been allocated a single USF value, in which case the coding ‘ 0
+ <USF_ALLOCATION : bit (3)>’ is used.  Alternatively, if the TBF is not valid on all timeslots given in the Timeslot Description or has different USF values according to the timeslot, the recursive coding is used, see below.
	< USF Assignment struct > ::=



-- Recursive for multiple USFs (per TBF)

{ 0 | 1
< USF_ALLOCATION: bit (3) > } ;


-- ‘0’ indicates no valid USF for this TS 




This structure repeats for the number of timeslots given in the Timeslot Description struct.  For example, if the coding had been ‘00111000’, the MS had been assigned resources on timeslots 2, 3 and 4.  In this case the USF Assignment struct has to be repeated three times, for each timeslot indicating whether the TBF has been given a USF value or not.  If the TBF is not given a USF for a timeslot, it means that the TBF is not assigned to this timeslot.
For the same example, TBF1 could be assigned ‘0, 1 + (5), 1 + (4)’ which means that the TBF is only valid on timeslots 3 and 4 (not 2) and shall use USF 5 on TS 3 and USF 4 on TS 4.
25. How does the coding work in the MULTIPLE TBF DOWNLINK ASSIGNMENT message?

In the main body of the MULTIPLE TBF DOWNLINK ASSIGNMENT message is the following:

{ 1 < Multiple Downlink TBF Assignment : < Multiple Downlink TBF Assignment struct > > ** 0 }

which indicates that the following struct may be repeated.
	< Multiple Downlink TBF Assignment struct > ::=


< TIMESLOT_ALLOCATION : bit (8) >


{ 1 < Downlink TBF assignment : < Downlink TBF assignment struct > > ** 0} ;




This is repeated for each set of TBFs which share a common downlink timeslot allocation.  For example, if the MS was assigned two TBFs on timeslots 4 and 5, plus another TBF which was only assigned to timeslot 5, this would require two instances of the Multiple Downlink TBF Assignment struct in this message. 

Why?  This is done because it is more likely for downlink TBFs to share a timeslot allocation than it is for uplink TBFs.  Hence this coding is optimised for the case where all downlink TBFs are valid on all timeslots (leaving the network to perform the scheduling as necessary).
	< Downlink TBF assignment struct > :: =


{ 0 < RB Id : bit (5) >

 | 1 < PFI : bit (7) > }

< TFI Assignment : bit (5) >


< CONTROL_ACK : bit (1) >


{ 0 | 1 < EGPRS Window Size : < EGPRS Window Size IE >> }


{ 0 | 1 < HFN_LSB : bit (1) > } ; 


-- HFN_LSB field used in Iu mode only



This struct is repeated for each TBF which is assigned resources in the message.  These are grouped into sets of TBFs which share the same timeslot allocation (see Multiple Downlink TBF Assignment struct).
26. When is a MTTR message used and how does it differ from the MTUA/MTDA?

The MULTIPLE TBF TIMESLOT RECONFIGURE message shall implicitly release any TBFs which are not described in the message.  It may be used to assign new resources as well as reconfigure existing resources and is needed when an MS is to be reconfigured onto a different carrier and all resources must be moved.
27. How are TFIs allocated?

The network assigns TFIs for TBFs for the timeslots on which the TBF may be used.  This means that a multislot mobile with 4 DL timeslots may have DL TFIs which are only valid for 1, 2 or 3 timeslots. Similarly the network will assign TFIs and USFs to UL TBFs for only those timeslots on which data for this TBF may be sent.
28. How is the USF used?

One USF shall be allocated per timeslot allocated to an uplink TBF (the USF value may be valid across several timeslots).  The network shall be responsible for scheduling each uplink TBF using USF values according to the restrictions of the resources allocated for any given uplink TBF (e.g. number of timeslots allocated).
29. Have any timers been modified for mTBFs?
The following timers are defined "per TBF”:
T3164, T3168, T3172, T3180, T3182, T3184, T3190, T3192, T3194
On the network side, all timers are related to TBFs, as action on expiry for all of these timers is the release of the TFI resources. (T3169, T3191, T3193, T3195)
There is a new timer for R6 A/Gb mode, T3188, which is used to control contention resolution (see question 29.
30. How is contention resolution handled with multiple TBFs?

T3188 has been introduced to control the time during which contention resolution should be completed.  It is started in the MS when a PACKET RESOURCE REQUEST message is sent to the network in the second phase of a two-phase access requesting multiple TBFs and is stopped upon receipt of the MULTIPLE TBF UPLINK ASSIGNMENT message.
T3188 runs in parallel to the T3168 timers which are started for each resource request, and may have the same value as T3168.  There is only one instance of this timer in the MS though, and the expiry of this timer indicates failure of the MS’s access rather than of an individual TBF establishment.
