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Scheduling Multiple TBFs

1. Introduction

With the introduction of multiple TBFs on the same MS into the GERAN standards, a new problem appears concerning the scheduling of TBFs on the uplink.  This paper addresses the issues of maintaining QoS guarantees when multiple parallel TBFs from the same MS share the same physical resources (uplink RLC/MAC radio blocks).  

The situations in which the mobile must multiplex (schedule) traffic from different TBFs onto a physical resource include dynamic and fixed allocation on SBPSCHs and per MS allocation on a DBPSCH.  The term scheduling opportunity is used to mean any uplink radio block that the MS can use to send data from a TBF.  

It is the aim of this paper to describe the QoS requirements needed and a set of rules to be applied to a mobile in order to guarantee QoS for URBs that utilise TBFs as a transport channel.  For situations where SRBs are carried over TBFs on a SBPSCH we must also consider how to schedule SRBs and URBs.  

This proposal relates to the Iu mode in Release 5.  The network in the DL direction could also use the proposed MS scheduling strategy.  

This is an updated version of GP-011546 that was presented to the GERAN #6 in Naantali.  It includes minor reworks due to comments received and two new sections.  Section 2 argues the case for mobile based scheduling compared with purely network based scheduling and section 5 provides some advantages and disadvantages of the scheme compared with the current situation in Release 4  

2. Network or Mobile based Scheduling

The MAC function in the network should still be responsible for resource allocation for both downlink and uplink within the limits imposed by RRC.  However, significant benefits can be gained by allowing the mobile to schedule between different data flows (RBs) within the context of the bandwidth allocated by the network.  

In Release 4 it is the LLC that arbitrates between data flows at the LLC PDU level of granularity.  In Release 5 we have the opportunity for the MAC to arbitrate between flows at the Radio Block level of granularity.  The MAC, in both the MS and the network, is aware of all data flows with data to send (the state of the queues) and their QoS requirements.  

For SBPSCHs, it is of course possible for the network to be in control of the scheduling by allocating a separate USF or bitmap to each TBF.  This approach can be used with the multiple TBF concept if desired, as a single TBF can be mapped to a single USF or bit map.  However it has some disadvantages.  

· With dynamic allocation the scarce USF resource will be used up more quickly if a USF is allocated to single TBF

· With a single TBFs per USF (or single bitmap per TBF), the scheduling load for the network is higher than if it is distributed with the mobiles taking some of the work load.  

· Increased signalling load for fixed allocation (one bitmap for each TBF rather than one bitmap for a set of TBFs)

Considering these disadvantages it is considered advantageous for the MS to be able to schedule its own TBFs on the uplink on a SBPSCH.  

For DBPSCH the MS has to schedule its own TBFs as the network has no control over which TBF can be sent at any particular time.  Thus a mobile-based scheduling mechanism is required anyway if multiple TBFs are to be supported on a DBPSCH.  

For these reasons it has been considered necessary to define a scheduling algorithm for the MS that takes into account QoS requirements.  

The following sections describe the problem and the proposed solution in more detail.  

3. Uplink Scheduling and QoS

The multiple TBF concept [1] allows the network to allocate multiple TBFs to a common set of scheduling opportunities.  The scheduling opportunities can be signalled to the MS via fixed or dynamic allocation in the case of SBPSCHs or are implicitly available in the case of the DBPSCH. The network has to guarantee by its resource management, that a sufficient number of PDCHs are granted to the MS.  Furthermore, the network has also to guarantee that its UL scheduler assigns enough UL radio blocks to the MS over all assigned PDCHs to satisfy the overall or integral QoS profiles of all parallel TBFs of this particular MS.  

This section looks at the requirements for uplink scheduling for multiple TBFs belonging to one mobile that share the same set of scheduling opportunities.  

3.1. Requirements for Uplink Scheduling of Multiple TBFs

In the case of multiple TBFs being transmitted simultaneously in the uplink from one MS, it is possible to have a mixture of URBs (and possibly SRBs).  SRBs should in general have priority over URBs whilst not starving URBs of send opportunities.  In addition it would be advantageous to support real-time URBs or at least URBs with some form of guaranteed QoS profiles.  

The relative priorities of the URBs and SRBs and any pre-defined QoS requirements such as the Guaranteed Bit Rate, as described in [3], and also delay must be taken into account when defining scheduling rules. 

Thus a set of scheduling rules is needed by the mobile in order to:

· Provide relative priority between different RBs

· Ensure that the guaranteed bandwidth is provided for those URBs that have QoS requirements

· Allow signalling messages to be sent with the appropriate QoS when they utilise TBFs for transport

3.2. Current Procedures (Release 4)

According to the current Release 4 procedures [2], in the uplink direction a MS requests a TBF via a Packet Channel Request and an optional Packet Resource Request (PRR).  The PRR contains a peak throughput class parameter, the Radio Priority and RLC_mode amongst others with an optional Packet Flow Identifier (PFI).  

The PFI is a reference to the QoS class required by the packet flow which is either already known by the BSS in the BSS Packet Flow context or can be obtained from the SGSN by the appropriate procedure.  

Using the QoS requirement, the BSS can allocate the appropriate radio resources (PDCHs) and scheduling opportunities (via the corresponding USF(s) or fixed allocation bitmap).  The network (BSS) is currently responsible for multiplexing packet flows from different mobiles (different TBFs) in the uplink on the same radio resource via the USF mechanism (dynamic allocation) or bitmap mechanism (fixed allocation).  On the other hand the mobile is currently responsible for multiplexing packet flows from different applications on the same mobile.  The way that these two multiplexing problems are handled has quite different effects on the QoS experienced by the different packet flows.  These two approaches are briefly described in the following sub-sections.  

3.2.1. Multiplexing Multiple Flows from One Mobile

The current procedures, as defined in section 8.1.1.1.2 of [2], specify how to deal with the requirement to send a new LLC PDU whilst an uplink packet transfer is already in progress.  

The key points of this mechanism are summarised below:

· The same TBF can be used only if the new LLC PDU has the same TBF and RLC mode, otherwise a new TBF has to be established.  

· The current LLC PDU is completely sent before the new one is transmitted in all cases, regardless of radio priority, peak throughput class or PFI.  

· The MS identifies the QoS requirements for the new LLC PDU in a PRR message sent on PACCH enabling the network to adjust resource allocation if required.  

An example is shown in Figure 1 where a new LLC PDU arrives from an application that has a higher throughput class than the LLC PDU that is currently being transmitted but with the same RLC mode and TBF mode.  
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Figure 1
LLC PDU Multiplexing in Mobile

The net effect is that the higher throughput class LLC PDU is delayed whilst waiting for the lower throughput class LLC PDU to be completely transmitted.  

3.2.2. Multiplexing Multiple TBFs from different Mobiles

In contrast to the situation described above, TBFs from different mobiles are multiplexed at the Radio Block level by the uplink scheduling function in the BSS.  

The key points of this mechanism are summarised below:

· TBFs from different mobiles are multiplexed at the radio block level by the MAC in the BSS

· The network can provide different QoS to the different TBFs by allocating send opportunities (via USF or bitmaps) to each TBF individually.  

An example of this feature is shown in Figure 2 where two LLC PDUs from different mobiles are multiplexed onto an uplink PDCH.  
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Figure 2
Multiplexing of LLC PDUs from Different Mobiles

The net effect is that each data flow can be treated separately according to its QoS requirement (e.g. peak throughput class) and multiplexed at the Radio Block level.  

4. Proposed Solution

The current multiplexing of Upper Layer PDU frames in the mobile is clearly not sufficient to meet the QoS requirements for SRBs and for URBs that require guaranteed bandwidth.  A multiplexing on the Radio Block level is more appropriate for multiple TBF scheduling.  

In order to meet the requirements specified in section 3.1, it is necessary to provide scheduling rules that can meet the guaranteed bandwidth requirements of existing URBs whilst providing the appropriate QoS for SRBs that are carried over TBFs.  

4.1. Detailed Proposal

The Guaranteed Bit Rate (GBR), as defined in [3], is intended to be a long term (lifetime of the call) guaranteed resource reserved by the network to always ensure the appropriate QoS.  We introduce a more dynamic version of this QoS parameter called the Guaranteed Available Bit Rate (GABR).  

Guaranteed Available Bit Rate (GABR) = Minimum guaranteed bit rate that will be allocated to the bearer by the network when there is data to send.  

The solution proposed in this paper is to divide the bandwidth provided by the network on the uplink (via send opportunities) in a manner that is proportional to the GABR of each TBF.  The proposed mapping between different RBs and their equivalent GABR is given below.  

Real time / conversational bearers
GBR maps directly to GABR

Interactive bearers


Default GABR allocated

Background bearers


Default GABR allocated (low value)

SRBs




Values fixed 

Any RB without QoS parameters
Use default value for background bearer

If the GABR can be truly guaranteed then a maximum delay and minimum throughput value can also be guaranteed for a fixed size message.  

The proposed scheduling rules will follow the steps defined below:

1. Assign GABR for all active TBFs sharing the same set of scheduling opportunities per PDCH

2. Calculate a scheduling linked list in “scheduling time” taking the most important SRB first then the URBs.  The size of the list depends on a variety of parameters but must be at least as long as 1/(smallest value of GABR).

3. RBs that are assigned the same “scheduling time” will be ordered according to the first entry takes priority scheme

4. Assign the next RB in the list to the next scheduling opportunity

The scheduling list should be recalculated when a TBF is released, a new TBF is assigned to the scheduling opportunity set or the scheduling list is coming to an end.  In a similar manner to that already specified, the network will be informed of TBF set-up/release in order to change resource allocation and scheduling.  

An MS can have multiple instances of this scheduling scheme for each set of scheduling opportunities (e.g. per USF).  However, a TBF on one set of scheduling opportunities is not allowed for to borrow a scheduling opportunity from another set.  

An example of how the scheme will work is shown in Figure 3.  In this example we consider 4 RBs consisting of four URBs (URB1 has a specified guaranteed bit rate, URBs 2 and 3 are interactive and URB4 is best effort).  The GABR is defined for these RBs in the table below.  

	Radio Bearer
	Guaranteed Available Bit Rate (GABR)
	Scheduling Time between sends 

(1/ GABR)

	URB1
	1
	1

	URB2
	0.5
	2

	URB3
	0.5
	2

	URB4
	0.25
	4


The top part of Figure 3 shows how the list of RB send opportunities is calculated.  URB1’s opportunities are allocated every 1 unit of scheduling time.  Next URB2s opportunities are allocated every 2 units, then URB3 and finally URB4.  At least one opportunity has to be calculated for URB4 as it has the lowest value of GABR.  
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Figure 3
Uplink Scheduling Mechanism

The second part of Figure 3 shows how the list is used to select the RB to send the next Radio Block as scheduling opportunities arrive.  This process simply goes through the list constructed in the first part from top to bottom and is thus not very processor intensive. 

It is the responsibility of the network to allocate enough bandwidth on a PDCH to the set of scheduling opportunities in order to meet the QoS requirements of all RBs currently multiplexed onto that resource.  It is also the responsibility of the network to assign enough PDCHs to the MS (multislot allocation).  The network may therefore wish to reallocate one or more RBs to a different timeslot (assuming that the mobile supports multiple timeslots) if it cannot meet the combined QoS requirements.  If the network cannot meet the combined QoS requirements and is unable to reallocate a TBF to another timeslot, then all RBs will experience reduced throughput in proportion to their GABR.  For voice packets this will lead to dropped packets that are maximally separated in time.  

5. Advantages and disadvantages

This section summarises the advantages and disadvantages of the approach outlined above compared with the current (Release 4) sequential approach to handling multiple flows on a single mobile.  

Advantages

· Allows multiple TBF to be sent on the same set of scheduling opportunities thus saving resources (e.g. USF)

· Provides QoS guarantees to RBs with a low level of granularity (Radio Block level)

· Reduces the network scheduling load by distributing some of the scheduling to the mobile

· Graceful degradation under overload (not enough bandwidth provided by the network) as RBs get the same proportion of bandwidth

Disadvantages

· Increases signalling delay compared with strict priority when SRBs are carried on a SBPSCH

· Increased complexity in the MS

6. Conclusions

The current multiplexing of Upper Layer PDU frames in the mobile is clearly not sufficient to meet the QoS requirements for SRBs and for URBs that require guaranteed bandwidth.  A multiplexing on the Radio Block level is more appropriate for multiple TBF scheduling.  

By allowing the MS to schedule multiple TBFs onto one set of scheduling opportunities provided by the network, the network scheduling load can be reduced and resources such as USF values and downlink signalling capacity (in the case of fixed allocation) can be saved.  In any case, such a scheme is required for DBPSCHs that wish to support multiple TBFs.  

A relatively simple scheduling scheme has been presented that could be defined for use by the mobile to meet the requirements of sharing the uplink bandwidth by multiple RBs in proportion to their Guaranteed Available Bit Rates.  The scheme ensures that the QoS requirements of all RBs (including SRBs if they are carried on TBFs) are respected.  The strategy also works for multislot allocations.  
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