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IPA – Areas for discussion and next steps
1. Introduction

At GERAN#52 it was agreed in principle to proceed with the standardization of the IPA feature, based in part on the evaluations provided in GP-111672.

This paper discusses the feature in more detail, taking into account details included in the proposed CRs (GP-120189/190).

2. Applicability of IPA and requirements for its use

It has previously been shown that the benefits of IPA increase significantly as the penetration of IPA-capable mobiles increases.  However, for this to be realised, it is clear that IPA would need to be implemented across a wide range of device types – not just MTC devices.

This leads to two concerns:


1. The evaluation in GP-111672 was heavily biased towards a narrow class of MTC devices: no downlink traffic is assumed (i.e. the MTC device is sending uplink data only), and traffic quantities are limited to 200 octets. 
It should be pointed out that PDCH resource utilization needs to consider assigned and allocated resources, *whether or not they are actually used*. In particular, with extended UL TBF, networks may (indeed, should) maintain a TBF for several seconds in order to ensure that no further data is to be sent.  This both ensures network efficiency (it reduces the need for subsequent TBF establishment) and the performance of the network as seen by the device (latency to transmit/receive is reduced).

2. There must be benefits of implementing this feature for all device types, not just MTC devices. This means that device performance must not be degraded as a result of indicating IPA support, compared to a device not indicating IPA support. Mandating that IPA-capable devices always indicate IPA support may lead to worse performance (for a given device), particularly in light/moderately-loaded network scenarios due to restrictions on multislot capability signalling. It should be investigated what are the impacts on one phase access performance in typical scenarios and it should be studied how to minimize the impacts, e.g. network behavior in regard MS RAC request (Is the normal behavior such that the network requests MS to send MS RAC as soon as possible?) and pre-emptive assignment of downlink TBF.
Meeting the combined goals of i) maximising penetration of IPA-capable devices, and ii) ensuring good performance for all devices is particularly challenging, especially considering the extremely limited amount of information available to the BSS early in the TBF. It is necessary to balance efficient use of resources (key for MTC applications) against higher performance, which may imply some over-allocation (for human interaction-type applications
3. Some other concerns regarding GP-111672:

1. The use of a uniform BLER and equal amount of data traffic is likely to lead to highly correlated / synchronized TBF releases from IPA-capable mobiles sharing the same timeslot. Broadly, 3 mobiles assigned to TBFs on the same timeslot at the same time will finish their data transmission at similar times.  This artificially increases the availability of timeslots that have 3 free USF values at a given time, for the next 'batch' of IPA assignments. Further evaluations should be done considering more random TBF release times, reflecting the diversity of traffic using the PDCHs.


2. NAS signalling should be considered as a traffic type.  For MTC devices that report infrequently, NAS signalling is likely to be a relatively large proportion of their traffic.  One key aspect of this is that it requires both UL and DL TBF establishment.


3. The conclusion “When using IPA, the arrival rate of PS access is higher than 20/s on CCCH but lower than 85/s” is a bit confusing: with 200-byte transmissions, PDCH blocking becomes an issue at 50/s, compared with a maximum AGCH capacity of 55/s (see Figure 1 with 100% IPA penetration).  The PDCH blocking rate is expected to scale with data quantity, so for larger data transmissions, even lower limits can be expected (and for these larger transmissions, the spread of TBF duration is likely to be significant, further decreasing the efficiency gains of IPA). 
4. Interaction with USF multiplexing feature

One of the IPA sourcing companies is proposing a solution to increase USF address space. This will permit TBFs to be assigned faster than currently (since one free USF value on a timeslot will allow multiple TBFs to be assigned), and may improve PDCH utilization: by lowering the bandwidth available to a given device, it increases the likelihood that the device has buffered traffic to be transmitted. 

Clearly, the benefits of such a solution apply i) in very heavily loaded networks, ii) for small amounts of data transmission, and iii) where high latency/low bandwidth can be tolerated. Indeed, this seems to be targeted at a similar use case as IPA.  In particular, it should be noted that i) it has been acknowledged that one of the key bottlenecks to be addressed is at initial TBF assignment – which is before the BSS has received an indication of the MS's support for this feature [see note], and that ii) for small data transmissions, by the time the BSS has received, processed, and responded to the appropriate radio access capabilities signalling, the MS may have completed its transmissions.  Providing lower-bandwidth (i.e. USF-multiplexed) resources later in the TBF does not resolve the bottleneck arising at the Immediate Assignment stage.

Therefore further clarification should be given on how the multiplexed USF feature should or could interact with IPA.

Note: Due to the length of the MS RAC IE, it may require the receipt of the Additional MS RAC.
5. Conclusion

Noting that there is virtually no scope for future, backwards-compatible modifications to the IPA feature it is considered that the above points must be addressed before agreeing any CRs.

