3GPP TSG GERAN #43

Tdoc GP-091444
Vancouver, Canada

Agenda item 7.2.5.3.6
31 August – 4 September 2009

Source: Research In Motion UK Ltd.

Dynamic Timeslot Reduction – Feature options
1 Introduction

Preliminary evaluations of the benefits of DTR have shown significant potential for power consumption reduction during DTR periods, compared with monitoring multiple downlink timeslots, and it is considered therefore that DTR should be standardized.

This paper aims to bring in one place the various options related to dynamic timeslot reduction, highlighting the tradeoffs and potential benefits.
2 Baseline functionality

At an absolute minimum, the following appears to be agreed by all:

· reduction shall occur to (at most) one timeslot / pdch-pair in a TDMA frame on a carrier
· resumption from DTR to full assignment occurs on sending/receiving of more data

It further seems clear that the majority of benefits will occur for applications where the pause in data is due to user thought processes etc. Any solution must ensure that DTR is triggered in a vast majority (if not all) such cases, which are today "managed" by the Extended UL TBF feature. 

On the other hand, the triggering of DTR during pauses resulting from network / server / protocol delays is associated with a much higher risk, since these delays are typically much shorter, and therefore more likely to more significantly impacted by any delay in reverting from DTR to non-DTR operation; furthermore, such delays can accumulate during a data transfer session.
Therefore, a solution which allows DTR to be triggered faster could be beneficial, *if* it does not degrade performance of the application; one way to consider this is that DTR should not be triggered for network-only delays which are likely to result in resumption of data transmission very soon (i.e. no false positives).
3 Options/extras
The following have been proposed as additions or options to the above minimum solution. 
3.1 Enabling DTR

This refers to the control of when DTR is entered during a TBF. At least one of the following solutions is required. Note that the solutions could be combined so that e.g. DTR would be entered at the expiry of a timer automatically, or could be triggered earlier by explicit signalling.
3.1.1 Automatic and specified in the assignment message

In this case, a time period (say, 200ms) would be specified in the assignment message, so that if DTR is enabled for a TBF, and no data has been received or transmitted by the mobile station for this time period, the mobile station would enter DTR. (Note that the network should assume that the mobile has entered DTR "early" in order to avoid synchronization problems).

Dummy LLC PDUs and RLC/MAC control messages (possibly with the exception of assignment messages) would not cause the mobile to leave DTR.
Cost: Requires maybe 2-3 bits in the assignment message.
Potentital Benefits:  
· Will catch all user-generated delays. 
· "False positives" (where DTR is triggered almost immediately before new data is to be transmitted) after, say, 200ms are unlikely to be noticeable (since the % increase in delay caused by DTR -> non-DTR reconfiguration becomes negligible).  
· Allows the BSS to take account of the QoS requirements of the PFC corresponding to the TBF.
· Relatively straightforward to implement in both network and mobile
Comment : Less flexible than 3.1.2 but likely to be effective in large proportion of cases.
3.1.2 Explicitly signalled 
This is in line with the Nokia/NSN proposal proposed in G#42. Additional signalling in the RLC block (most likely after the last RLC data block) or in a PUAN would indicate that DTR is to be enabled. 

Cost (compared with 3.1.1.): 
· 2-3 extra octets in the RLC block (1 for the LI, one for the DTR-enabling octet)
, may require an additional RLC block if there is not enough space. 
· Relatively complex algorithm required in BSS to take advantage of the flexibility

· Additional PUAN may be needed for NPM TBFs (which currently do not require PUANs to be sent)

· Additional downlink RLC blocks required in the case of DL-only TBFs if DTR is not triggered immediately when the DL buffer empties

Potentital Benefits:  Allows the BSS to use some rules to determine when to enable DTR. Might allow a BSS to trigger DTR during user-generated.  
Comments: 

Provides a highly flexible solution at some cost. Signalling complexity could be justified if the BSS could and would make use of this flexibility to improve the effectiveness of DTR without resulting in large numbers of 'fast false positives' (where DTR is –incorrectly –  triggered much faster than would be the case in 3.1.1, resulting in a significant percentage increase in latency, and rapid reconfiguration of ).
3.2 Extended Dynamic Allocation

Whether or not EDA should apply during DTR periods. One of the following options is required.

3.2.1
Use DA only

Cost (signalling/complexity): none 

Potential benefit: Less likelihood of wasted uplink resources; may allow larger allocations to non-DTR mobiles.
Disadvantage: Slower resumption of uplink data as a maximum of 1 uplink block can be allocated.
3.2.2
Use EDA only

Cost (signalling/complexity): none 

Potential benefit: Fast uplink resumption
Disadvantage: Potential waste of UL resources if multiple uplink slots are allocated via EDA which are not used by the mobile station.

3.2.3
Signal whether to use EDA or DA

Cost (signalling/complexity): 1 bit in assignment message (or 1 bit in DTR trigger message in RLC block/ PUAN).

Potential Benefit: Allows network to control tradeoff of resource constraints (network capacity) vs. uplink bandwidth available to mobile station during DTR.

Disadvantages: none?
3.2.4
Use the same MAC protocol as for the TBF
This does not require any additional signalling and incurs the benefits/costs of DA/EDA described above depending on the protocol used for the TBF.
Comment: it seems that the most likely determinant in deciding between EDA or DA during DTR is system load – if system load is light, there is no problem sticking with EDA while if the network is busy, DA is preferable. Where DA was originally selected for the TBF, it seems likely that the network would continue in DA, whereas if EDA were originally selected, then the transition to DA could be feasible (the mobile would never transmit more blocks than it was allocated) and beneficial in heavily-loaded network scenarios. Therefore the possibility to indicate that a TBF, currently in EDA should switch to DA for DTR seems a reasonable approach.

3.3 Selecting the timeslot number (TN) / PDCH-pair to be monitored

At least one of these is necessary (combinations could be specified, with the most recently-received indication applying).  (Note that a carrier indication is also required for DLDC assignments)
It should be noted that since the timeslot to be monitored must be common to both uplink and downlink assignment (to receive USF and downlink data), there is likely to be very little choice (unlikely to be more than 2 options), particulaly for non-EFTA assignments.

The number of bits needed to signal the timeslot therefore could be reduced from that shown if assumptions regarding the number of common timeslots were made.
3.3.1
Specified in standard

e.g. the lowest timeslot on carrier 1 which is common to the UL and DL assignments.

Cost (signalling/complexity): None

Potentital Benefits:  (low cost!)
Disadvantage:  May lead to 'congestion' if multiple mobile are monitoring the same timeslot (e.g. could cause delay in uplink allocation)
Comment: 
3.3.2
Specified at assignment

Cost (signalling/complexity): Requires up to 4 bits of signalling in assignment messages.
Potentital Benefits:  Allows some degree of multiplexing (taking into account other mobiles which may enter DTR).

Comment: 
3.3.3
Specified at each time mobile enters DTR

Cost (signalling/complexity):  Requires up to 4 bits of signalling at every entry to DTR; incurs similar complexity/signalling as explicit indications of DTR entry.
Potentital Benefits:  Allows highly dynamic multiplexing (e.g. taking into account which other mobiles are in DTR).
Comment:  Again, this is a case where flexibility is reasonable provided it is reasonably likely to be used effectively. In practice, would a TBF last long enough that the set of (likely) simultaneous contending mobiles changes during the TBF, and if so, would the BSS reasonably attempt to track and modify the monitored timeslot?  If the effect of contention is so severe that changing the monitored timeslot is considered necessary, then it could be probable that the BSS would anyway have to issue a PTR to take account of the congestion situation when the mobile is not in DTR. 
3.3.4
Rotating (varies over time)

In this approach, the monitored timeslot cycles over time through those common to the UL and DL assignments. e.g. in BTTI, if there are 2 common timeslots 0 & 1 (say), then the monitored timeslot would be : ( FN div
 4 ) mod 2  i.e. alternate each radio block period.
Cost (signalling/complexity): none (standardised) or offset (similar to hopping pattern offset) could be signalled at assignment or entry to DTR.
Potentital Benefits: 
· Reduced risk of contention in the case of DA

· When combined with EDA, allows network to allocate uplink resources trading off potential wasted resources with allowed uplink bandwidth (e.g. in highly congested scenarios, the network would only send a USF when the mobile is monitoring a higher-numbered timeslot).
3.4 Monitoring alternate (or fewer) radio block periods
The battery consumption associated with receiving and decoding data within a TDMA frame does not vary linearly with the number of timeslots being received – there is an element of fixed overhead associated with initiating reception. As a result of this, the reduction in battery consumption could be improved by reducing not only the duration of monitoring within a TDMA frame, but also the frequency (i.e. whether or not monitoring must occur during every TDMA frame).
This should be particularly considered for RTTI mode TBFs, which require a minimum of 2 timeslots to be received in each radio block period to decode USFs and/or downlink data.
It should also be taken into consideration that the BSS need not schedule USFs in every radio block period so, since (in most use cases) it will be uplink traffic that will cause the resumption of the full assignment, there will be no latency penalty if the mobile monitors the downlink in only those radio block periods where a USF will be sent.
This could be phased in (either timer-based or by means of explicit signalling) so that in the initial phase of DTR, the mobile monitors all radio block periods, and, in a later phase (where latency is less crucial), monitors only periodically.

The options below are not mutually exclusive.

3.4.1
Specified in the standard

Here, DTR would always result in the mobile monitoring (say) every other radio block period. Although this has zero cost in terms of signalling, it is unlikely to be appropriate to implement this in all cases.
3.4.2
Specified in the assignment message

Here, the assignment message could specify the periodicity (in radio block periods) with which the mobile monitors the specified timeslot. Options could be:

- monitor every radio block period


- monitor every even-numbered radio block period


- monitor every odd-numbered radio block period


- monitor every third radio block period

This approach is considered preferable to 3.4.1 in that it allows the network to take account of QoS requirements, network load, etc. to improve the trade-off between latency, congestion and battery consumption.

3.4.3
Specified every time DTR is entered

Again, this has the same cost/complexity vs. flexibility trade-off as for other aspects.
4 Open issues

4.1 DLDC assignments
DLDC allows a BSS significant flexibility in assignment, since it can assign a DLDC assignment even for low-bandwidth applications, to allow it to adapt allocations dynamically without a subsequent assignment message.  However, this may cause unnecessary battery consumption if the BSS uses only 1 carrier for a significant period of time.
A version of DTR could be used in this case, whereby DTR would apply independently on each carrier (e.g. if no traffic is observed on carrier 2 for n ms, then the mobile could reduce 

monitoring of that carrier to a single timeslot/PDCH-pair), without requiring PTR messages to change the assignment.
4.2 Transmission of PACCH messages while in DTR
It needs to be considered whether the transmission of PACCH messages in the downlink causes DTR to be terminated. For example, it may be considered that distribution messages (system information, etc.) should not cause DTR to terminate (noting that explicit signalling proposed for RLC data blocks would not apply to RLC/MAC control blocks).

For example, it could be specified that 


- An assignment message which increases the assignment causes DTR to terminate; 

- DTR continues after receipt of an assignment message which reduces the assignment to a subset of the existing assignment 

- transmission of a Packet Control Acknowledge (or other PACCH message, such as a measurement report) in response to a request by the network does not affect DTR.
5 Summary

This paper has considered a range of aspects of DTR which should be taken into account. As with any new feature, the tradeoff of complexity (of signalling etc.) versus flexibility needs to be carefully considered.

It is believed that the above options cover the full feasible range from simple, inflexible solutions to more complex but flexible solutions and that the correct balance lies (somewhere) within the ranges described in this paper.
� It is not clear if the new LI would replace LI=127 in case there was padding at the end of the message. However, even if it did not, there may be no additional "cost", because you would only include the extra LI=127 if there is room for it. It may be more complex if it is required to allow the possibility for further non-padding octets to follow the DTR octet.


� This "div" function removes all idle frames etc. so is basically a radio block period counter!





