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1. Introduction

During the Geran #3 meeting in Boston, there was a discussion whether or not limited retransmission (LR) as functionality was necessary to implement. Parties pushing for LR presented simulations ([1] and [2]) showing better performance when LR was used. It was claimed by the parties opposed to the implementation of LR, that LR would never or rarely give better performance.

This document states a concern that if LR, or a similar algorithm, is not implemented in the standard, performance might be degraded under normal operation. The document exemplifies a number of use cases, applied on streaming services, to justify this standpoint.
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3. QoS control in two dimensions

The effective data rate for a radio access bearer (RAB) in GERAN will be a consequence of variations in two dimensions (for a given C/I):

1. The number of timeslots fully or partially allocated to the user by MAC/RRC, at a given moment.

2. The optimal coding and modulation scheme used, decided by RLC, which can be used, at a given moment.

The discussions (and simulations presented) at Geran #3 only considered the second dimension as described above. The intention is not to state that possible future simulations have to be performed considering both dimensions. However the presence of dimension (1) as a part of the channel allocation algorithms, will affect the operation state of (2), as will be shown in the appendix. Most probably LR will in this case prove to be more important than already shown in [1] and [2].

4. Fading

Figure 1 below illustrates how the C/I may vary over a streaming session. The variations consist of both slow (Log normal) and fast (Rayleigh) fading. A channel model such as TU3, TU50, RA100 etc. are normally used to emulate the fast fading. In order to evaluate the performance of LR it is also necessary to consider the slow fading.
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Figure 1

The slow fading is in general more complicated to emulate in simulations, as no standardized dynamic models are defined. However, our concern is that the slow fading, in conjunction with the scenarios described in the use cases, might be the factor that really motivates LR, or a similar algorithm.

When the channel conditions are good (above the shaded zone in Figure 1) LR will not be necessary, as the bit rate per TS is better than needed. RLC will thus catch up if blocks have to be retransmitted. Below the shaded zone, the data rate is too low, and thus the user perceived improvement by the use of LR would be limited.

5. Definition of reference use cases

In the discussion below it is assumed that the negotiated quality of service (QoS) level for the RAB is maintained by the system operating in both dimensions as defined in Section 3. How this is to be done in detail is not described in the 3GPP specifications, but is a part of the vendor specific implementation. In the cases described below, it is assumed that the selection of modulation and coding schemes (MCS) is adaptive. However, the cases are also applicable for IR.

Case A

1. Let us assume a user that request a streaming RAB (A) with minimum transfer delay of 2 seconds and a guaranteed bit rate of 64 kbit/s.

2. When the session is initiated the channel conditions allows the use of MCS-8, and thus the user is allocated two timeslots.

3. During the session the channel conditions becomes worse and MCS-6 will be used for optimal performance. As the data rate now falls below 64 kbit/s, RAB (A) will be allocated an additional consecutive timeslot in order to fulfill the QoS requirements.

4. The channel conditions become better and MCS-8 can again be used. Let us consider that the cell is in a state where several best effort users are limited in throughput due to lack of network resources. In this case the network should preferably downgrade RAB (A) to two timeslots again.

This case exemplifies:

Assuming time slot adaptation (which is necessary for spectral efficiency), it is not rare that the channel quality is just above the C/I-target required to fulfill the QoS requirements for the RAB. This makes the service sensitive for C/I drops caused by fast fading in most C/I regions. 

Case B

1. Let us assume a user that request a streaming RAB (A) with minimum transfer delay of 2 seconds and a guaranteed bit rate of 64 kbit/s.

2. In this example the channel conditions are not so good, MCS-4 is used for best performance. In order to fulfill the QoS requirements the maximum timeslot capabilities of the terminal must be used by allocating four timeslots.

3. Due to the slow fading the channel may during shorter periods of 4-5 seconds degrade in such a way that the receiver buffer runs empty.

This case exemplifies:

As shown in case A, the channel quality for each timeslot is just above the C/I-target required to fulfill the QoS requirements for the RAB. Sudden drops in throughput due to slow fading, limited in time, will occur, as shown in case B. Without LR, or a similar algorithm, the transmitter buffer will include outdated packets, which will despite this be the first to be sent, thus preventing the transmission of later packets which will also become outdated, and so on. In essence, the ‘rehabilitation’ after this kind of quality drop should take longer without LR.
(Notably, this scenario is not visible in simulations only considering dynamic fast fading.)

Case C

1. Let us assume a user that request a streaming RAB (A) with minimum transfer delay of 2 seconds and a guaranteed bit rate of 64 kbit/s.

2. When the session is initiated the channel conditions allows the use of MCS-8, and thus RAB (A) is allocated two timeslots.

3. Let us assume that the cell runs into congestion, and that a high priority RAB (B) on the same cell falls under the QoS threshold. MAC thus steals one of the two timeslots fully or partially from RAB (A).

4. After a few seconds, resources become available again on the cell, as a speech call is hung-up. RAB (A) will thus again get two timeslots assigned.

This case exemplifies:

Sudden drops in throughput, limited in time, that are not related to either fast or slow fading will occur. The source for the drop in this example is other traffic on the cell. The same reasoning as in case B applies, regarding the probable benefits of LR.

6. Fading, dynamic traffic and the two dimensions in conjunction

In Figure 2 timeslots and sub-timeslots are reconfigured as described in case A at four occasions. In some cases intra cell handovers will be needed in order to change the active set of timeslots or in order to change TRX. This will cause interruptions, which also will affect the LR performance. Interruptions will also occur as a consequence of the factors as described in case B and C, as shown in Figure 2.
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Figure 2

7. Conclusions

There are several reasons, as described in this document, why a RAB might fall behind in throughput and thus filling up the transmit buffers. This document shows that this situation is not rare, even during good radio conditions.

When the channel condition becomes better after a dip, it is of utmost importance that outdated blocks are retransmitted thus degrading the overall performance, measured by the SDU loss rate and the transfer delay.

Note that this document gives no arguments for or against receiver/transmitter driven LR respectively, nor any other scheme that fulfils the same needs as LR.
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Appendix

We see no apparent need for further simulations to motivate the need of LR or similar scheme. If it is possible to show by a simulation that LR is needed, as done in [1-2], only considering the fast fading and a static load situation, the conclusion will not change if a more complicated model considering these factors is used. 

If however simulations are made in order to prove that LR is unnecessary, the following should be considered in the simulations:

1. Slow fading should be considered together with fast fading.

2. The system should be able to handle a situation where background services constantly are limited in throughput during busy hour, due to lack of resources.

3. A high performance channel adaptation algorithm should be assumed. Thus the resources on each cell shall be used as efficiently as possible. This implies that streaming services will at all times be downgraded to the minimum number of timeslots (TS) and sub-TS, that is needed in order to fulfill the quality of service requirements requested.

As a consequence of (1), (2) and (3) simulations performed for one timeslot only should  take the data rate per timeslot (DTPS) into consideration as illustrated in figure 2.
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