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1. Introduction

The problem statement is as follows:

-	NRF in PLMN-A ("nrf.plmn-a.com") needs to contact NRF in PLMN-B ("nrf.plmn-b.com")

-	The traffic from NRF in PLMN-A needs to go through the SEPP in PLMN-A (say, "sepp.plmn-a.com")

-	Therefore, NRF in PLMN-A should build a telescopic FQDN of the NRF in PLMN-B in the form of: "nrf.plmn-b.com.sepp.plmn-a.com"

-	Since this FQDN cannot be matched by a wildcard cert in SEPP in PLMN-A with a subject alternative name of "*.sepp.plmn-a.com", we need to flatten the first part ("nrf.plmn-b.com") to a single label

-	When the request sent by NRF in PLMN-A reaches the SEPP in PLMN-A, the SEPP needs to do the "deflattening" and build the original FQDN of NRF in PLMN-B

[bookmark: _GoBack]Problem: How can the SEPP in PLMN-A reconstruct the original FQDN of an NF in PLMN-B, from a telescopic FQDN of such NF, for those cases in which the SEPP is not involved in the generation of this telescopic FQDN (i.e. the telescopic FQDN is generated by another entity, other than the SEPP itself).

This problem applies to requests originally initiated by NRF: Oauth2 Access Token request, NRF Discovery Request, subscription to notifications to a remote NRF....

The problem does NOT apply to the general scenario of subscription to events of a given NF to another remote NF (e.g. v-AMF subscribes to the h-UDM to be notified about subscription profile changes), because in that case the FQDNs have already gone through a SEPP in a prior interaction, and therefore the SEPP should have already created the telescopic FQDN.

The problem is exclusive to the case where the original NF (not the SEPP) needs to generate the telescopic FQDN and the SEPP needs to do the reverse operation; so far, this seems to only happen when the original NF is an NRF.


2. Alternatives

During the discussions in CT4#90, the proposal was that the NRF in PLMN-A would be "configured with the telescopic FQDN of the NRF in PLMN-B".

This means that both the NRF and the SEPP(s) in PLMN-A must BOTH be provisioned/configured with all the telescopic FQDNs of ALL networks with which PLMN-A has a roaming agreement with (i.e. all PLMN-B's in the world). This is not desirable.

The other approach, not based on configuration, was to come up with an algorithm that can flatten/deflatten FQDN's into a single label. This way, no configuration is needed; it is only needed to standardize the algorithm.

However, finding such algorithm is not easy, since we are bound by the set of characters allowed in labels of FQDNs. So, the most obvious approach was to replace "." in the FQDN with a "-" (since there is no other valid non-alphabetic char). But then, what to do with the "-" chars in the original FQDN? (e.g. "nrf.plmn-b.com", that we have been using in the examples above, cannot be flattened using this algorithm).

During some discussions in the past, people suggested to replace "." with "---" (given that "---" is less likely to occur in a real FQDN). This is, first, an extremely ugly and brittle solution, and second, it has the risk of reaching another limitation: a single FQDN label cannot be longer than 63 chars. So, if we have, for example, and original FQDN as:

server1.udm-subdomain.mnc123.mcc456.3gppnetwork.org

would be converted into:

server1---udm-subdomain---mnc123---mcc456---3gppnetwork---org

which is 61 chars long, so almost invalid already. 


So, what other options do we have?

A proposal commented verbally in CT4#90 was to let the SEPP expose a simple service that takes as input an FQDN and generates a telescopic version of it.

E.g. "nrf.plmn-b.com" -> "0x23af76b1.sepp.plmn-a.com"; the NRF in PLMN-A would send this request to SEPP and get a telescopic FQDN, while the SEPP will keep this mapping internally. Then, when the NRF in PLMN-A sends the request to SEPP, the SEPP knows how to map "0x23af76b1.sepp.plmn-a.com" and retrieve the original FQDN "nrf.plmn-b.com".

As part of the offline discussions after CT4#90, it was questioned whether this additional interaction between NRF and SEPP would result into impacting the latency or having overall a worse performance. While it is clear that an algorithmic approach would be more efficient, it should be made clear that latency/performance is not a real issue here, since the request from NRF to SEPP to obtain the telescopic FQDN is only done once per remote network (not per-user), so the result can be cached for very long periods of time at the NRF, if needed. Also, the extra latency, compared with the overall overhead introduced by both SEPPs (N32-f protocol) would be totally negligible, in comparison.

3. Conclusion and proposal

It is proposed that CT4 agrees as a way forward to specify the interaction described above between NRF and SEPP (a small SBA-like service offered by SEPP to translate an FQDN into a telescopic FQDN) in the Rel-16 specifications, and to agree on a solution based on configuration of NRF and SEPP in the Rel-15 specifications.

If agreed, Ericsson will bring the corresponding CRs to CT4#92 meeting.

