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1. Introduction
The encapsulation overhead for VoLTE payloads in EPC networks is unreasonably large. A high amount of small packets leads to scalability issues in various network devices. Annex C "Link MTU consideration" in 3GPP TS 23.060 describes various encapsulation overheads for user plane datagrams, which could be 44 - 142 octets long. The overhead becomes larger than the actual datagram for a VoLTE payload, which typically is about 40-50 octets long. Similarly, TCP ACKs, which are carried by G-PDUs also have rather small payloads whose encapsulation overhead is nearly the same size as the actual datagram. 
Industry studies show that packet sizes under 255 octets make up around 45% of the traffic (see e.g. https://ams-ix.net/technical/statistics/sflow-stats/frame-size-distribution). It is also believed that online games will on average utilize packet size under 100 octets, while video streaming and machine-to-machine communications will use less than 400 octets long packet (see e.g. http://www.mavenir.com/files/doc_downloads/Stoke_Documents/Will_Small_Packet_Degrade_your_Network_Performance.pdf).
Capacity of the conventional routers and GTP-U entities in EPC networks is basically limited by two main factors: packets per second (pps) processing power and bandwidth (bps) capability.

To solve this problem it is proposed to be able to carry multiple G-PDUs (T-PDUs+headers), i.e. multiple G-PDUs from different UEs to the same destination (e.g. from an SGW to the same eNB) within a single UDP datagram. This will reduce the overall user plane bandwidth and most importantly, it will reduce the packet rate, and thus, the total resources necessary to process these packets within the EPC network (this applies to both GTP-U entities and to the routers in the EPC network). Potential jitter due to multiplexing should be minimized by making the packet collection time interval sufficiently small. 

Note that this solution, as a by-product, also lowers the burden on the conventional routers and any other 'middle' nodes like IPSec GWs and firewalls in the network without any additional efforts or costs.
The solution certainly permits multiplexing multiple G-PDUs from the same UE to the same destination, but in that case a certain level of jitter is unavoidable.
S1-U interface may benefit the most from this feature, but the feature may also be used across any other GTP-U interface. Therefore, an operator may enable or disable the feature independently on S1-U, S5/S8-U, S2a/S2b-U interfaces, while GTP entities can negotiate the feature activation/deactivation (see section 3 below).
In a GTP-U entity, it is an implementation issue to determine which packets the feature is applied to.
Let us take a closer look at the necessary changes to eNB and SGW.

Changes in UL direction

If the feature is enabled across S1-U, eNB will collect data packets from different UEs, which satisfy the following conditions:

· Packets are smaller than the pre-defined/configured value in octets. Let us say, smaller than 200-500 octets. Such limitation is especially relevant for catching TCP ACKs in a bearer, which provides a non-real-time (NRT) service, because e.g. in the VoLTE case the payload size is around 40-50 octets anyway.
· Packets with similar QoS that get the same DSCP marking, e.g. for a user defined set of QCI values (see IETF RFC2474). eNB will hence not multiplex RT and NRT data streams within the same UDP train.
· The packets' GTP level (outer IP header) destination IP addresses are the same (i.e. the packets go to the same SGW's IP interface).
· Packets that can be collected within a very short, pre-defined/configured period of time.

If SGW receives a multiplexed UDP datagram:

· UDP entity should pass multiple G-PDUs to the GTP entity. Currently, UDP entity will pass only one G-PDUs to the GTP entity. The change will have limited implications, because the required processing power for this operation is way smaller than the currently required processing power for handling multiple G-PDUs from different UEs to the same PGW. That is, a reduced pps rate justifies the increased processing overhead.
· SGW should forward each packet to the respective PGWs.
· If the feature is enabled across S5/S8, packets can be multiplexed once again per PGW destination.

Changes in DL direction

If the feature is enabled across S5/S8, PGW will collect data packets for different UEs, which satisfy the following conditions (quite similar to UL):

· Packets are smaller than the pre-defined/configured value in octets.

· Packets with similar QoS that get the same DSCP marking (see IETF RFC2474).

· The packets' GTP level (outer IP header) destination IP addresses are the same (i.e. packets go to the same SGW's IP interface).

· Packets that can be collected within a very short, pre-defined/configured period of time.

When SGW receives multiplexed UDP datagrams it should perform the following tasks:

· UDP entity should pass multiple G-PDUs to the GTP entity in the same way as for UL, see above. 

· SGW should forward each packet to the respective eNB.

· If the feature is enabled across S1-U, packets can be multiplexed once again per eNB.
2. Alternative proposals for sending multiple G-PDUs with a single UDP datagram
2.1 Alternative 1: Using the spare bit in GTP-U header octet 1
Currently, bit 4 in the first octet of the GTP-U header is spare (see Figure 5.1-1, which is copied form 3GPP TS 29.281). Sender shall currently set it to '0' and the receiver shall ignore it.

The proposal is to make the bit useful. If set to '1', this indicates another G-PDU follows. Therefore 3GPP TS 29.281, subclause 5.1 "General format" should be changed as follows:

Always present fields:

-
Next G-PDU flag (NG): This flag indicates the presence or absence of another G-PDU which follows the current G-PDU within the UDP datagram. If the sender puts another G-PDUs following the current G-PDU within the UDP datagram, then the sender shall set the flag to '1'. If another G-PDU does not follow the current G-PDU, then the flag shall be set to '0'.
	
	
	Bits

	Octets
	
	8
	7
	6
	5
	4
	3
	2
	1

	1
	
	Version
	PT
	NG
	E
	S
	PN

	2
	
	Message Type

	3
	
	Length (1st Octet)

	4
	
	Length (2nd Octet)

	5
	
	Tunnel Endpoint Identifier (1st Octet)

	6
	
	Tunnel Endpoint Identifier (2nd Octet)

	7
	
	Tunnel Endpoint Identifier (3rd Octet)

	8
	
	Tunnel Endpoint Identifier (4th Octet)

	9
	
	Sequence Number (1st Octet)1) 4) 

	10
	
	Sequence Number (2nd Octet)1) 4)

	11
	
	N-PDU Number2) 4)

	12
	
	Next Extension Header Type3) 4)


NOTE 1:
1) This field shall only be evaluated when indicated by the S flag set to 1.

NOTE 2:
2) This field shall only be evaluated when indicated by the PN flag set to 1.

NOTE 3:
3) This field shall only be evaluated when indicated by the E flag set to 1.

NOTE 4:
4) This field shall be present if and only if any one or more of the S, PN and E flags are set.
Figure 5.1-1: Outline of the GTP-U Header
This alternative may be used for all GTP-U interfaces. 
2.2 Alternative 2: Specifying new Extension header type for the next G-PDU

Another alternative is to specify new extension header type. The following changes to 3GPP TS 29.281, subclause 5.2 "GTP-U Extension Header" are then necessary.

	Next Extension Header Field Value
	Type of Extension Header

	0000 0000
	No more extension headers

	0000 0001
	Reserved - Control Plane only.

	0000 0010
	Reserved - Control Plane only.

	0010 0000
	Service Class Indicator

	0100 0000
	UDP Port. Provides the UDP Source Port of the triggering message.

	1100 0000
	PDCP PDU Number [4]-[5].

	1100 0001
	Reserved - Control Plane only.

	1100 0010
	Reserved - Control Plane only.

	1110 0000
	Another G-PDU follows this G-PDU in the UDP datagram.


Figure 5.2.1-3: Definition of Extension Header Type

5.2.2.x
Another G-PDU
This extension header shall be transmitted if another G-PDU follows this G-PDU in the UDP datagram. It is 4 octets long, and therefore the Length field has value 1.

	
	
	Bits

	Octets
	
	8
	7
	6
	5
	4
	3
	2
	1

	1
	
	0x01

	2-3
	
	Another G-PDU follows this G-PDU in the UDP datagram (0xE0)

	4
	
	Next Extension Header Type (note)


NOTE:
The value of this field is 0 if no other Extension header follows.

Figure 5.2.2.x-1: Another G-PDU Extension Header

This alternative may be used for all GTP-U interfaces.
3. Handling the user plane communications during the feature upgrade period (feature negotiation mechanism)
During the feature upgrade period, PLMNs will have some GTP entities that support the feature and other GTP entities that do not. In order to solve interworking problems in such networks, it is proposed to add new information to the control plane procedures that are used for user plane bearer setup. The new IE will indicate if the feature is supported or not supported to the GTP-U peer.
We also believe it would be sufficient to add the new IE only to GTPv2 messages, because eventually EPC nodes will replace GTPv1-C based nodes. 
During user plane bearer setup, the GTPv2-C entity sends to its peer the user plane F-TEID-U (IP address and TEID-U). If direct tunnel S12 or S1-U is in use, then the SGSN/MME acts as a control plane agent and sends the RNC/eNB's F-TEID-U to the SGW. The SGSN/MME also sends SGSN/SGW's F-TEID-U to RNC/eNB. In all other cases, the GTP entity sends to its peer its own user plane F-TEID-U.
Therefore, 3GPP CT4 should specify a new flag for the Indication IE, which shall be sent along with F-TEID-U and indicate to the peer that the sender supports multiple G-PDUs in a single UDP datagram. The flag is sent as follows:

· CSReq: flag is set on S2a/S2b, S4 if S4-U is used and S8/S8, if the sender supports the feature 
(the flag should be set to 0 on S11 and S4 if S12 is used).

· CSResp: flag is set on all interfaces (S2a/S2b, S4/S11 and S5/S8), if the sender supports the feature. 
This is redundant for for S11 and S12 cases, but simplifies the sender implementation.

· MBReq: flag is set on S4/S11 and S5/S8, if the sender supports the feature. 
This is redundant for S4-U case, but simplifies the sender implementation. The flag is necessary on S5/S8 for TAU/RAU with SGW change.

· MBReq: flag is set on S4/S11 and S5/S8, if the sender supports the feature. 
This is redundant for some cases, but simplifies the sender implementation.


Such an indication determines the whole node capability at the given moment in time. For the concerned interfaces, a node capability can be communicated only with GTPv2 and only between direct GTPv2 peers (MME/SGSN and SGW, SGW and PGW). So, in order to make the solution generic, the feature support indication needs to be sent during each PDN connection setup. This will make the indication redundant in many cases, because e.g. if eNB and SGW have already indicated the feature support to each other, there is no need to repeat this with every PDN setup. On the other hand, redundancy will ensure that a change in capability is detected dynamically. For instance, if eNB is upgraded to support the feature, MME will inform all concerned SGWs about this with regular signaling.
4. Conclusions

The simplest and most efficient way to indicate that there is more than one G-PDU within the UDP datagram appears to be Alternative 1 as described in subclause 2.1 using the spare bit in GTP-U header octet 1. The proposal is to make the spare bit useful by defining it as a new "Next G-PDU flag (NG)" flag. If the "NG" flag is set to '1', this indicates that another G-PDU follows and if the "NG" flag is set to "0", this indicates that another G-PDU does not follow the current G-PDU. 

There should be a corresponding support indication flag in GTPv2-C to indicate whether the feature is supported or not as described in Clause 3. 
5. Proposal

Associated CRs for GTPv1-U in 3GPP TS 29.281 (C4-151198) and for GTPv2-C signaling in TS 29.274 (C4-151197) specify the proposed solution according to the conclusions in this paper (potential changes to GTPv1-C are not proposed). Additionally, it is proposed that an LS be sent to RAN3 to inform them about the solution and for them to decide if corresponding changes to S1-AP signaling in 3GPP TS 36.413 and to RANAP signaling in 3GPP TS 25.413 are needed.
