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1. Introduction
A number of procedures that rely on GTPv2-C based interfaces within EPC make use of more than one leg of communications. For instance, When MME sends a Create Session Request message to SGW, SGW forwards the message to PGW without immediately sending response to MME. PGW may consult PCRF for and only after receiving a reply from PCRF would respond to PGW. Likewise, SGW will respond to MME only after receiving a response from PGW. This is illustrated in a simplified figure from TS 23.401v8.4.1 (2008-12).
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So, MME needs to wait for the response considerably longer, than when one leg communication is underway (for instance, a Context Request / Response GTPv2 procedure).
2. Possible solution
With the existing single timer (T3-RESPONSE) approach we'd have at least the following solution alternatives:
1. MME would be configured for having a longer T3-RESPONSE timer value that would be enough for the message round trip to PCRF and back. Advantage of this alternative is implementation and configuration simplicity. The drawback is that also one leg procedures have to use the same timer value, which would make them much slower.
2. When a T3-RESPONSE timer expires, MME behavior would depend on how many legs of communications the given procedure contains. That is, if an MME initiated request is part of a multi-leg procedure and the T3-RESPONSE timer expires before MME receives the response, the MME should not retransmit the request, but reset the timer. This brings up the following open issues:

a. potential need for a new counter, e.g. N3-RESETS that would hold a number of the resets.

b. after how many resets should MME retransmit the message? Probably (a) as many as many legs are expected, or (b) simply configure N3-RESETS counter to some value (e.g. 2-3).
c. should MME still increment N3-REQUESTS counter when resetting the timer? Only when it actually retransmits the request.
Advantage of the Alternative 2 is that the configuration will remain simple and one leg procedures will remain fast. The drawback is that the MME implementation logic would become little more complex. 
3. Keeping the T3-REQUESTS timer short (without having resets as in alternative 2), but treat one leg and multi-leg procedures differently: for multi-leg procedures, when N3-REQUESTS counter overflows MME should simply mark the bearer in question as suspended. This brings up the following open issues:

a. potential need for a new flag in a bearer context structure. Simple.
b. new treatment/dependency of path failure on N3-REQUESTS counter overflow: suspending a bearer shall not result in considering the respective path being down. This brings up another possibility to rely only and only on GTPv2-C Echo procedure for detecting a path failure.
c. potential need for a new counter, e.g. N3-SUSPENDED that is incremented each time N3-REQUESTS counter overflows.

d. suspended bearers shall be deleted if (a) N3-SUSPENDED counter overflows, (b) respective procedure explicitly requires deactivation of the bearer and (c) if it is detected that the relevant path has failed.

Regardless of the selected alternatives, it looks beneficial to agree that only GTPv2-C Echo mechanism shall be used for detecting a path failure.
2.1 Echo timers
Currently, GTPv2 spec, subclause 7.1.1 "Echo Request" reads:
3GPP TS 23.007 [17] specifies that a GTP-C entity may send an Echo Request to find out if the peer entity is alive. When and how often an Echo Request message may be sent is implementation specific but an Echo Request shall not be sent more often than every 60 s on each path. This does not prevent resending an Echo Request with the same sequence number according to the T3-RESPONSE timer.

As an implementation option, it is recommended that Echo Request should be sent only when a GTP-C entity has not received any GTP response message for a previously sent request message on the GTP-C path for the above specified, implementation dependent period of time.

The above quote implies certain dependency between Echo Requests and other GTP messages (e.g. Tunnel management, Mobility management, etc.). The dependency may benefit form being clarified and simplified in the following way.
1. When any GTP message is received for the given path, respective implementation dependent timer should be reset. Next in sequence Echo Request should be sent only when the timer expires.
2. Path failure is detected only when no Echo Response is received for the configurable number (N3-REQUSTS) of the same Echo Request (all having the same sequence number).
3. When a path failure is detected, only Echo Requests may be sent to the path until the path recovery is detected. That is, a GTP entity shall cease sending all non Path management messages along the path. This should be the only dependency between path health and non Path management messages. Otherwise, GTP entity shall send and resend them according to the value in N3-RESONSE timer and N3-REQUSTS counter.
If this proposal is acceptable, then the above quote should be modified as follows:
3GPP TS 23.007 [17] specifies that a GTP-C entity may send an Echo Request to find out if the peer entity is alive. When and how often an Echo Request message may be sent is implementation specific but an Echo Request shall not be sent more often than every 60 s on each path. This does not prevent resending an Echo Request with the same sequence number according to the T3-RESPONSE timer.

As an implementation option, it is recommended that Echo Request should be sent only when a GTP-C entity has not received any GTP response message for a previously sent request message on the GTP-C path for the above specified, implementation dependent period of time. For instance, when any GTP message is received across the given path, respective implementation dependent timer should be reset. Next in sequence Echo Request should be sent only when the timer expires.
The other two bullet points should go into subclause 7.8 "Path Failure".
3. Proposal

NSN believes that only GTPv2-C Echo mechanism shall be used for detecting a path failure. Besides, we have a slight preference for the Alternative 3.
It is proposed to discuss the proposal and try reaching a principle agreement by the end of the first meeting week. NSN would provide a formal CR if an agreement is reached.
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