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1. Introduction
The GTP Error Indication, GTP Echo Request and Response Messages are the only signaling messages used by GTP user plane. 
The GTP Echo Request message is sent to the UDP port 2152 (same port as for G-PDU), while the Response is sent back to the source port of the Request message.

The GTP Error Indication is also sent to the UDP port 2152, instead of being sent to the source port of the G-PDU that triggered it.

The issue addressed by this contribution is the handling of Error Indications by GTP-aware firewalls (there is an error in the "Note" within the GTPv1-U TS, where non-GTP-aware is used by mistake).

First of all, how do GTP-aware firewalls handle them today, and how does it compare to the handling of G-PDUs?

G-PDUs from RNC to GSN are sent to UDP port 2152 and to a GSN-TEID. A GTP-aware Firewall uses the TEID to ensure that the context exists, otherwise drops the packet

Error Indications from RNC to GSN are sent to UDP port 2152 and use an RNC-TEID. A GTP-aware Firewall can:

a) Allow all Error Indications despite of security risks, or
b) Drop all Error Indications (“acceptable” on Gp), or
c) Use the RNC-TEID to ensure its validity (costly and inefficient). Not implemented today.

Alternatives a) and b) above are those possible today. Can we keep using them?

What is the problem of alternative a)?

It is a security risk as an attacker can inject Error Indication with random TEIDs without requiring any previous traffic monitoring, and create significant processing load in the core network nodes.

It will always be possible to inject some types of faked GTP messages into a network, but usually those messages just trigger a new message towards the faked source IP address and after a time out, there is no further impact. In other cases like GTP Echo Request, it will only trigger a new Response message, which is a negligible impact.
The problems with Error Indications are:

· They are 'stand alone" signaling messages. The receiving node does start a new message exchange or send a response. Instead, if does internal processing straight away.

· They cause complete deletion of bearer contexts and possibly deactivations towards other nodes.

· They imply that the receiving node needs to lookup a foreign TEID (as opposed to a local TEID) to find the context, which makes this message appropriate for a denial of service attack.

These are the reasons why alternative a) above is not an advisable solution. The security risks are pretty high.

Alternative b) above is the opposite approach. GTP Error Indications are just not let through. This sounds like a drastic measure, as it renders the Error Indication mechanism useless, but it is nevertheless a sensible solution on some interfaces. For the Gp interface for instance, the likelihood of Error Indications is quite small, and other mechanisms can be used to detect lost connections in many cases (Echo messages for full restarts, timeouts or GTP-C procedures in single-bearer cases). The problems with alternative b), and what render this problem more serious for release-8 than it was never before are:

1. Error Indication will become more common in release-8 networks due to widespread use of Direct Tunnel, higher amount of users per eNodeB due to LTE characteristics, and new bearer release mechanism in LTE.
2. New network models, with IP/Ethernet based backhauls, multiservice backbones where 3gpp is only one of several services, and not-operator-owned infrastructure will cause the deployment of firewalls in interfaces which were fully open before (Iu, S1-U, Gn, S5).
On the Iu, S1-U or S12 interfaces, we cannot afford "deactivating" the Error Indication mechanism by configuring the firewalls to drop all GTP Error Indication messages.
2. Reason for Change
The current GTP Error Indication mechanism does not allow firewalls to properly handle potential denial of service attacks using GTP Error Indication messages. It encourages firewall vendors to either let all EI messages through, opening a door for such attacks, or to drop all IE message, rendering the mechanism useless.
With an expected proliferation of firewalls in mobile networks, including intra-PLMN interfaces, and with an expected increase of the usage of Error Indications in normal operation, both possibilities are bad.

3. Conclusions

The main problem is that the destination-node-TEID is not available (the destination-node-TEID is what the firewalls use both for G-PDUs and for GTP-C messages). Unfortunately, the only way to provide it would be that the G-PDUs include both source and destination TEID in all messages, and this is seen as too a big change to the GTP-U protocol which also have bandwidth-efficiency impacts.
What can be used instead of the destination-node-TEID? The source UDP port of the original packet is a very simple solution which does not add any overhead.
Three possibilities:

1. The source UDP port of the G-PDU is sent as parameter/IE into the Error Indication. This would be extremely easy to implement into all rel-8 3gpp nodes without any further backwards compatibility issues, as a new unknown Information Element would be ignored by legacy nodes. It requires a slightly more complex implementation in the firewall which has to read and handle a GTP information element, but this is needed for most GTP-C messages already today.

2. The source UDP port of the G-PDU is sent as an extension header in the Error Indication message. By setting the most significant bits of the extension header type to "Comprehension of this extension header is not required. An Intermediate Node shall discard the Extension Header Content and not forward it to any Receiver Endpoint. Other extension headers shall be treated independently of this extension header", this solution is equivalent to solution 1 above.

3. The source UDP port of the G-PDU is used as destination UDP port of the Error Indication. This would allows a straightforward implementation in Firewalls as it corresponds to “common” stateful inspection based on IP 5-tuples. Unfortunately it implies some overhead in network deployments with a mixture of legacy and rel-8 nodes, because then the EI message has to be sent to two different ports.
We propose the second possibility above and propose the required changes below.
4. Proposal

It is proposed to agree the following changes to 3GPP TS 29.281 v1.0.1
* * * First Change * * * *

5.2
GTP-U Extension Header

5.2.1
General format of the GTP-U Extension Header

The format of GTP-U Extension Headers is depicted in figure 5.2.1-1. The Extension Header Length field specifies the length of the particular Extension header in 4 octets units. The Next Extension Header Type field specifies the type of any Extension Header that may follow a particular Extension Header. If no such Header follows, then the value of the Next Extension Header Type shall be 0.

	Octets      1                                     
	
	Extension Header Length

	2 - m
	
	Extension Header Content

	m+1
	
	Next Extension Header Type


Figure 5.2.1-1: Outline of the Extension Header Format

The length of the Extension header shall be defined in a variable length of 4 octets, i.e. m+1 = n*4 octets, where n is a positive integer.

Editor's Note: The following text up to the end of Figure 5.2.1-2 could be exchanged by a reference to the corresponding part of TS 29.274 subclause 5.1.1.1. This is not done here because there is still a risk for this to change in 29.274 in a non backwards compatible way. It can be considered to do it in the future, but it is seen as a minor issue.

Bits 7 and 8 of the Next Extension Header Type define how the recipient shall handle unknown Extension Types. The recipient of an extension header of unknown type but marked as 'comprehension not required' for that recipient shall read the 'Next Extension Header Type' field (using the Extension Header Length field to identify its location in the GTP-PDU).

The recipient of an extension header of unknown type but marked as 'comprehension required' for that recipient shall:

-
If the message with the unknown extension header was a request, send a response message back with CAUSE set to "unknown mandatory extension header".

-
Send a Supported Extension Headers Notification to the originator of the GTP PDU.

-
Log an error.

Bits 7 and 8 of the Next Extension Header Type have the following meaning:

	Bits

8      7
	Meaning

	0       0
	Comprehension of this extension header is not required. An Intermediate Node shall forward it to any Receiver Endpoint

	0       1
	Comprehension of this extension header is not required. An Intermediate Node shall discard the Extension Header Content and not forward it to any Receiver Endpoint. Other extension headers shall be treated independently of this extension header. 

	1       0
	Comprehension of this extension header is required by the Endpoint Receiver but not by an Intermediate Node. An Intermediate Node shall forward the whole field to the Endpoint Receiver.

	1        1
	Comprehension of this header type is required by recipient (either Endpoint Receiver or Intermediate Node)


Figure 5.2.1-2: Definition of bits 7 and 8 of the Extension Header Type

An Endpoint Receiver is the ultimate receiver of the GTP-PDU (e.g. an RNC or the GGSN for the GTP-U plane). An Intermediate Node is a node that handles GTP but is not the ultimate endpoint (e.g. an SGSN for the GTP-U plane traffic between GGSN and RNC).

	Next Extension Header Field Value
	Type of Extension Header

	0000 0000
	No more extension headers

	0000 0001
	Reserved - MBMS support indication [4]. Control Plane only.

	0000 0010
	Reserved - MS Info Change Reporting support indication [4]. Control Plane only.

	0100 0000
	UDP Port. Provides the UDP Source Port of the triggering message.

	1100 0000
	PDCP PDU number for UTRAN or EUTRAN.

	1100 0001
	Reserved- Suspend Request [4]. Control Plane only.

	1100 0010
	Reserved- Suspend  Response [4]. Control Plane only.


Figure 5.2.1-3: Definition of Extension Header Type

5.2.2
Extension Header types
Extension header types 0x1, 0x2, 0xC1 and 0xC2 are only applicable to the control plane of GTPv1 and therefore reserved in GTP-U. The format of the corresponding extension headers is as specified in 3GPP TS 29.060 [6].
The following subclauses define the format of the extension header types applicable to the GTP user plane.


5.2.2.X
UDP Port
This extension header is transmitted in Error Indication messages to provide the UDP Source Port of the G-PDU that triggered the Error Indication. It is 4 octets long, and therefore the Length field has value 1.
When used between two eNBs at the X2 interface in E-UTRAN, bits 5-8 of octet 2 are spare. 

	
	
	Bits

	Octets
	
	8
	7
	6
	5
	4
	3
	2
	1

	1
	
	0x40

	2-3
	
	UDP Port number 

	4
	
	Next Extension Header Type (note)


NOTE:
The value of this field is 0 if no other Extension header follows.

Figure 5.2.2.x-1: PDCP PDU Number Extension Header

* * * Next Change * * * *

7.3.1
Error Indication

A GTP-U peer shall send an Error Indication to the other GTP-U peer if no active PDP context, EPS context, MBMS Bearer Context, or RAB exists for a received G-PDU.
An eNodeB, SGW or PGW shall include the "UDP Port" extension header (Type 0x40). Other GTP entities may include this extension header.

NOTE:
It is recommended that all GTP-U entities include the "UDP Port" extension header when sending an error indication.
For GPRS, when an Error Indication is received from a GSN, the receiving GSN shall delete its PDP context and the GSN may notify the Operation and Maintenance network element. 
For EPS, when an Error Indication is received from an SGW or PGW, it shall delete its EPS bearer context and it might notify the Operation and Maintenance network element.

For MBMS, when an Error Indication is received from an SGSN, the receiving GGSN shall delete all information associated with the relevant SGSN in its MBMS Bearer Context and the GGSN may notify the Operation and Maintenance network element. In addition, for broadcast mode the GGSN may request the re-establishment of the MBMS Bearer Context by sending an MBMS Session Start Request message (see subclause 7.5A.2.5). Furthermore, if the GGSN serves only one downstream SGSN for MBMS data transfer and the GGSN does not support the re-establishment procedure, the GGSN shall delete its MBMS Bearer Context together with the affected MBMS UE Context(s).
The SGSN shall indicate to the MS when a PDP context has been deleted due to the reception of an Error Indication message from the GGSN. The MS may then request the re-establishment of the PDP context.

The behaviour of the GSN when it receives an Error Indication from an RNC is specified in 3GPP TS 23.060 [4].

The behaviour of the RNC when it receives an Error Indication from a GSN is specified in 3GPP TS 23.060 [4].
The information element Tunnel Endpoint Identifier Data I shall be the TEID fetched from the G-PDU that triggered this procedure.

The information element GTP-U Peer Address shall be the destination address (e.g. destination IP address, MBMS Bearer Context) fetched from the original user data message that triggered this procedure. A GTP-U Peer Address can be a GGSN, SGSN, RNC, PGW, SGW or eNodeB address. The TEID and GTP-U peer Address together uniquely identify the related PDP context, RAB or EPS bearer in the receiving node.
The optional Private Extension contains vendor or operator specific information.

Table 7.3.1-1: Information Elements in an Error Indication

	Information element
	Presence requirement
	Reference

	Tunnel Endpoint Identifier Data I
	Mandatory
	8.3

	GTP-U Peer Address
	Mandatory
	8.4

	Private Extension
	Optional
	8.6


* * * Next Change * * * *

