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1. Introduction
C4-081294 presented in the CT4 #39 Cape Town meeting created a document skeleton for TS 29.303 “Domain Name System Procedures” based on Work Item Description proposal C4-081128.

The current contribution adds the SGW selection procedure and the combined SGW/PGW selection procedure.
2. Reason for Change
A DNS based procedure for SGW discovery and SGW selection is required that can select an SGW interface based on UE location, required/preferred protocol type (GTP vs PMIP) and allow for static load balancing.. 
A similar procedure is desired for a collocated PGW/SGW.
3. Conclusions
The current contribution fills in the needed DNS procedures to select an SGW. The DNS procedure uses TAI based records that are roughly analgous to the existing procedure for SGSN pools which uses following records

	nri<NRI>.rac<RAC>.lac<LAC>.mnc<MNC>.mcc<MCC>.gprs


The most likely area of technical concern is the fact that the Tracking Area Identifier (TAI) is used for input in the SGW selection. The use of TAI is justified as follows.

In mobility procedures a change in TAI as the UE moves from cell to cell is the key driver for mobility procedure invocation and is also the key driver for changes in MME pool area and SGW service area. The TAI is currently available in the MME from information received from the eNodeB (i.e. the E-Utran Cell Identifier (eCID)).  Hence, TAI is generally available to the MME and other nodes. 

The existing definition from TS 23.401 of an SGW service area is: 

Serving GW Service Area: A Serving GW Service Area is defined as an area within which a UE may be served without need to change the Serving GW. A Serving GW Service Area is served by one or more Serving GWs in parallel. Serving GW Service Areas are a collection of complete Tracking Areas. Serving GW Service Areas may overlap each other.

Note the definition is an association of a set of Tracking Areas to a set of SGWs.

The above definition implies that the tracking area determines the possible SGW Service Area(s). The SGW Service Areas have SGWs in them.   So this is a natural two step procedure, TAI to SGW service area then SGW service area to SGW nodes.  But it can also be a one step procedure since there is a mapping from the Tracking Area Identity (TAI) the list of allowed SGW nodes.

This is shown graphically below in Figure A and Figure B. 
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Figure A  Graphical representation of an SGW service area. 

The sets of TAI and sets of SGW enclosed in the double lined section in Figure A represents exactly one SGW service area.  All SGW inside the double lined section would have the same SGW service area identities. Note that 3GPP has yet to define a SGW service area identity. 
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Figure B  Graphical representation of two SGW service areas. The sets of TAI and sets of SGW enclosed in the double lined section in above picture represents one SGW service area and the shaded area represents a different SGW service area.   

Note in Figure B that some TAI can be in more than one SGW region. This is important to avoid ping pong effects at borders but the majority of TAI would probably be in only one primary SGW region. Also some operators run regional networks with geographical redundancy so two SGW service areas per TAI would be the norm in that case.

Even without the SGW service area definition one concrete physical requirement is that the eNodeB(s) that services a specific Tracking Area Identity (TAI) must all be able to communicate to the selected SGW over S1-U links in order for the actual packet data to be sent to the SGW.  The operator has the TAI value to SGW mapping provisioned in DNS to reflect this physical reality (with or without SGW service areas).

The S1-U link is usually a RAN backhaul link from a remote site to a regional site with one or more SGW. These RAN backhaul links are usually expensive and the entire UE's user plane traffic will be on these links.  This makes picking an optimal SGW based on the UE location important in terms of real operator costs. To accomplish that goal the operator orders the DNS records using the NAPTR "order" parameter between "inequivalent" SGW for the TAI. Weighted load balancing between "equivalent" SGW after that point is done with SRV priority (or possibly NAPTR preference).

The above should be sufficient to justify use of TAI as an input to the DNS procedure for discovering and selecting an SGW.

The TAI is the identifier used to start the DNS RFC 3958/S-NAPTR procedure at a fully qualified domain name corresponding to the TAI (i.e. TAC, MNC, MCC values).  The TAC value is actually split into two parts to facilitate the easier use of DNS wildcards (i.e. an operator might chose to use the high order bits of the TAC as a region identifier and use a wildcard within the region to reduce the number of provisioned DNS records needed to handle all possible TAI).

Other than the restrictions in the next paragraph, the operator generally decides how the DNS records will be provisioned. This is not specified by 3GPP (though non-binding informational examples will be provided in the Annex in a later contribution). A small operator with only a few SGW and only one SGW service area would probably use just one set of NAPTR records using the "a" flag to point directly to the available SGW interfaces. This means just one NAPTR record set and no SRV record sets for the entire network assuming DNS wildcards on the TAI are used at provisioning.   A huge operator with multiple regional sites and a large number of SGW would probably create one SGW service area for each regional site. That operator would use two stages of NAPTR records the first stage NAPTR record based on the TAI would have flag "" and simply point to a NAPTR records representing the SGW service areas (in order of preference) which in turn would point to SRV records for each protocol type. The SRV records provide load balancing within the SGW service area (and node interfaces).  These details are important to operator configuration and maintainence of DNS records but have no impact to the actual requirements to the inputs and outputs to the RFC 3958/S-NAPTR procedure for discovering and selecting an SGW in the core network nodes. Vendors make no assumptions beyond the RFC 3958/S-NAPTR procedure itself.

Note that 3GPP has never defined an SGW service area identifier and we do not do so here. Such an identifier is not needed for SGW initial selection since alternate SGW are already available in the DNS records to handle new PDN connections that can service a particular TAI.  
Again, vendors make no assumptions beyond the RFC 3958 procedure itself for the SGW selection procedure.

Finally, it should be noted that RAN and SA2 group have periodically had proposals that the eCID would be replaced with an eNodeB identifier in messages from eNodeB. If that change is made the eNodeB identifier could replace the TAI above (though it is also unclear what such a change means to the SGW service area and MME pool area concepts).  
4. Proposal

It is proposed to agree the following changes to 3GPP TS 29.303 (initial skeleton from C4-081294)
* * * First Change * * * *
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5.2 
Procedures for Discovering and Selecting a SGW


5.2.1
General

These procedures are employed when an SGW needs to be selected by an EPC core node and a PGW has already been selected. 

The SGW is selected based on the target cell where the UE has moved into. The MME has the new target eNodeB cell ID (eCID) available which includes the TAI. The TAI includes the TAC code, the MNC code and the MCC code.  

Editors Note: S1-MME message format is not finalized, and it might not include the cell ID in its final form but only the eNodeB identifier of the TAC. In that case the eNodeB ID would replace the TAC ID below. 

The S-NAPTR procedure for finding a candidate set of SGW nodes is always started at the following fully qualified domain name   
<tac-lsb>.<tac-msb>.tac.epc.mnc<MNC>.mcc<MCC>.3gppnetwork.org

where <tac-msb> is the most significant 8 bits of the value of the tracking area code as a two character hexadecimal string representation and <tac-lsb> is the hexadecimal string representation of the remaining bits of the TAC code. For the purposes of this document the above fully qualified domain name will be called the TAI FQDN and the NAPTR record-set at that location the TAI NAPTR record-set.

The S-NAPTR procedure returns either one SRV record set or one A record set and/or one AAAA record set. 

The most common actual use case for the SGW selection as in this section is a Tracking Area Update with SGW change where an MME picks a target SGW with an existing PDN connection to a PGW. Hence, the PGW stays the same and the SGW might change.

To facilitate possible future use in the SGW Load Re-balancing procedure we have two constraints placed on operator records to allow identification of an SGW service area in the DNS records. 

Constraint 1:  If the operator has more than one SGW service area the TAI NAPTR records above must be flag "" and point to the SGW service area record with a name of the operators choosing in the replacement string of the record.     Hence, the TAI based record above must point to the SGW service area records(s).

Constraint 2:  If the operator has one SGW service area he is free to either follow constraint 1 or  to not use flag "" in the TAI NAPTR record location, avoiding one query. 

Editors Note: Always following constraint 1 could allow an MME to store the SGW service area name and use it later to find other SGW nodes in the same SGW service area. That function could be used in a future SGW Load Re-balancing function. 
5.2.2
SGW Selection during TAU with SGW change - 3GPP roaming case 

For the roaming case the type of protocol (PMIP vs. GTP) is chosen based on a roaming agreement according to TS 23.401 [x7].  The MME would therefore use the specified roaming protocol. Hence, the S-NAPTR procedure is started with "Service Parameters" of 

"x-3gpp-sgw:x-s8-gtp" or  "x-3gpp-sgw:x-s8-pmip" 
based on the roaming agreement using GTPv2 or PMIPv6 respectively and the domain name specified in the start of section 5.2.  

The S-NAPTR procedure returns either one SRV record set, or one A record set and/or one AAAA record set at a time. The records are then used to contact the node using the priority and statistical weights in the SRV record set as per RFC 2782 [x6] and random selection within the A/AAAA record set. 

If the first choice protocol (PMIP or GTP) fails the second choice MAY be tried subject to the operators' roaming agreements. 

Once an SGW is successfully contacted the selected SGW host name, selected SGW IP address, selected port (if non-standard) and selected protocol type (GTP vs. PMIP) must be stored in the MME on a PDN basis. 

5.2.3
SGW Selection during TAU with SGW change - non-roaming case 

This differs from the 3GPP roaming case in 5.2.2 primarily in that the PGW and the SGW are in the same network. Hence, there is a need to try to collocate the SGW and the PGW when possible. The current PGW's node name should previously have been stored in the MME when the default bearer was established and is therefore available for comparison.

For the non-roaming case the S-NAPTR procedure is started with "Service Parameters" of 

"x-3gpp-sgw:x-s5-gtp" or  "x-3gpp-sgw:x-s5-pmip"

and the domain name specified in the start of subclause 5.2.1.  

Before contacting the SGW server(s) identified from the S-NAPTR procedure the MME resorts the records using a stable sorting procedure to move the records of any SGW nodes that have the same node name as the current PGW node name before the remaining records. The records are then used to contact the node using the priority and statistical weights in the SRV record set as per RFC 2782 [x6] and random selection within the A/AAAA record set. 

Editors Note:  The case of preferring topologically close nodes is not covered yet in this subclause but shall be added in the future. The impact to the above paragraph is the records would be sorted based first on the degree of node name matching then the RFC 3958 ordering.

Once an SGW is successfully contacted the selected SGW host name, SGW IP address used,  port (if non-standard) and selected type (GTP vs PMIP) must be stored in the MME on a PDN basis.

* * * Next Change * * * *

5.3 
Procedures for Discovering and Selecting a PGW and SGW


This scenario applies to the case when a UE first attaches and a PGW and SGW are not yet assigned by the MME. In the actual messaging specified in TS 23.401 the MME selects the PGW first and then selects SGW.   

Here the SGW is "preselected" first, next the PGW is selected then the SGW is actually selected. 

The SGW selected here must serve the UE's cell. During the attach the MME receives the eNodeB cell ID which has the TAI value. 

The S-NAPTR procedure to get the list of "preselected" SGW starts with "Service Parameters" of 

"x-3gpp-sgw:x-s5-gtp", "x-3gpp-sgw:x-s5-pmip" 
and the domain name specified in the start of subclause 5.2.1.  

The S-NAPTR procedure returns either one SRV record set, or one A record set and/or one AAAA record set in an iteration. Within the record set the priority and statistical weights in the SRV record set as per RFC 2782 [x6] and random selection within the A/AAAA record set generate an ordered list. Unlike most of the other subclauses using the S-NAPTR procedure the SGW is NOT contacted at this time based on this record set(s). This is the list of SGW "preselection candidates".  

The list of "candidate" PGW is obtained as follows:

The S-NAPTR procedure to get the list of "candidate" PGW is started with "Service Parameters" of 

"x-3gpp-pgw:x-s5-gtp", "x-3gpp-pgw:x-s5-pmip" 
and the first NAPTR lookup starts at

<APN-NI>.apn.eps.mnc<MNC>.mcc<MCC>.3gppnetwork.org 

The S-NAPTR procedure then returns either an SRV record set or an A/AAAA record set. Within the record set the priority and statistical weights in the SRV record set as per RFC 2782 [x6] and random selection within the A/AAAA record set generate an ordered list.    

Again unlike the other subclauses using the S-NAPTR procedure the PGW is NOT contacted at this time. The procedure is run through all record sets (i.e. it does not stop at the first PGW record set). This produces the "candidate" list of PGW which in this case are all possible PGW that serve the APN. 

The MME removes any records from the two lists that are impossible due to lack of common protocol support (i.e. if every SGW records is S5-PMIP then the PGW records with S5-GTP cannot be used) . 

Next the MME then takes the pruned "candidate" list of PGW and the "preselection candidate" list of SGW and the MME resorts the records using a stable sorting procedure to move the records of any SGW nodes that have the same node name as the current PGW node name before the remaining records.

Editors Note:  The case of preferring topologically close nodes is not covered yet in this subclause but shall be added in the future. The impact to the above paragraph is the records would be sorted based first on the degree of node name matching then the RFC 3958 ordering.

Each PGW record is used in turn to try to contact a PGW until one is successfully contacted (or all fail and a error is returned).

At this point a PGW is selected.   

For the successfully contacted PGW  the selected PGW service ( "x-3gpp-pgw:x-s5-gtp" or  "x-3gpp-pgw:x-s5-pmip")  is used  to find the desired SGW records with the corresponding service ("x-3gpp-sgw:x-s5-gtp" or  "x-3gpp-sgw:x-s5-pmip respectively"). The SGW selection at this point returns to exactly the same state as the non-roaming case for SGW selection in 5.2.3 with a pre-existing PGW and protocol and the procedure would continue in the same manner.
