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1. Introduction & Reason for Change
TS 29.803 does not yet detail DNS procedures to determine which PDN-GW are to be selected based on APN. Alternative 1 in section 7.4.6.1 only describes an APN naming convention but does not address how the actual PGW needs to be selected using DNS. A section in the document 7.4.6.2  has been reserved for such details.
The DNS procedure needs to include information on the type of interface and whether a node is colocated or not as outlined in TD S2-080074. Such information needs to be available to the MME before the PDN-GW can be optimially selected.. A procedure based primarily on DNS SRV  records is presented here for that purpose. Some limited use of DNS NAPTR records are added due to the need to include related functions and to simplify DNS configuration for the operator. 
Subsections outlining how to select an SGW from an SGW service area and select an MME from an MME pool area are included using the same techniques and conventions . 
Selection of the preferred SGW service area using DNS NAPTR records and based on TAI is covered in another  contribution (C4-080816). That contribution also deals with MME pool selection based on TAI. 
3. Proposed improvement
Section 7.4.6.2 is updated to include details for a procedure using DNS SRV and NAPTR records to select the PGW while addressing the functional requirements.  The long term intent is for the subchapter to be include in a permanent document and referenced as needed. Which permanent document should have such information is for FFS.  
4. Consequences if not approved

No detailed procedure employing DNS will be specified that meets the functional requirments. 

5. Proposal

It is proposed to agree to the following changes to 3GPP TS 29.803 v0.6.2 “Technical Specification Group Core Network and Terminals; 3GPP Evolved Packet System: CT WG4 Aspects (Stage3);” replacing the current 7.4.6.2 

6. General Discussion of Alternatives
This section is relevant for why certain choices in the DNS procedure were made or not made.
 For all other purposes the change section should be sufficient for describing the proposed DNS procedures and this section can safely be ignored.. 
The current full APN format, from 3GPP TS 23.003 [9]  is of form
<APN-NI>.mnc<MNC>.mcc<MCC>.gprs
and obeys the rules established in that reference. The original .gprs based APN string will be maintained internally for use in charging and some other records due to the need to have the APN usage be backwards compatable to release 7 nodes.  The normative format for the above string is considered to be 3GPP TS 23.003 [9].
A typical full APN  string might be:

internet.mnc123.mcc345.gprs

where the "internet" is likely obtained from a string provisioned in the UE in the case of 2G/3G accesses and the values of MNC and MCC are likely based on IMSI data.    
Here the existing APN string is transformed to a domain name
<APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org 
in keeping with the principle in 3GPP TS 23.003 [9]   that new usages of DNS in 3GPP shall use the IETF approved second level domain .3gppnetwork.org and not use the unapproved first level domain .gprs 
So for the example above it would be

internet-apn. eps-apn.sae.mnc123.mcc345.3gppnetwork.org

In Altenative 1 in TS 29.803 the name would be 
eps-apn-internet-apn..mnc123.mcc345.3gppnetwork.org

which is functionally similar. However, the significant difference is that  Alternative 1 in TS 29.803 uses many subdomains of mnc123.mcc345.3gppnetwork.org, specifically one for each possible value of APN-NI  while use of sae.mnc123.mcc345.3gppnetwork.org uses only one and can be readily subdivided.  The use of eps-apn within that is only one. Alternative 1 places new restrictions on the APN-NI values.  eps-apn.sae.mnc123.mcc345.3gppnetwork.org places no restrictions on new APN-NI  usage besides being a valid format for DNS labels. 
Assuming a node, such as an MME, desires to find PGWs  with an S5 GTP interface then it would be possible for a DNS SRV record to be provisioned at a domain name with a prefix to identify the service type and node type.

The  DNS query is targeted towards
_x-3gpp-S5._x-3gpp-pgw <APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org 
and the record type requested is SRV. 

The resulting record set returned from the DNS server would look similar to 

; IN  SRV Priority Weight Port Target

IN SRV 10 20 2123 interface-x.pgw11.central.operator.net.

IN SRV 10 30 2123 s5links.gw21.east.operator.net.

IN SRV 10 10 2123 vip.trial.operator.net.

IN SRV 99 10 2123 eth-0.east.operator.net.
The weights and priority are used to specify a preferred record within the set. The port gives the IP port for the protcol being used . These are standard SRV records features specified in RFC 2782.  The A/AAAA records for the target addresses give the IP addresses for the interface.
To enable easy node identification (as opposed to an interface) we require the target names in the records have the following form:
<interface-label>. <host-name>

The <interface-label> is to be required to be a single DNS label but is otherwise completely unrestricted. 
This makes it extremely easy to identify the host names of nodes. For the example above, host names are
pgw11.central.operator.net, gw21.east.operator.net, trial.operator.net, east.operator.net

The <host-name> is to be an available and usable domain under the operator's domain authority. The only other requirement is that the same <host-name>  be used every time a node is used in the SRV records. Hence, a node that is a logically both a PGW and an SGW, for example, would need to have the same <host-name> if it is desired to know that it is the same host.  The form of the <host-names> is NOT an indication of the function of the host. 

To discover other functions a host supports a query could be done on each service in turn.  So to see if the host pgw11.central.operator.net is also an SGW with an s5 interface a  DNS query could be targeted towards

_x-3gpp-s5._x-3gpp-sgw .  pgw11.central.operator.net
and the record type requested is SRV. 

Result could be

; IN  SRV Priority Weight Port Target

IN SRV 10 20 2123 interface-y.pgw11.central.operator.net.

If instead, the host "central.operator.net" had  no record the response would be NTXDOMAIN. Alternately the record can exist with  "."  used for the target, as per RFC 2782, to indicate the service is definitely not present.. 
This is sufficient to determine if each node is colocated, but it does not actually determine if the colocated SGW can serve the current cell. Also it is not efficient in terms of the number of DNS SRV queries if all the records were to be looked at to find colocated SGWs.  Note that A/AAAA record lookups are always required so we do not count A/AAAA records in comparing different approaches.
The procedure can be made more efficient while retaining the basics from above.  

Optimization possibility 1:

The PGW SRV record could have been more specific. Specifically, an SRV record could have been provisioned to represent a request for a PGW interface on a host that also has SGW functions.  The SRV prefix could be 
_x-3gpp-s5 ._x-3gpp-pgw-cSgw
and the specific query directed at 
_x-3gpp-S5._x-3gpp-pgw-cSgw . <APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org 
Where the ._x-3gpp-pgw-cSgw would indicate a PGW function that has a colocated SGW on the same host . 

This would gives the list of possible colocated PGW in one DNS SRV request.  Again it does not yet identify if the corresponding SGW can serve the users current cell. 
Later a DNS SRV query on the host might be needed to get the SGW interface since the SRV above only gives PGW interfaces.
In theory the DNS client would need to try the colocated service list first to follow the principle "colocated PGW/SGW are preferred" . I.e. targets  domain prefixes by _x-3gpp-S5._x-3gpp-pgw-cSgw  then if it fails or returns "." then the DNS client would try _x-3gpp-S5._x-3gpp. 
Optimization possibility 2:
This is just a variant on optimization 1.  An  SRV at _x-3gpp-s5 ._x-3gpp-cPgw-sgw would give the list of colocated PGW but return the sgw interfaces instead of pgw interfaces .    There would always be just the two SRV queries to get the  PGW and colocated SGW .  This is more efficient in number of SRV queries in the case a large number of SGW are not usable since the same two SRV records are reused each attempt.  In comparson to optimization 2 the SRV responses are larger and the DNS client would need to extract all the hostnames from both record sets to match the same host names to each other.     
Optimization possibility 3:
So far we have not dealt with whether the SGW in the colocated PGW/SGW can even serve the cell the user is in. Note that TS 23.401 states that at the initial attach of a UE the PGW must be selected before the SGW. However, the possible candidates for  SGW can be found in the PGW selection process before the PGW is selected.     This is actually required to do a proper colocation of PGW and SGW since a PGW has to be able to serve every cell while an SGW might only be able to serve one SGW service area consisting of only some cells. Thus some SGW might not able to serve the current cell of the UE.  Hence, the SGW service area and candidate list of SGW should be found first based on the cell or similar data to find if the PGW are really colocated with an SGW that can serve the user. Selection of the possible SGW service area using  TAI code and DNS is covered in  (contribution C4-080817). 
Assuming a  SGW service area has been selected ,  denoted <sgw-service-area>,  then an SRV query is directed at
_x-3gpp-s5 ._x-3gpp-sgw. <sgw-service-area>

returns records such as

IN SRV 10 20 2123 interface-y.pgw11.central.operator.net.
IN SRV 99 10 2123 eth-2.east.operator.net.
IN SRV 10 10 2123 if-32.southwest.operator.net.
The APN based record is also looked up as before so the DNS query is targeted towards

_x-3gpp-S5._x-3gpp-pgw <APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org 
and the record type requested is SRV. 

The resulting record set returned from the DNS server would look similar to 

; IN  SRV Priority Weight Port Target

IN SRV 10 20 2123 interface-x.pgw11.central.operator.net.

IN SRV 10 30 2123 s5links.gw21.east.operator.net.

IN SRV 10 10 2123 vip.trial.operator.net.

IN SRV 99 10 2123 eth-0.east.operator.net

The above records should result in a functionally usable PGW and functionally usable SGW (unlike previous examples which include SGW that are likely not usable). 

Only two DNS SRV queries are required and are the only SRV records required to get a matching list. 

To get the matches the host names from both lists are looked at to find hosts with both services (if there are any). 
The only remaining issue is how to 'weight' the information gathered in the two record sets. 

Currently TS 23.401 implies that colocation of the SGW and PGW should be a strict preference. 

If there are no hostnames in common these are no SGW/PGW that can be used for the users cell.   The PGW is selected solely from the PGW record set as per RFC 2782.  The SGW is later selected solely from the PGW record set as per RFC 2782.
If there are any hostnames in common these represent the only colocated PGW/SGW that can serve the SGW service area. Using the DNS SRV record set  with the non-matching records removed then the weights and priorities in the SRV are used to pick the colocated PGW/SGW that serves the user's cell.  Note the records from the PGW record-set should be used since the PGW will actually be contacted first and some PGW might fail so the PGW record set will give the correct relative ordering and weighting within the subset. The non-colocated PGW are used next  if all the colocated PGW fail.  For the SGW selection assuming a colocated PGW/SGW was working then the colocated SGW is used from the SGW SRV record. If that fails the remaining SGW record set data in the original SRV record set is used..   
Note that for roaming the PGW and the SGW service area are expected to be in different networks and not colocated.  
This is the recommended approach for the DNS SRV records. 
Other interface types.

The examples above concentrated on the S5 gtp interface but the S5 pmip , S8 gtp, S8 pmip interfaces would also be needed. This does not change the above procedures beyond the need to "probe" for each interface seperately.  Naming for the _Service in the NATPR  to be used are 3gpp-s5-gtp, 3gpp-s5-pmip, 3gpp-s8-gtp, 3gpp-s8-pmip. Other interfaces would use similar naming. 
Possible Enhancements based on naming

It is possible to identify more properties by having the target names or DNS requests have special labels to identify additional properties of the host.  In fact the above naming convention has the first label removed to get the host name and RFC 2782  is already using the first two labels of the request i.e. _Service. _ Protocol .  

Trying to do much more with naming results in significant problems with naming especially when a host has multiple functions and/or interfaces. The naming only really makes sense in the context of a tree exactly as in the normal DNS structure. The domain associated with the APN 
<APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org.

for example follows a logical tree structure (3ggp network -> country of operator -> operator in country -> SAE usage -> APN usage -> APN-NI.  Using a DNS structure for a web becomes a problem without additional tools (like an http hyperlink).
Practically, it is also places significant constraints on the naming used and the possible zone cuts making administration of the DNS server less flexible. The DNS client has to understand the full naming convention and ordering of all the labels at the same time to understand meanings based on name and name order .  

The host example is at the leaf of a tree since an interface is on a host. So is a protocol on a host or an APN.   Only one label is used for the host and two used for RFC 2782   limiting the complexity to the leaf or its nearest neighbor. 

Possible Enhancements based on NAPTR.
Generally SRV is designed to give information on interfaces for exactly one protocol at a time.  SRV  within RFC 2782  cannot point to another record . It does give priority , weight and port numbers for each interface.  

The unusual "trick" being used in the SRV above was that the host names are returned in the SRV implicitly as part of the target name (the DNS client has to strip off the first label to get them though). This trick gets around the fact that an SRV cannot point to another record (other than A,AAAA, or CNAME). The resulting  procedure complies with the DNS related RFCs but does require that convention. 
The type of "node" does not change very often (a PDN-GW rarely becomes an eNodeB) but a nodes availability might change or cards added or removed so using SRV for node properties is a poor approach. 
Two of the functions that DNS NAPTR records are used to point to other DNS records such as SRV, another NAPTR , A/AAAA or even a URI.   .  Basically NAPTR are to DNS as an http hyperlink is to the world wide web. One simple usage is to provide a list of services. 
The efficient "fix" for a "host/node" based service discovery is to use the DNS NAPTR record.  Specifically, such a record for an APN would look like.

pgw1.west.operator.net

;;       order pref flags service        regexp           replacement
IN NAPTR 100  10   "a"  "x-3gpp-pgw:x-3gpp-s5-gtp"  ""  interfacex.pgw1.west.operator.net
IN NAPTR 100  10   "a"  "x-3gpp-pgw:x-3gpp-s5-pmip" "" interfacex.pgw1.west.operator.net
IN NAPTR 100  10   "a"  "x-3gpp-sgw:x-3gpp-s8-gtp"  ""   top.pgw1.west.operator.net
IN NAPTR 100  10   "a"  "x-3gpp-sgw:x-3gpp-s8-pmip"  ""   interfacex.pgw1.west.operator.net
It is the list of services that matter for the important applications of this record. If a "service" is not listed then it is simply not supported.  One DNS query gives all the services the host supports.  The resulting A/AAAA records could be used for finding the interface to actually connect to if standard port numbers are used.  The host names can be extracted from the interfaces (all pgw1.west.operator.net) or ignored for this case.  Generally this record set can be used instead of the the individual SRV records for a host that was used in the prior sections. 
The above record set is much more flexible and easy to maintain then separate record sets with different names. So for example if an MME function were to be added to the node it is just an extra record. 
For an APN the DNS request and response pair would look like:
ims.eps-apn.sae.mnc123.mcc345.3gppnetwork.org

;;       order pref flags service        regexp           replacement
IN NAPTR 100  10   "s"  "x-3gpp-Pgw:x-3gpp-s5-gtp"  ""  _ x-3gpp-s5-gtp. _x-3gpp-pgw.$origin
IN NAPTR 100  10   "s"  "x-3gpp-Pgw:x-3gpp-s5-pmip" "" _ x-3gpp-s5-pmip. _x-3gpp-pgw.$origin
IN NAPTR 100  10   "s"  "x-3gpp-pgw:x-3gpp-s8-gtp"  ""   _ x-3gpp-s8-gtp. _x-3gpp-pgw.$origin
IN NAPTR 100  10   "s"  "x-3gpp-pgw:x-3gpp-s8-pmip"  ""   _ x-3gpp-s8-pmip. _x-3gpp-pgw.$origin
Note that $origin above is "ims.eps-apn.sae.mnc123.mcc345.3gppnetwork.org" and is used here simply to fit each record in one line for readability.   

The last record has limited extra value as shown compared to the SRV records since they still exist.  First  note that the value of $origin could point to a different place in the DNS tree such as "PGWcluster-default.operator.net" and the SRV records placed there. Following the rules for NAPTR records the SRV will be found based on the target names. Also if the record listed at only one interface the DNS client understands then it would not waste DNS SRV queries probing for non-existent records.   
Note that nodes/hosts do not change the functions they support often. Hence, the time to live of the NAPTR record above can be set relatively high so the NAPTR information would be cached in most cases. This is quite different than SRV records that would normally use a shorter time to live in case of node capacity or availabilty changes and the SRV record is changed by command or dynamically updated. 
The slight additional functional work for the DNS client to do the NAPTR first gives a much higher degree of flexibility for the operator when configuring DNS provided that 3GPP specifies this is the sole entry point of the procedure.  This would follow the type of approach RFC 3588 used for diameter, RFC 3761 for enum records as well as all other enum RFCs..  

NAPTR record set is really needed in applicatons such as the SGW service areas where there are no standard names for the SGW service areas so a DNS client can not directly lookup an SRV based on the pool .  The motivation for using NAPTR for APN is also for consistency with these other DNS applications such as SGW selection.   SRV are a viable method for the APN selection otherwise. 
* * * First Change * * * *
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* * * Second Change * * * *

7.4.6.2
Alternative 2


This alternative intends to address the issue that there are a number of problems related to the PGW selection function which could be solved by a different usage of the DNS queries on the APN. (See S2-080074 from the SA2#62 meeting for details)

These problems are among other:

-
The dependencies between the PGW selection function and the SGW selection function. According to 23.401 [2] v8.0.0, section 4.3.8 "If combined Serving and PDN GWs are configured in the network the Serving GW Selection Function preferably derives a Serving GW that is also a PDN GW for the UE."

-
The existence of different protocol options for PDN-GW interfaces S5/S8. The PDN-GW might define different IP addresses for the different protocols. (This problem is addressed by Alternative 1 above)



The procedures here use a combination of DNS SRV and DNS NAPTR records to discover services and interfaces. The primary use case described here is the determination of the PGW  and SGW. This is based on APN name and SGW service area including load balancing, priority, type of interface (S5 vs S8, GTP vs PMIP) and preference for collocation with an appropriate SGW node.  

The possible PGW interface types are obtained from one DNS NAPTR record set at a DNS domain name based on the APN name.  These NAPTR records point to SRV record sets.  Each SRV record is a specific PGW interface with weight, priority, port number and interface name on a specific host. The host name is extracted from the interface name for later use. Each interface record in turn point to A/AAAA records representing the available IPv4 and IPv6 addresses of the interface. 

The possible SGW interface types are obtained from one DNS NAPTR record set at an SGW service area name. The NAPTR records point to SRV record sets.  Each SRV record is a specific SGW interface with weight, priority, port number and interface name on a specific host. The host name is extracted from the interface name for later use. Each interface record in turn point to A/AAAA records representing the available IPv4 and IPv6 addresses of the interface.

The selection of SGW service area from TAI code is covered separately in section 7.4.6.x (contribution C4-080817). 
The host names in the SRV records are used to match any hosts with both SGW and PGW functions.  A weighting procedure is introduced to bias toward a collocated PGW and SGW. 

7.4.6.2.1 APN identifier
It is expected that the APN string will still be used in release 8 nodes .   The release 8 behavior must include more functionally than prerelease systems primarily since the PDN-GW now can support more than one protocol and there is a desire to have the PGW and SGW collocated when possible.

The current full APN format, from 3GPP TS 23.003 [9]  is of form

<APN-NI>.mnc<MNC>.mcc<MCC>.gprs
and obeys the rules established in 3GPP TS 23.003. The original .gprs based APN string will be maintained internally for use in charging and some other records due to the need to have the APN usage be backwards compatable to release 7 nodes.  The normative format for the above string is considered to be 3GPP TS 23.003 [9].

A typical full APN  string might be:

internet.mnc123.mcc345.gprs

where the "internet" is the <APN-NI>  and is likely obtained from a string provisioned in the UE in the case of 2G/3G accesses and the values of MNC and MCC are likely based on IMSI data. However, it may come from other sources. 

Here the existing APN string is transformed to a domain name

<APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org 
in keeping with the principle in 3GPP TS 23.003 [9] and GSMA IR 67  [x7]  that new usages of DNS in 3GPP shall use the IETF approved second level domain .3gppnetwork.org and not use the unapproved first level domain .gprs when possible. 

7.4.6.2.2 NAPTR and SRV lookup to find PGW services, PGW interfaces and PGW host names
The general usage for the APN resolution SHALL follow the DDNS application specified in RFC 3958 [x8] at the domain name as the initial application string. The service field will use service names and protocol names following RFC 3958 section 6.5 [x8] experimental format and described below.
A DNS NAPTR record is provisioned at this location with format as illustrated below

<APN-NI>.eps-apn.sae.mnc<MNC>.mcc<MCC>.3gppnetwork.org 
;;       order pref flags service        regexp           replacement

IN NAPTR 100  10   "s"  "x-3gpp-pgw:x-3gpp-s5-gtp"  "". <domain1>
IN NAPTR 100  10   "s"  "x-3gpp-pgw:x-3gpp-s5-pmip" "" <domain2>
IN NAPTR 100  10   "s"  "x-3gpp-pgw:x-3gpp-s8-gtp"  "" <domain3>
IN NAPTR 100  10   "s"  "x-3gpp-pgw:x-3gpp-s8-pmip" "" <domain4>

with one line per service usage.

x-3gpp-pgw denotes a pgw function. x-3gpp-s5-gtp denotes S5 gtp and so on. 
<domain1>, <domain2>, <domain3>, <domain4> are distinct usable locations within a zone in the operators DNS  authority and are chosen by the operator.  

The preference between GTP vs PMIP and so on are indicated in the NAPTR pref field.  

Editors Note: Whether NAPTR preferences are to be treated as a strict preference or a statistical preference is for FFS.

The SRV record set returned for <domain1> represents the S5 GTP interfaces for the PGWs in the network. Hence an SRV query directed at <domain1> would have the resulting record set returned from the DNS server looking similar to 
<domain1>
; IN  SRV Priority Weight Port Target

IN SRV 10 20 2123 interface-x.pgw11.central.operator.net.

IN SRV 10 30 2123 s5links.gw21.east.operator.net.

IN SRV 10 10 2123 vip.trial.operator.net.

IN SRV 99 10 2123 eth-0.east.operator.net.

The weights and priority are used to specify a preferred record within the set. The port gives the IP port for the protcol being used . These are standard SRV records features specified in RFC 2782 [x9].  The A/AAAA records for the target addresses give the IP addresses for the corresponding interface.

To enable easy node identification (as opposed to an interface) the target names in all such SRV records shall have the following required form:

<interface-label>. <host-name>

The <interface-label> is required to be a single DNS label but is otherwise completely unrestricted. 

This allows easy identification of the host names of nodes by stripping off the first label. For the example above, host names are

pgw11.central.operator.net, gw21.east.operator.net, trial.operator.net, east.operator.net

The <host-name> is to be an available and usable domain under the operator's domain authority. The only other requirement is that the same <host-name>  be used every time a node is used in the SRV records. For example, a node that is a logically both a PGW and an SGW would need to have the same <host-name> in the SRV records if it is desired to know that it is the same host.  The form of the <host-names> is NOT used as an indication of the function of the host. 
The NAPTR records located at the APN based domain  give the possible PGW services supported by an APN using an RFC 3958 [x8] NAPTR procedure, the interfaces, priority, weights and ports are obtained by the resulting linked SRV records using RFC 2782 and indirectly the host names of the PGW node are obtained by a required local naming convention for interfaces. 

7.4.6.2.3 NAPTR and SRV lookup to find SGW services, SGW interfaces and SGW host names

The next step is to find PGW nodes that are also SGW nodes that can service the current cell(s) of the UE. Note it is not enough to identify that a PGW has an SGW colocated since the colocated SGW may not service the current cell.  Therefore a procedure is required to find out which SGW are available for servicing the cell.  This is done by a DNS lookup of the TAI whose output is a NAPTR pointer to the SGW service area.   That procedure is covered in Section 7.4.6.x (contribution C4-080817) and provides the SGW service area <sgw-area>  to be used and is currently using the TAI value for the selection. 

7.4.6.2.3.1 TAI to SGW service area and MME pool area procedure

Editors Note: This section is reserved for the TAI to SGW service area and MME pool area DNS procedure.  See (contribution C4-080817)
7.4.6.2.3.2 SGW service area to  SGW services, SGW interfaces and SGW host names

The procedure to find the SGW and its related information  given an SGW service area is covered in this section..

 The SGW service area record uses a format that is nearly the same as the PGW record. 

A DNS request for a NAPTR record pointed at <sgw-service-area> results in a record such as:

<sgw-service-area>

IN NAPTR 100  10   "s"  "x-3gpp-sgw:x-3gpp-s5-gtp"  "". <domain5>
IN NAPTR 100  10   "s"  "x-3gpp-sgw:x-3gpp-s5-pmip" "" <domain6>
IN NAPTR 100  10   "s"  "x-3gpp-sgw:x-3gpp-s8-gtp"  "" <domain7>
IN NAPTR 100  10   "s"  "x-3gpp-sgw:x-3gpp-s8-pmip" "" <domain8>

IN NAPTR 100  10   "s"  "x-3gpp-sgw:x-3gpp-s1-mme" "" <domain9>

with one line per service usage (the inclusion of s1-mme is illustrative that other protocols can be listed). 

The x-3gpp-sgw denotes the SGW function. 
<domain5>, <domain6>, <domain7>, <domain8>, <domain9> are distinct usable locations within a zone in the operators DNS  authority.  

The record set returned for <domain5> represents the S5 GTP interfaces for the SGWs in the network. Hence an SRV query directed at <domain5> would have the resulting type record set returned from the DNS server looking similar to 
<domain5>
; IN  SRV Priority Weight Port Target

IN SRV 10 20 2123 interface-y.sgw11.central.operator.net.

IN SRV 10 10 2123 vip.trial.operator.net.

IN SRV 99 10 2123 eth-5.east.operator.net.

IN SRV 10 10 2123 if-5.sgw-cluster.operator.net.

The above record represents the SGW  S5 GTP interfaces within a SGW service area. 

To identify those PGW that have an S5 GTP interface requires matching the PGW records with the same host names. As stated before, the host names are obtained from interface names by stripping off the first label. So the PGW records that are also SGW in the examples employed here are:

<domain1>
; IN  SRV Priority Weight Port Target

IN SRV 10 20 2123 interface-x.pgw11.central.operator.net.

IN SRV 10 10 2123 vip.trial.operator.net.

IN SRV 99 10 2123 eth-0.east.operator.net

The above records should result in a PGW serving the APN that is also an SGW in the SGW service area that serves the TAI of the UE.  The record " IN SRV 10 30 2123 s5links.gw21.east.operator.net"  is NOT included since the hostname "gw21.east.operator.net" is not a hostname in the SGW list.

Only two DNS SRV queries are required to get all the interfaces and a very simple matching of host names gives the PGW with colocated services. 
The SGW service area selection is detailed in section 7.4.6.x (contribution C4-080817).
7.4.6.2.4 Procedure to create preference for colocating PGW and SGW.
 This applies when a UE first attaches and gets a PDN connection. 

If there are no colocated PGW records for the PGW and SGW service area  

    Then 

         use the unmodified PGW SRV record set to select the PGW following RFC 2782. 

    Else        

         use the PGW SRV record set with just the colocated PGW/SGW included  to select the PGW following RFC 

    Endif

Note the interface names or at least the host names actually selected and used need to be stored by the MME.

7.4.6.2.5 PGW selection for new PDN connection with existing PDN connection

This procedure is needed when a new PDN connection is needed for a UE with at least one existing PDN. What is different here from the more typical case is the SGW is already assigned and only one SGW will exist for a user. Hence, there is no choice of SGW and it will be in the correct SGW service area when the new PDN connection is requested. 

The APN DNS lookup is done exactly as in Section 7.4.6.2.1  and 7.4.6.2.2. This gives a list of PGW interfaces that can are candidates.  Next the hostnames in that list are inspected to see if any match the currently used SGW hostname.  Note the requirement placed earlier that the same hostname for a node always be used in SRV records is then employed to allow using the SGW hostname to check if a colocated PGW is in the list. 
Note the MME should have the pre-existing PDN data stored for comparison. Specifically the APN string and DNS host/interface name used for the SGW and the DNS host/interface name used for the PGW for each PDN. Also the MME needs to check that the APN is different (otherwise the same PGW should be used)  to avoid using a different PGW before doing a new PGW selection.
7.4.6.2.6 Interaction of APN usage with pre-release 8 nodes

A pre-release-8 SGSN node selecting a pre-release-8 GGSN would continue operating unchanged because it will not be using or be aware of the new DNS records. 
A release-8 node doing a NAPTR query at <APN-NI>.mnc<mnc>.mcc<mcc>.3gppnetwork.org for a pre-release 8 network or APN  would receive NXDOMAIN DNS response since no records should be at that location and this is how a release-8 node can determine that it is looking at a prerelease 8 APN.  The release-8 node would then fallback and do a DNS query for the A/AAAA  records at  <APN-NI>.mnc<mnc>.mcc<mcc>.gprs to get the GTPv1 interface at a pre-release GGSN.   

The release-8 network would also have an A/AAAA record at “.gprs” that points to a GTPv1 interface acting in the same role as the Gn/Gp interface of the GGSN. This allows a release 7 SSGN to use the existing mechanism. 

A release-8 node using a Gn/Gp like interface, such as a release-8 GGSN, might also have a NAPTR record with service "x-3gpp-gn"  and "x-3gpp-gp" with the  resulting  SRV records but this is FFS.

7.4.6.2.7 Other PGW and SGW services
The examples above used only S5 GTP at least for the SRV record examples. The procedures and records are almost identical for S5 PMIP ,  except for the service name x-3gpp-gtp become x-3gpp-pmip and the port number is 0 in the SRV records (since PMIP uses ICMP). 

The procedures and records are identical for S8  except x-3gpp-s5 becomes x-3gpp-s8.

Technically, the NAPTR record preference could indicate the preferred interface type (i.e. S8 GTP or S8 PMIP).   But from TS 23.401 [2] the choice of PMIP vs GTP is fixed per PLMN and roaming agreement.    The NATPR record at the APN would still exists but some records might be ignored due to the roaming agreeement (or not provided to a peer operator via a DNS view).   

The SRV and NAPTR as outlined can also include other records. So for example, the S1-U interface could be added to the SGW records.

For the case of non-3GPP interactions the records should be generally similar.  However, the exact naming is for FFS.

7.4.6.2.8 MME pool selection
This section outlines the TAI to MME selection process that is needed in some mobility procedures when a source MME selects a new target MME to take over the MME role. 

MME selection for the case that one MME selects another can have the same type of SRV records as above but the topology of the network is more involved just as in the SGW case. MME pools and TAI codes needs to be considered. 
7.4.6.2.8.1 TAI to MME pool area procedure

The TAI to MME pool procedure is covered in Section 7.4.6.2.3.1 .   

Output is a NAPTR record that points to an allowed MME pool area which is used in next step.
7.4.6.2.8.2 MME pool area to  MME services,MME interfaces and MME host names

NAPTR and SRV records are used in the same way as the SGW case to select a particular MME within one MME pool. 

The only difference here is that the MME have well defined identifiers in 3GPP. Hence, DNS names can be assigned based on logical conventions here. 

Hence, the NAPTR for the MME pool area linked from the TAI to MME pool procedure would logically be placed at the following recommended, but not required, location:

mmegi<mmegi>. operator.sae.mnc<mnc>.mcc<mcc>.3gppnetwork.org

Note that 3GPP has defined the MME Group ID (MMEID) as an identifier for an MMEpool and the MMEGI value is available as part of the GUTI and other parameters. 

The DNS procedures are the same as when an SGW is selected from an SGW service area except the NAPTR service fields are  x-3gpp-mme:x-3gpp-s11 and x-3gpp-mme:x-3gpp-s10  and so on.

Recommended, but not required, MME host names are

  mmec<mmec>.mmegi<mmegi>.operator.sae.mnc<mnc>.mcc<mcc>.3gppnetwork.org
Otherwise the same as the SGW selection process. 

7.4.6.2.9  3GPP standards considerations
The subdomains

sae.mnc<mnc>.mcc<mcc>.3gppnetwork.org

and

sae.mnc<mnc>.mcc<mcc>.pub.3gppnetwork.org

or similar subdomains need to be reserved for use. 

The "sae" label in the above name is to allow a single zone delegation for the new usage. It also isolates the choice of names and would mean only one request would need to go to GSMA to request the subdomain for all future SAE usage.   See GSMA IR-61 and 3GPP TS 23.003 [9]  for the procedures to request this.  

Editors note: A different naming than that proposed may be required by GSMA and is subject to agreement with GSMA 
It is proposed that operator.sae.mnc<mnc>.mcc<mcc>.3gppnetwork.org be reserved within the above zone cut for operator usage independent of 3GPP.  

7.4.6.2.10  IETF/IANA considerations
New usages of the top level  ".gprs" is not allowed by IETF/IANA. See GSMA IR-61 and 3GPP TS 23.003 [9]  . 

By RFC 2782 [x9] SRV records used without NAPTR records must have the format 

_Service . _ Proto  . Name   .

RFC 2782 [x9] does allow "local" usage for these fields. Since the proposed usage is restricted to the above subdomain within 3ggpnetwork.org usage of local protocol and service names is clearly local. 

Ideally, "Service" would be an IETF approved protocol name with a value registered with IETF and listed at http://www.iana.org/assignments/port-numbers .  Note that gtp-control is listed however GTPv2 is not an IETF service/protocol and it now has sub variants.  RFC 2782 [x9] intends  "Proto" to represent a transport protocol (i.e. tcp, udp, sctp etc ).   However, since the protocols in 3GPP core nodes have only one transport protocol at this time  "Proto"  has no current value so it is used to indicate the function (i.e. pgw, sgw, mme, ha, lme etc). 

To match the normal SRV syntax for the first two labels the following type of naming could be used

_x-3gpp-s5-gtp.  _-3gpp-pgw   . Name.

Editors Note: It is believed such naming should not be required but could be a suggested naming for ease of finding  records during DNS server maintainence . 

The use of the prefix "x-3gpp" used here is intended to reduce the chance of accidental conflicts.

The same type of issue exists for the "Service" in the NAPTR records.  The choice of "x-3gpp"  is used to match the syntax of experimental service names used in RFC 3958 section 6.5 [x8] so the choice is allowed by IETF. If less noisy NAPTR names (such as s9-gtp instead of x-3gpp-s9-gtp)  are to be used these protocols and service names must at least be registered with IETF via the registration process in RFC 3958 [x8].

For the PMIPv6 protocol the current "Proxy Mobile IPv6" draft [5] could include a subsection with the SRV and NAPTR service name usage for the PMIP protocol. Alternately a new RFC or liason request to the IETF could be created that could reserve both the NAPTR and SRV service and protocol names so that less noisy names could be used without fear of conflict with an IETF specification. 
