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Introduction

This paper intends to show that there is no consequence on the RTP multiplex with compression, if the first initializing packets (as described in TR 29.814) with full RTP header are lost. 
RTP fields on Nb interface

	Field
	Length
	Value
	Comment

	Version
	2 bits
	=2
	Constant value

	P bit
	1 bit
	=0
	Constant value, Padding not used on Nb

	X bit
	1 bit
	=0
	Constant value, No extension used on Nb 

	CC
	4 bits
	=0
	Constant, RTP mixer not used on Nb

	M
	1 bit
	=0
	Constant, M not used on Nb

	PT
	7 bits
	=xx
	Constant, Payload type is don’t  care

	Seq. Number
	16 bits
	=nnnn
	Incremented by 1 (packet based)

	Time stamp
	32 bits
	=tttt
	Incremented by 160 (clock at Nb=8000 hz)

	SSRC
	32 bits
	=wwww
	Value per channel, constant in time 

	
	
	
	


Sequence Numbers and Time stamps are only used for measurements of IP transmission quality (TS 32.407):

· Packet loss ratio: max and mean

· Jitter : max and  mean

At Nb end points where AMR voice packets are transcoded, the jitter buffer is managed using the Nb header information. The sequence number of PDU type 0 (4 bits) is time based (in units of 20 ms for voice samples). There is no packet based sequence number in the PDU type 0.

Scenario
· As long as the first RTCP packet is not received, the full RTP header is sent (as no multiplexing used). This allows the Nb receiver to fully validate the sending Nb source and to perform synchronisation (x packets received consecutively in sequence).

· On reception of the first RTCP packet, if the compressed header capacity is indicated, the sender may use the compressed RTP format.

· Loss of the first packets with full RTP header has only the following consequences: 

the higher part of the 16 bits sequence number differs from the one of the sender (as set to zero). This should not prevent the receiver to synchronize with the sender (x packets received in sequence) using the reduced modulo (8 bits).

The higher part of the 32 bits time stamp differs from the one of the sender (as set to zero).

Conclusion

As on Nb interface it is not allowed to move back from the compressed RTP format to the full RTP format, there is no consequence excepted on quality measurements if the first packets (with full RTP header) are lost.

ANNEX:  RFC 3550 extract,  RTP Fixed Header Fields

   The RTP header has the following format:

    0                   1                   2                   3

    0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   |V=2|P|X|  CC   |M|     PT      |       sequence number         |

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   |                           timestamp                           |

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   |           synchronization source (SSRC) identifier            |

   +=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+

   |            contributing source (CSRC) identifiers             |

   |                             ....                              |

   +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

   The first twelve octets are present in every RTP packet, while the

   list of CSRC identifiers is present only when inserted by a mixer.

   The fields have the following meaning:

   version (V): 2 bits

      This field identifies the version of RTP.  The version defined by

      this specification is two (2).  (The value 1 is used by the first

      draft version of RTP and the value 0 is used by the protocol

      initially implemented in the "vat" audio tool.)

   padding (P): 1 bit

      If the padding bit is set, the packet contains one or more

      additional padding octets at the end which are not part of the

      payload.  The last octet of the padding contains a count of how

      many padding octets should be ignored, including itself.  Padding

      may be needed by some encryption algorithms with fixed block sizes

      or for carrying several RTP packets in a lower-layer protocol data

      unit.

   extension (X): 1 bit

      If the extension bit is set, the fixed header MUST be followed by

      exactly one header extension, with a format defined in Section

      5.3.1.

   CSRC count (CC): 4 bits

      The CSRC count contains the number of CSRC identifiers that follow

      the fixed header.

   marker (M): 1 bit

      The interpretation of the marker is defined by a profile.  It is

      intended to allow significant events such as frame boundaries to

      be marked in the packet stream.  A profile MAY define additional

      marker bits or specify that there is no marker bit by changing the

      number of bits in the payload type field (see Section 5.3).

   payload type (PT): 7 bits

      This field identifies the format of the RTP payload and determines

      its interpretation by the application.  A profile MAY specify a

      default static mapping of payload type codes to payload formats.

      Additional payload type codes MAY be defined dynamically through

      non-RTP means (see Section 3).  A set of default mappings for

      audio and video is specified in the companion RFC 3551 [1].  An

      RTP source MAY change the payload type during a session, but this

      field SHOULD NOT be used for multiplexing separate media streams

      (see Section 5.2).

      A receiver MUST ignore packets with payload types that it does not

      understand.

   sequence number: 16 bits

      The sequence number increments by one for each RTP data packet

      sent, and may be used by the receiver to detect packet loss and to

      restore packet sequence.  The initial value of the sequence number

      SHOULD be random (unpredictable) to make known-plaintext attacks

      on encryption more difficult, even if the source itself does not

      encrypt according to the method in Section 9.1, because the

      packets may flow through a translator that does.  Techniques for

      choosing unpredictable numbers are discussed in [17].

   timestamp: 32 bits

      The timestamp reflects the sampling instant of the first octet in

      the RTP data packet.  The sampling instant MUST be derived from a

      clock that increments monotonically and linearly in time to allow

      synchronization and jitter calculations (see Section 6.4.1).  The

      resolution of the clock MUST be sufficient for the desired

      synchronization accuracy and for measuring packet arrival jitter

      (one tick per video frame is typically not sufficient).  The clock

      frequency is dependent on the format of data carried as payload

      and is specified statically in the profile or payload format

      specification that defines the format, or MAY be specified

      dynamically for payload formats defined through non-RTP means.  If

      RTP packets are generated periodically, the nominal sampling

      instant as determined from the sampling clock is to be used, not a

      reading of the system clock.  As an example, for fixed-rate audio

      the timestamp clock would likely increment by one for each

      sampling period.  If an audio application reads blocks covering
      160 sampling periods from the input device, the timestamp would be

      increased by 160 for each such block, regardless of whether the

      block is transmitted in a packet or dropped as silent.

      The initial value of the timestamp SHOULD be random, as for the

      sequence number.  Several consecutive RTP packets will have equal

      timestamps if they are (logically) generated at once, e.g., belong

      to the same video frame.  Consecutive RTP packets MAY contain

      timestamps that are not monotonic if the data is not transmitted

      in the order it was sampled, as in the case of MPEG interpolated

      video frames.  (The sequence numbers of the packets as transmitted

      will still be monotonic.)

      RTP timestamps from different media streams may advance at

      different rates and usually have independent, random offsets.

      Therefore, although these timestamps are sufficient to reconstruct

      the timing of a single stream, directly comparing RTP timestamps

      from different media is not effective for synchronization.

      Instead, for each medium the RTP timestamp is related to the

      sampling instant by pairing it with a timestamp from a reference

      clock (wallclock) that represents the time when the data

      corresponding to the RTP timestamp was sampled.  The reference

      clock is shared by all media to be synchronized.  The timestamp

      pairs are not transmitted in every data packet, but at a lower

      rate in RTCP SR packets as described in Section 6.4.

      The sampling instant is chosen as the point of reference for the

      RTP timestamp because it is known to the transmitting endpoint and

      has a common definition for all media, independent of encoding

      delays or other processing.  The purpose is to allow synchronized

      presentation of all media sampled at the same time.
