
3GPP TSG CT WG1 Meeting #111bis
C1-184254
Sophia-Antipolis (France), 9-13 July 2018
Source:
Qualcomm Incorporated
Title:
Handling of IP fragmentation for NAS messages sent over non-3GPP access to 5GC
Agenda item:
15.2.2.5
Document for:
Discussion and decision
1. Introduction
At SA2#127bis, SA2 agreed in S2-184804 and S2-185566 to use IPSec in tunnel mode instead of IPSec in transport mode (as previously specified) for transport of NAS control plane messages over non-3GPP access in 5GS. It is thus necessary to revisit the issue of how to handle transport of large NAS messages over non-3GPP networks which do not support IP fragmentation.
The purpose of the present document is to analyse how the use of tunnel mode instead of transport mode affects handling of fragmentation, and to propose a way forward.
2. Discussion
2.1 Summary of the situation with transport mode
The issue with transport mode stemmed from the fact that RFC 4301 prohibits fragmenting an IP packet prior to applying IPsec. It was thus necessary to apply IPsec to the entire NAS message. If the resulting ESP protected IP packet ended up being larger than the MTU of the non-3GPP network then this ESP protected IP packet would be fragmented over the protected interface, and if the non-3GPP access network did not support fragmentation, the fragments would be dropped, which would cause the NAS message to be lost.
2.2 What is different with tunnel mode?
In tunnel mode, two IP layers are used: the "inner" IP layer whose endpoints are the ultimate source and destination of the packet, and the "outer" IP layer whose endpoints are the IPSec processing source and destination. At the sending entity, the inner IP layer adds the inner IP header to the outbound packet, then the outer IP layer adds the outer IP header and applies IPsec.
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Figure 2.2-1: IPSec processing in tunnel mode

Thanks to the presence of these 2 IP layers, it is possible to ensure that the protected outbound packets are within the MTU of the non-3GPP access network, as described in section 2.3.

2.3 Proposed way forward – Option 1
To ensure that protected outbound packets are not fragmented, one possible option is to proceed as follows:

At the sending entity:

-
upon receiving a NAS control plane message to be sent over non-3GPP access from the NAS layer, the inner IP layer shall:

· Compare the length of the NAS control plane message to the MPS (Maximum Payload Size), where:

·  MPS = Inner IP layer MTU – Inner IP header length; and

·  Inner IP layer MTU = MTU for non-3GPP access network – (Outer IP header length + ESP header length)

· If the length of the NAS control plane message is greater than the MPS, fragment the NAS control plane message into fragments whose length is equal to or smaller than the MPS, then pass the resulting IP packets to the outer IP layer; and

· If the length of the NAS control plane message is equal to or smaller than the MPS, add the inner IP header and pass the resulting IP packet to the outer IP layer.

· Upon receiving an outbound IP packet from the inner IP layer, the outer IP layer shall:

· Add the outer IP header and apply IPSec to the resulting IP packet, then pass the ESP protected IP packet to the lower layers for transmision 
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Figure 2.3-1: Processing of outbound NAS message at sending entity

At the receiving entity:

· Upon receiving an inbound ESP protected IP packet from the lower layers, the outer IP layer shall:

· Decrypt the ESP protected IP packet;

· Remove the outer IP layer; and
· Pass the resulting inbound IP packet to the inner IP layer. 

-
upon receiving an inbound IP packet from the outer IP layer , the inner IP layer shall:

· Re-assemble IP fragments, if needed; and

· Pass the re-assembled payload to the NAS layer
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Figure 2.3-2: Processing of inbound NAS message fragments at receiving entity

While this option works well in most cases, it is important to note that there are some cases in which  it will cause the inner IP layer to have to use an Inner IP layer MTU swhich will be less than the minimum specified, namely:

· If IPv6 is used and the MTU for the non-3GPP access network is between 1280 bytes 1329 bytes, then assuming an outer IP header length of 40 bytes, the Inner IP layer MTU will be between (1280 – 40 – 10) bytes and (1329 – 40 – 10) bytes, i.e. between 1230 bytes and 1279 bytes, which is below the minimum MTU of 1280 bytes specified for IPv6 in RFC 2460. 
Pros of Option 1:
· This option makes use of existing fragmentation mechanism at the IP layer and thus does not require the use of  a specific transport protocol or the specification and implementation of a new fragmentation layer

Cons of Option 1:

· If IPv6 is used and the MTU for the outer IP layer is between 1280 bytes and 1329 bytes, this option will require the inner IP layer to assume an MTU smaller than 1280 bytes, which violates RFC 2460
2.4 Proposed way forward – Option 2
To avoid potential violation of RFC 2460 (see Cons of Option 1 in the previous section), another option is to use TCP as transport protocol for the IP packets generated by the outer IP layer, as already described under Solution C in C1-182186 submitted at CT1#110.

3. Conclusion
SA2’s decision to use of IPSec in tunnel mode enables the use of Option 1, by which the inner IP layer at the sending entity fragments the NAS messages to be sent over the non-3GPP access network to ensure that the outbound protected packets do not exceed the MTU of the non-3GPP access network and thus that they are not fragmented (and therefore potentially lost) over the non-3GPP access network. The inner IP layer at the receiving entity is responsible for re-assembling the fragments of the NAS messages, if any.

However, this option will in some cases cause the inner IP layer to have to use an Inner IP layer MTU which will be less than the minimum specified in RFC 2460.
If this potential violation of RFC 2460 is deemed unacceptable, another way forward is Option 2, ie use TCP for transport of the IP packets generated by the outer IP layer over non-3GPP access.
A CR for Option 1 is provided in C1-184255, and a CR for Option 2 is provided in C1-184256. It is proposed to discuss in CT1 which option is preferred and to agree the corresponding CR.

