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1. Introduction
This document:
a)
explains that RFC4301 text quoted in C1-181192 was misunderstood and does not pose limitation on the NAS message size transported via non-3GPP access.
b)
identifies that, if the non-3GPP access network supports transport of IP fragments, NAS messages and user data packets of sizes comparable with those transported in 3GPP access, can be transported via non-3GPP access using existing mechanisms.

c)
identifies that some non-3GPP access networks do NOT support transport of IP fragments.

d)
identifies that, if the non-3GPP access network does NOT support transport of IP fragments, an additional solution is needed to transport:

A)
NAS messages bigger than path MTU between the UE and the N3IWF, decreased by IP header size, UDP header size (if NAT is present), and ESP header size;
B)
user data packets bigger than path MTU between the UE and the N3IWF, decreased by IP header size, UDP header size (if NAT is present), ESP header size and GRE header size; and
C)
IKEv2 packets bigger than path MTU between the UE and the N3IWF.

2. Discussion
2.1 Correct interpretation of RFC4301
C1-181192 quoted the following text of RFC4301:

---------------
   First, we note that transport mode SAs have been defined to not carry

   fragments.  This is a carryover from RFC 2401, where transport mode

   SAs always terminated at endpoints.  This is a fundamental

   requirement because, in the worst case, an IPv4 fragment to which

   IPsec was applied might then be fragmented (as a ciphertext packet),

   en route to the destination.  IP fragment reassembly procedures at

   the IPsec receiver would not be able to distinguish between pre-IPsec

   fragments and fragments created after IPsec processing. 
...
To keep

   things simple, this specification prohibits carriage of fragments on

   transport mode SAs for IPv6 traffic. 
---------------

RFC4301 text above refers to "carriage of fragments" and "an IPv4 fragment to which IPsec was applied". I.e. it refers to an IP packet which was a IP fragment before ESP in transport mode is applied. 
Observation-1: RFC4301 prohibits sending entity to apply ESP in transport mode on a carried IP fragment, i.e. on an IP packet which was an IP fragment before ESP in transport mode is applied.
2.2 Solution compliant with RFC4301
However, there is no need to perform any fragmentation before ESP in transport mode is applied in the UE or the N3IWF.

For uplink:

-
the UE creates an unfragmented IP packet carrying NAS message. This unfragmented IP packet can be bigger than path MTU between the UE and the N3IWF;

-
the UE applies the ESP in transport mode on the unfragmented IP packet;

-
the UE sends the ESP protected IP packet towards the N3IWF, including performing regular IP fragmentation based on path MTU between the UE and the N3IWF;

-
the N3IWF receives the ESP protected IP packet or its fragments. If a fragment is received, the N3IWF performs regular IP re-assembly of the the ESP protected IP packet from the fragments; and

-
the N3IWF decrypts the re-assembled ESP protected IP packet and extracts the NAS message from the IP packet.

and the same applies in downlink (swap the UE and the N3IWF in the above). This mechanism is compliant to RFC4301 and RFC4303 - see except in annex A of this document.
The same also applies for transport of a GRE encapsulated user data packet over Nwu in both uplink and downlink.
NOTE:
Even if the user data packet itself is an IPv4 fragment or an IPv6 fragment, the GRE encapsulation of the user data packet ensures that an IP packet carrying GRE encapsulated user data packet will be seen as a non-fragmented IP packet by the ESP layer.

Observation-2: In order to transport a NAS message or a GRE encapsulated user data packet over Nwu, the sending entity does not perform fragmentation before applying ESP in transport mode, regardless of size of NAS message or user data packet.
Observation-3: In order to transport a NAS message or a GRE encapsulated user data packet over Nwu, the sending entity performs fragmentation after applying ESP in transport mode, if needed.
Conclusion-1: RFC4301 does not pose a limitation on size of NAS message or of GRE encapsulated user data packet.
In the handling above, the UE (for uplink) and the N3IWF (for downlink) perform IP fragmentation after the ESP in transport mode is applied and thus rely on ability of the non-3GPP access network to transport those IP fragments between the UE and the N3IWF.
Observation-4: Transport of a NAS message or a user data packet over Nwu requires non-3GPP access network to support transport of IP fragments.
Conclusion-2: If the non-3GPP access networks supports transport of IP fragments, existing mechanism enables transport of NAS messages and user data packets of sizes comparable with those transported in 3GPP access.
2.3 Solution compliant with RFC4301 in non-3GPP access network not supporting transport of IP fragments
An operator indicated that some non-3GPP access networks do not support transport of IP fragments.
RFC7383 section 1.1 also states that many network operators filter all IPv6 fragments.
Observation-5: Some non-3GPP access networks not supporting transport of IP fragments exist.
The inability to transport IP fragments impacts:

-
transport of IP/ESP packets carrying NAS messages;

-
transport of IP/ESP packets carrying GRE encapsulated user data packets; and

-
transport of IP/IKEv2 messages.

If the UE is in a non-3GPP access network which does not support transport of IP fragments, we need to ensure that these messages are smaller than path MTU between the UE and the N3IWF.
One possible solution (Supplementary-solution-1) is to transport the ESP and IKEv2 packets using TCP transport according to RFC8229. Disadvatange is that the TCP causes issues for user data packets exchanged by real time applications (e.g. a loss of TCP segment carrying a user data packet results into delay of TCP segments carrying subsequent user data packets, which results into speech breaks for voice-over-WiFi application). 

Other possible solution (Supplementary-solution-2) is to introduce GRE layer for NAS message transport and use GRE based fragmentation and re-assembly as specified in draft-templin-intarea-grefrag. The NAS messages and user data packets will get fragmented and re-assembled at GRE layer. IKEv2 messages would be fragmented and re-assembled using RFC 7383. Disadvantage is a risk of delay due to dependency on progress of draft-templin-intarea-grefrag in IETF. This draft expired in Jan 2017 and would need to be revived, either by the original author or another author.
Yet another possible solution (Supplementary-solution-3) is to transport NAS messages over IP/ESP/TCP and limit the size of user data packets which application can send. IKEv2 messages would be fragmented and re-assembled using RFC 7383. Disadvantage is that, if non-3GPP access network is e.g. an IPv6 network with MTU set to 1280 octets and not supporting transport of IP fragments, the solution will not provide an IPv6 transport compliant to RFC 8200 and will not be able to transport Ethernet frames bigger than 1222 octets.

Conclusion-3: If the non-3GPP access network does not support transport of IP fragments, solutions enabling transport of NAS messages and user data packets of sizes comparable with those transported in 3GPP access, via non-3GPP access exists but with disadvantages.
2.4 How to detect that non-3GPP access network does not support transport of IP fragments
The UE detects that non-3GPP access network supports transport of IP fragments by sending a large (bigger than path MTU) IKE_AUTH request and waiting for IKE_AUTH response. 
If an IKE_AUTH response is received, the UE assumes that the non-3GPP access network supports transport of IP fragments. 
If no IKE_AUTH response is received within IKEv2 transaction timeout, the UE assumes that the non-3GPP access network does not support transport of IP fragments.

The IKE_AUTH request and the IKE_AUTH response would contain a Notify payload with dummy content, ensuring that the IP/IKEv2 packet is bigger than the path MTU.

Conclusion-4: The UE can detect whether the non-3GPP access network does not support transport of IP fragments by sending a large IKE request and waiting for an IKE response.
3. Conclusions

Observation-1: RFC4301 prohibits sending entity to apply ESP in transport mode on a carried IP fragment, i.e. on an IP packet which was an IP fragment before ESP in transport mode is applied.
Observation-2: In order to transport a NAS message or a GRE encapsulated user data packet over Nwu, the sending entity does not perform fragmentation before applying ESP in transport mode, regardless of size of NAS message or user data packet.
Observation-3: In order to transport a NAS message or a GRE encapsulated user data packet over Nwu, the sending entity performs fragmentation after applying ESP in transport mode, if needed.
Conclusion-1: RFC4301 does not pose a limitation on size of NAS message or of GRE encapsulated user data packet.
Observation-4: Transport of a NAS message or a user data packet over Nwu requires non-3GPP access network to support transport of IP fragments.
Conclusion-2: If the non-3GPP access networks supports transport of IP fragments, existing mechanism enables transport of NAS messages and user data packets of sizes comparable with those transported in 3GPP access.
Observation-5: Some non-3GPP access networks not supporting transport of IP fragments exist.

Conclusion-3: If the non-3GPP access network does not support transport of IP fragments, solutions enabling transport of NAS messages and user data packets of sizes comparable with those transported in 3GPP access, via non-3GPP access exists but with disadvantages.
Conclusion-4: The UE can detect whether the non-3GPP access network does not support transport of IP fragments by sending a large IKE request and waiting for an IKE response.
4. Proposal

It is proposed:

-
to remove the restriction on maximum NAS message size from TS 24.502.

-
to add a statement to 24.502 that the UE and the N2IWF send NAS messages and user data packets as shown in subclause 2.2.

-
to add editor's notes to 24.502 on solution for situation when the non-3GPP access network does not support transport of IP fragments.
-
to discuss which solution out of those specified in section 2.3 to progress to normative work, if the UE detects that the non-3GPP access network does not supports transport of IP fragments as specified in section 2.4.

Annex A

A.2 RFC4303 excerpts

---------------
3.3.4.  Fragmentation

   If necessary, fragmentation is performed after ESP processing within

   an IPsec implementation.  Thus, transport mode ESP is applied only to

   whole IP datagrams (not to IP fragments).  An IP packet to which ESP

   has been applied may itself be fragmented by routers en route, and

   such fragments must be reassembled prior to ESP processing at a

   receiver.  In tunnel mode, ESP is applied to an IP packet, which may

   be a fragment of an IP datagram.  For example, a security gateway or

   a "bump-in-the-stack" or "bump-in-the-wire" IPsec implementation (as

   defined in the Security Architecture document) may apply tunnel mode

   ESP to such fragments. 
   NOTE: For transport mode -- As mentioned at the end of Section 3.1.1,

   bump-in-the-stack and bump-in-the-wire implementations may have to

   first reassemble a packet fragmented by the local IP layer, then

   apply IPsec, and then fragment the resulting packet. 

---------------
