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Problem

In the IpAppFaultManager interface, there is a svcUnavailableInd() method.  This method is invoked when the framework needs to inform the client that it can no longer use a service (perhaps due to a heartbeat failure).  The parameter to this method is a single serviceID. 

However, there is currently nothing in the specification that states that an application cannot have more than one instance of the same service.  If the application has two instances of call control, and it receives this svcUnavailableInd telling it that its call control is going down, how does it know which instance is no longer available?  

Its perfectly conceivable that the other call control instance is still running perfectly, so Lucent doesn't believe that this method can be said to apply to ALL instances of the service that were allocated to this application.  To do so would be dictating the implementation style of the service and its factory, which is not within the remit of the framework.

As a more general note, Lucent cannot see the value for an application to obtain two identical instances of the same service.  One argument is that the application might wish to have two instances of the same service so that it can perform load balancing between them.  However, load balancing, in this case, should be performed by the service instance transparently to the application.

Proposal

Lucent believes that some text should be placed in the description of selectService which states that an exception will be thrown if the client application attempts to select a service when it already has a live instance of that service.   This would prevent the application from having two instances of the same service and would address the problem above.

Resulting changes

Method

selectService()

This method is used by the client application to identify the service that the client application wishes to use.  If the client application is not allowed to access the service, then  the P_SERVICE_ACCESS_DENIED exception is thrown.  The P_SERVICE_ACCESS_DENIED exception is also thrown if the client attempts to select a service for which it has already signed a service agreement for, and therefore obtained an instance of.
Parameters

serviceID : in TpServiceID

This identifies the service required. If the serviceID is not recognised by the framework, an error code (P_INVALID_SERVICE_ID) is returned.
serviceToken : out TpServiceTokenRef

This is a free format text token returned by the framework, which can be signed as part of a service agreement. This will contain operator specific information relating to the service level agreement. The serviceToken has a limited lifetime. If the lifetime of the serviceToken expires, a method accepting the serviceToken will return an error code (P_INVALID_SERVICE_TOKEN). Service Tokens will automatically expire if the client application or framework invokes the endAccess method on the other's corresponding access interface.
Raises

TpCommonExceptions,P_ACCESS_DENIED, P_INVALID_SERVICE_ID
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