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Introduction

Discussion paper C4-081518 "Support for SCTP Associations" presented at the last CT4 meeting compared two possible models when establishing SCTP associations between SIP nodes: single association and dual association. It was agreed that CT4 should select one of those models after more studies have been performed.

This contribution aims to comment and detail some of the considerations raised in C4-081518 and also to enhance the definition of the association models further to ensure a common understanding.

Definitions from C4-081518
a. Single Association Model

In the single association model only one SCTP association is established between two SIP nodes.
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Once the association is established, it will be persistent so both nodes need to be able to reuse the association at any time. SIP requests and responses may be sent and received over the single SCTP association by both nodes, i.e., the association may be reused by both nodes.

b. Dual Association Model

In the dual association model, each SIP node is responsible for establishing their own SCTP association to the far node. The will result in a pair of associations being established between two server.
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Each server will act as a SCTP client for the associations it initiates and as a SCTP server for the association initiated by the far node. In this case, the associations will typically be initiated from the published IP address and a local ephemeral port to the far published IP address and port. A SIP node will only send requests on the association that it initiated. Responses are returned on the association over which the request was received.

Proposed clarifications of the Definition:
Multiple SCTP endpoints and IP interfaces per MSC
Many MSC implementations use multiple IP interfaces, for instance to enhance resilience and the scalability of the implementation. This is already taken into account in the endorsement text to RFC 4168 in TS 29.231:

Local multi-homing should be supported. Remote multi-homing shall be supported. 

Multiple local SCTP endpoints may be supported. Multiple remote SCTP endpoints shall be supported. When multiple local or remote SCTP endpoints are configured, several simultaneous SCTP associations shall be supported between peer 3GPP SIP-I entities.
The aim of multi-homing is to enhance resilience via separate paths within the SCTP association. This is typically achieved via IP packets traversing different LAN interfaces, switches and routers (duplicate HW elements). Thus, for multi-homing several IP interfaces are assigned to an SCTP association, but typically only the primary IP address will be published, and the other ones will be communicated during the SCTP association setup.
Multiple published IP addresses will likely lead to multiple SCTP associations. The existing endorsement text clearly allows that there are several published IP addresses per MSC.

It is therefore proposed that the single or a dual association model is not applied in the scope of a pair of interconnected MSCs (as depicted in the figure), but rather at the scope of a pair of published IP addresses at two interconnected MSCs.

Requests and Responses are to be understood in the context of SIP transactions
RFC 3261 states in Clause 18.2.2:
If the "sent-protocol" is a reliable transport protocol such as  TCP or SCTP, or TLS over those, the response MUST be sent using the existing connection to the source of the original request  that created the transaction, if that connection is still open.
Thus, RFC 3261 only justifies a requirement per SIP transaction, i.e. as a pair of SIP request and response.

According to the rules of SIP, subsequent request within a dialogue will usually be transported between the same IP addresses and ports (assuming the intermediate proxies remain in the path), unless a target redirect (using a re-INVITE with modified c-header) is performed. Under this condition, subsequent request in the same direction within a dialogue will also be within the same association.  According to the original definition, in the single association model, subsequent requests in the same dialogue in opposite direction will also be in the same association, but in the dual association model they will be in the other transaction. (However, this restriction may be unnecessary, see below)
Allowing to choose the association independent of the directionality of the request in the dual association model.

According to the original definition of the dual association model, all SIP requests in one direction between two published IP addresses are transported in the same association, and all SIP requests in the opposite direction between those published IP addresses are transported in the opposite association.
We feel that this is an unnecessary restriction of implementations. RFC 3261 states:

A server SHOULD be prepared to receive requests on any IP address, port and transport combination that can be the result of a DNS lookup on a SIP or SIPS URI [4] that is handed out for the purposes of communicating with that server.

Identified interworking issues, as discussed below, relate to the setup of associations rather than to the selection of available associations to transport a request. 
The dual association model should allow that any request is transported in any available SCTP association between two published IP addresses.

The comparison of models should therefore only evaluate 

1. if only a single association shall be set up between a pair of published IP addresses (single association model), or if 

2. if each endpoint with a published IP address may set up a separate connection to its peer (dual association model)
SCTP associations shall be reused between transactions

Although not stated explicitly, the picture for the dual association model might be (mis)understood in such a way that a new association is set up for each transaction.

Setting up new SCTP associations per transaction would cause a high processing load, delay the SIP message transfer considerable, and also impose capability limits due to the limited range of ports.

Setting up SCTP associations based on administered data also leads to improved security compared to the notion to set up SCTP associations to any destination indicated by SIP.

Therefore, pre-established SCTP associations shall be used in the 3GPP CS CN no matter which of the proposed association models is selected.
This has already been agreed in TS 29.231:

Semi-permanent SCTP associations shall be established between peer 3GPP SIP-I entities, i.e. the SCTP associations shall remain up under normal circumstances.

Comments on C4-081518
(1) In the single association case, there must either be a prior agreement as to which node will be the SCTP client and which will be the SCTP server or both sides must be able to dynamically adapt. With the dual association model this is not a concern.

In single association model there must be rules also if SCTP client and server side separation persist or not. Thus if SCTP association completely fails (meaning that both primary and secondary paths fails if multi-homing is used) it needs to be clarified if only one peer or both peers are allowed to try to re-establish the SCTP association. The later would allow a quicker recovery or quicker determination of a dead peer, and avoids the need for complex configured data. This however means that “glare” situations as described under (3) can be expected more frequently resulting in much harder reproducible error situation in case of a broken implementation. 
(2) With the single association model it is possible that when a SCTP server attempts to establish a SCTP association, it may send the SCTP INIT from its published IP address and port or from the published IP address and an ephemeral port. But with the dual SCTP association model, the associations will typically be initiated from the published IP address and a local ephemeral port to the far published IP address and port. With both models, support for the use of ephemeral ports by the far server needs to be considered.

An MSC-S is likely to have associations to many peers. For this reason it can be also expected that for some associations it has to take SCTP server role. As a consequence, it’s not an option to use the published port for client side associations thus both in single and double association model SCTP INIT has to use ephemeral ports in practice.
(3) With the single association model, there is the possibility (though very small) that both SIP nodes may attempt to initiate a SCTP association at the same time. If the associations are both initiated from the published ports, association establishment “glare” may occur. But in this case, the RFC 2960 SCTP procedures accommodate “unexpected” INITs and will handle INITs received on the same port that has already sent an INIT. In this case, once a node binds to a port in either listening or sending mode, it may not be possible to support the opposite mode for connections to other nodes on the same port. But if a SIP node initiates a SCTP association from an ephemeral port, then it will be in sending mode on the ephemeral port and continue to listen on the published port. The SCTP transport layer will not identify the simultaneous initiation because the INIT from the far node will be directed to the published port. As result, it will be necessary for the SCTP user to recognize the condition. In this case, the SCTP user will need to handle the “glare” condition.

As described in relation to point (2), it’s usually not an option to use published (instead of ephemeral) port for initiating SCTP associations thus SCTP transport layer “glare” discovery cannot be utilized. If this is handled on application layer it’s more error prone as there are no clear rules which peer (if any) to abandon the “duplicate” association. This becomes even more complicated if one of the peers has already sent some message using the established association.

As another possibility the definition of new protocol or protocol extensions to avoid such collisions has been proposed. However, it would be desirable for a wider applicability of the solution or even mandated for certain encodings (for instance, new SIP headers need to be defined within an RFC) to define this in IETF, but this is a can hardly be achieved in the Rel-8 timeframe. Further, the extra standardization and implementation effort should be avoided if possible.

Thus a pure single association model is unlikely to exist because of “glare” situations and because not all peers can be expected to support single association model as RFC 4168 states that “Rules for sending a request over SCTP are identical to TCP” and RFC3261 further describes the situation as "peering relationship”.
This is also detailed in point (4) and (5)

(4) While the use SCTP associations may be standardized within the 3GPP CSCN, the use of SCTP by external SIP nodes is beyond the scope of 3GPP specifications – both models may be used externally. If the single association model is assumed, but not supported by the far SIP node, any requests sent on a SCTP association initiated by the external node may not be accepted. External nodes may also initiate a second SCTP association regardless of the existence of one previously initiated from the 3GPP IWU. While the 3GPP SIP-I requirements indicate that the association will be persistent, this may not be the case for external SIP-I networks.

(5) Regardless of which model is assumed by the 3GPP IWU when interconnecting to external networks, there is always the possibility that a different transport may used for requests sent by either end.

(6) IETF I-D draft-ietf-sip-connect-reuse-10 discusses an approach that may be used for connection reuse. It suggests that connection reuse is only appropriate for TLS due to security concerns (e.g., connection hijacking). But it does leave an opening for use by SCTP and TCP should the appropriate security be provided. The 3GPP SIP-I security model endorses the use of IPsec which will provide sufficient security to address the concerns raised by the IETF I-D. Based on the I-D, connection reuse may be used in 3GPP, but only when IPsec is also being used.
The SIP connection re-use IETF Draft (draft-ietf-sip-connect-reuse-11) actually considers connection re-use for TLS and not for SCTP. Thus the single association model requires its own considerations and cannot simply rely on the Draft.
The persistent connections term from the terminology of the Draft is very important though. When SCTP is used between network elements where thousands of sessions can be established per hour, the SCTP associations between the peers have to be re-used (in fact pre-established) in order to take advantage of the SCTP resilience features and to reduce the number of required SCTP associations and the overhead of managing these associations. More issues related to this in point (8).
(7) The potential use of ephemeral ports may introduce security screening difficulties as it is not possible to know the far server port, only IP address. This would make it difficult to block SCTP association establishment attempts from unexpected sources. (Screening on IP address would still be possible.) But it would still be possible to block traffic at the SIP level as SIP requests will contain the port in the Via header.
Using of well known port in SCTP client side is hardly an option even for single association model based implementation as shown in point (2). Even though screening based on the source port is one of the least used security measures in current security practices (as client side typically uses ephemeral-port) provisioning a pre-agreed source port can address this issue in either association models.
(8) The dual association model introduces potential concerns regarding scaling and performance because of the additional associations that must be managed as compared to the single association model.

The processing load related to SCTP is likely to be dominated by the load to transfer user data, which is independent of the number of SCTP associations, rather than the load of establishing and maintaining SCTP associations, assuming the typical traffic load  of a 3GPP CS CN. Therefore the performance difference between the single and dual association model will not be substantial.

Proposal

NSN proposes that all MSC-Ss shall support the dual association model and thus accept a SCTP association setup request received at a local published IP address from a remote published IP address even though another SCTP association between those published IP address exists already. 
MSC-S implementations may try to avoid the using of dual association model if that is required because of scaling or performance reasons by not setting up own SCTP associations if an SCTP association already exists. However, they shall accept an incoming setup of a second association.
Furthermore all MSC-S SCTP endpoints shall support receiving SIP requests from remote SCTP endpoints via any SCTP association with that remote SCTP endpoint. The SIP responses will use the same SCTP association where the request was received according to RFC 3261.
MSC-S implementations shall not assume that the remote node is reachable only via a single IP address, i.e. only a single SCTP endpoint. All MSC-S implementations shall be able to support multiple published IP addresses and evenly distribute load among those published IP addresses (also taking into account if any of the corresponding SCTP associations fail).
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