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Comments
This pCR is to add a new use case and requirements for AI/ML model inference complexity.

Proposed Changes
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* * * Next Change * * * *

5 ML Lifecycle Management Enhancements
5.X ML Model Inference
5.X.1 ML Model Inference Complexity
5.X.1.1 Description
The ML Inference MnS consumer requires visibility on factors such as computational complexity and resource consumption to evaluate model suitability for deployment in constrained environments or under specific operational conditions.
5.X.1.2 Use cases
5.X.1.2.1  Computational Complexity of ML Model Inference 
The ML inference MnS consumer needs to have a visibility on different aspects of the ML model, e.g. its performance, expected resource consumption etc. in order to make informed decisions about which model is suitable for consumer needs, such as deployment in constrained environments (e.g., edge nodes, low-power devices…).
The computational complexity of an ML model during inference is an indicator for estimating expected resource consumption. As defined in [X], computational complexity can be quantified by the number of operations (e.g., floating-point operations) performed during inference. The actual complexity may vary depending on both the model architecture and the software implementation. 
This metric enables ML Inference MnS consumers to evaluate as the energy efficiency of the model during operation. This evaluation is possible if ML Inferences MnS consumers also have access to the average energy per operation (which depends on hardware and type of operation) and the average energy overhead (which depends on the software stack).
With access to this information, the energy consumption of the model during operation can be estimated by multiplying model computational complexity with average energy per operation and by adding the average energy overhead to the obtained sum.
As defined in [X], computational complexity can be quantified by the number of operations (e.g., floating-point operations) performed during inference. The actual complexity may vary depending on both the model architecture and the software implementation. 
The ML Inference MnS producer may therefore need to indicate the computational complexity of inference for a model, average energy per operation and average energy overhead, enabling the consumer to perform resource-aware model selection. Such indication may be retrieved as part of model information and made available to the MnS consumers.
5.X.1.3 Potential Requirements
PREQ- FS_AIML_MGT_Ph3-CC-01: The management system should enable the ML Inference MnS producer to provide information on the computational complexity of ML model inference.
PREQ- FS_AIML_MGT_Ph3-CC-02: The management system should enable the ML Inference MnS producer to provide information on the average energy of operation of ML model inference.
PREQ- FS_AIML_MGT_Ph3-CC-03: The management system should enable the ML Inference MnS producer to provide information on the average energy overhead of ML model inference.
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