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Topic 1: Finalization of dataset assumptions

TDL correlation matrix
Agreement:
· Based on the existing demodulation specification for cross polarized antennas
· Medium correlation
· For up to rank 2 for TDL
· Use beam steering approach with dual cluster beams and randomized beam directions specified in TS 38.101-4 Annex B.2.3.2.3A

Number of sub-bands
Agreement:
19 (i.e., 18 is replaced by 19) for the dataset, FFS for the model and requirement

Number of sub-bands
Companies are encouraged to provide the “1st priority” dataset first and then follow up with the “second priority”.

1st priority: 
· 30k SCS, Sub-band size 16, 18 sub-bands
· PRB arrangement:
· Sub-band 0: All PRB
· Sub-band 1-16: All PRB
· Sub-band 17: 1 PRB
· 15k SCS, Sub-band size 4, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 2 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 2 PRBs used
2nd priority:
· 30k SCS, Sub-band size 8, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 4 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 4 PRBs used
· 15k SCS, Sub-band size 8, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 4 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 4 PRBs used

Antenna virtualization
· Agreement:
· 3x1 is adopted

Dataset contents and filename convention
Agreement:
· Use the following dataset format for CSI compression: 
· Number of samples, Real/Imaginary, Subbands, Tx ports and MIMO layers. 
· For the link simulation dataset, the filename format should be “<CompanyID>_<MeetingName>_<SCS>_<subbandsize> _<ChannelModel>_<TxPorts>_<AntArray> _<SNR>_<Index>.<ext>”
· For the system simulation dataset, the filename format should be “<CompanyID>_<MeetingName>_<SCS>_<subbandsize>_<ChannelModel>_<TxPorts>_<AntArray>_<Index>.<ext>”

The fields should be written as follows:
CompanyID: As provided by MCC
MeetingName: RAN4 meeting number (with bis for bis meetings), e.g., 120, 120b
SCS: Either SCS15 or SCS30
Subbandsize: Either SBSIZE4, SBSIZE8, SBSIZE16
Channel model: Either TDLA, TDLB, TDLC, UMA, Umi, Rural, Sma
TX ports: Either 16TX, 32TX, 64TX, 128TX
AntArray (Antenna array dimension): Either AA812, AA422, AA822, AA442
Index: 00, 01, 02, 03 etc. if the file needs splitting

Dataset size
Agreement:
· SLS: Per Scenario / TX port number / TX port configuration / SCS / company - 25k Samples

· LLS: Per Scenario / TX port number / TX port configuration / SCS / SNR / company –10k Samples
· SNR points are revised to 5, 12.5dB only

Training and testing split
Agreement:
Dataset should consist of training+validation, (90%) testing (10%). 

Topic 2: Model dimensioning
Agreement:

Encoder:
· d_model for the encoder is 64
· N_TF for the encoder 
· 4 is a baseline
· FFS whether 3 could replace 4 if performance is evaluated with larger payload sizes etc.
· FFS whether 2 could replace 4 if performance is evaluated with larger payload sizes etc.
· N_head and d_head are 8
· d_FF for the encoder 256

Decoder
· Baseline: N_TF 4 and d_model 64
· Check whether increasing the d_model can yield a substantial performance increase considering: N_TF 4 and d_model 128
· Check whether increasing the N_TF can yield a substantial performance increase considering: N_TF 6 and d_model 64
· Complexity should be taken into account. TE vendors and NW vendors should provide a view on an acceptable number.
· d_head is 8, N_head is 8 or 16 (depends on d_model) 
· d_FF for the decoder 256

Performance should compare encoder and decoder pairs based on these combinations
· Companies should check performance with the encoder baseline and decoder baseline as a minimum
· Companies recommended to use a dataset of at least 500k samples for checking hyperparameters


Agreement:

For the CSI compression encoder model alignment, companies provide the following information in RAN4#120:
· How to implement the Embedding block with zero-padding (Example R4-2606612 5.4.1).
· How to implement the Positional Embedding block (Example R4-2606612 5.4.2). 
· How to calculate the total number of parameters
· Parameters correspond to the trained parameters.
· Total number of parameters should include input embedding layer and CSI generation blocks
· How to calculate the total number of FLOPs

To further facilitate discussion at RAN4#120, in addition to the above, companies are encouraged to present their complexity analysis based on the following spreadsheet (in addition to their own calculation if relevant): 



Results spreadsheet
Create spreadsheets for both reporting complexity and SGCS, for both the model dimension and the scalability studies. Companies should submit both a word document and their results in Excel format in the same .zip file when contributing.

Topic 3: Scalability

Relation between 16/32 and 64/128 ports
There was no agreement. The following options were discussed: (Other options not precluded)
Option 1: Separate model (vivo, QC, ZTE, Samsung, OPPO, Apple, E///, Nokia, MTK)
Option 2: adaptation layer (based on the same structure and parameters for 16/32 ports) (CATT)
Option 3: further discuss and decide in the next meeting (HW, CATT, CMCC)

Scalability evaluation basis
There was no agreement. The following option was discussed:
· Option 1:
· Discuss whether to agree that for scalability, scalability is confirmed if SGCS loss compared to individual models is <[5] %.
· If SGCS loss is more than [5]%, there is a need to discuss whether to have different models for different scalability dimensions.
· For the SGCS loss:
· Option 1a: the SGCS loss is the average SGCS loss over the related configuration cases
· Other option is not precluded.
· Other option is not precluded.

Sub-band scaling
Agreement:
· It is assumed that training the final model needs to take place with at least low/minimal, medium, high/maximal number (for example [6, 13, 18], or [3, 13, 19]) of subbands to achieve scalability.

CSI payload scaling
The following was agreed in the discussion. There was no agreement on whether to use zero padding or embedded layer.
The complexity calculation needs to be aligned.
The complexity of adding a linear adaptation layer is acceptable for N_TF < 4. For N_TF=4, might exceed the UE complexity limit. TBC complexity after the complexity calculation is clarified.
The performance difference between adaptation layer and truncation is not significant for small payload sizes
The SGCS performance difference between adaptation layer and truncation is in the range 3 – 10% for large payload sizes (depending on company results)

Hyperparameter assumptions used for scalability evaluation
Agreement:
At RAN4#118bis, it was agreed that the following hyperparameter assumptions should be used for scalability evaluations:
· Encoder: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· Decoder: N_TF = 6, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8

It was agreed to revise the assumptions to N_TF=4 for the decoder side for 16/32 ports:
· Encoder: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· Decoder: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8


Topic 4: Other model design issues

Payload quantization
Agreement:
· Agree to support [1/8, 3/8, 5/8, 7/8] for Q=2


Model parameter quantization
The method for model parameter quantization was discussed. During the discussion, a question was raised whether there is a need to consider quantization at all. Later on, some companies expressed the view that, since models will always need quantizing, quantization aware training should be used, which implies a quantized model.

The following was captured from the discussion (not agreements)

· Check whether quantized values are needed for TE to ensure reproducible testing across different vendors
· If TE vendors do not need a quantized model and always get similar performance regardless of quantization then model parameters quantization discussion can be dropped.
· In case quantization is needed, capture 3 options on how to do quantization for further discussion; Vivo proposal, Ericsson proposal and Samsung proposal to use PyTorch.
· Ericsson proposal:

· Vivo proposal: Quantized value = round (Float value / Scale factor) + Zero point. Different layers may have different Scale factor and Zero point.
· Samsung proposal: Use PyTorch
· BS and UE can use the floating-point model and do their own quantization in implementation.
· FFS whether the quantized encoder needs to be captured in 3GPP
· FFS whether float 16 or float 32 is stored in the spec
· Companies encouraged to show results with and without quantization to check how much difference it makes.
· Quantization aware training should be used when quantized models are presented



Summary of issues to consider for RAN4#120
The following is not intended as an agreement, but is a summary of topics for which contributions are invited for RAN4#120 in order to make progress:

· Dataset generation
· Companies are encouraged to generate and upload the dataset according to the agreements
· Dataset comparison
· Depending on availability of datasets, companies are encouraged to begin the process of comparing datasets using models trained with their own dataset, as outlined in previous agreements.
· Number of TX ports:
· For 64/128 ports, whether to create a different model or use an adaptation layer
· Scalability procedure
· How to achieve CSI payload scaling (whether zero padding or adaptation layer)
· Scalability evaluation basis; whether <5% loss etc.
· Analysis of scalability performance
· Companies are encouraged to provide results using the provided spreadsheet according to the agreements on assumptions
· Model structure and parameters
· Model complexity
· Companies are encouraged to provide complexity estimates according to the complexity calculation spreadsheet and also with justification of alternative calculations if relevant.
· Complexity calculations should be provided in the results spreadsheet.
· Analysis and proposals for the encoder hyperparameters
· Companies are encouraged to provide results using the provided spreadsheet according to the agreements on assumptions
· Analysis and proposals for the decoder hyperparameters
· Companies are encouraged to provide results using the provided spreadsheet according to the agreements on assumptions
· Training
· In general, it is useful for companies to provide details of the training they use
· Proposals for alignment of training if needed.
· Mosel parameters quantization
· Analysis of the need for model parameter quantization and the performance difference between quantization and no quantization
· Further consideration of how to capture the model and dataset in 3GPP
· Companies are encouraged to consider ONNX and the framework outlined in Annex D for a 3GPP internal method.
· Further details on the dataset alignment process
· Whether to consider robustness when selecting the final model parameters
· Considerations on model generalization
· Performance requirement design
· LCM requirements in case there is sufficient RAN1/2 progress


Annex A: Link level simulation assumptions summary for dataset
· Dataset consists of Eigenvectors
· Common procedure to select Eigenvectors:
· Select the right eigenvectors corresponding to the top-maximum- layer-number eigen values
· 	Perform column normalization by normalizing the L2 norm of each eigenvector in to 1
· 	Perform phase normalization by subtracting the angle of the first element from the angles of all the elements in each eigenvector
· 15k SCS and 30k SCS
1st priority: 
· 30k SCS, Sub-band size 16, 18 sub-bands
· PRB arrangement:
· Sub-band 0: All PRB
· Sub-band 1-16: All PRB
· Sub-band 17: 1 PRB
· 15k SCS, Sub-band size 4, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 2 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 2 PRBs used
2nd priority:
· 30k SCS, Sub-band size 8, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 4 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 4 PRBs used
· 15k SCS, Sub-band size 8, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 4 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 4 PRBs used
· Aim to deliver in order 16, 32, 64, 128 ports if datasets are delivered sequentially
· Array configuration:
· 16 TX ports: [8, 1, 2], [4, 2, 2]
· 32 TX ports: [8, 2, 2], [4, 4, 2]
· Vertical sub-array size: 3 elements. Horizontal sub-array size: 1 element.
· TDL channels to be included:
	Combination name
	Model
	Maximum Doppler frequency

	TDLA30-10
	TDLA30
	10 Hz

	TDLB100-400
	TDLB100
	400 Hz

	TDLC300-100
	TDLC300
	100 Hz



· Companies should ensure TDL samples are uncorrelated
· Up to rank 2 only for TDL
· Antenna correlation medium (Alpha = 0.3, Beta = 0.6, Gamma = 0.2)
· SNR points: 5 and 12.5 dB SNR
· The channel to use for requirements should be discussed separately in the performance part.




Annex B: System level simulation assumptions summary for dataset

· Dataset consists of Eigenvectors
· Common procedure to select Eigenvectors:
· Select the right eigenvectors corresponding to the top-maximum- layer-number eigen values
· 	Perform column normalization by normalizing the L2 norm of each eigenvector in to 1
· 	Perform phase normalization by subtracting the angle of the first element from the angles of all the elements in each eigenvector
· 15k SCS and 30k SCS
1st priority: 
· 30k SCS, Sub-band size 16, 18 sub-bands
· PRB arrangement:
· Sub-band 0: All PRB
· Sub-band 1-16: All PRB
· Sub-band 17: 1 PRB
· 15k SCS, Sub-band size 4, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 2 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 2 PRBs used
2nd priority:
· 30k SCS, Sub-band size 8, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 4 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 4 PRBs used
· 15k SCS, Sub-band size 8, 19 sub-bands
· PRB arrangement:
· Sub-band 0: 4 PRBs used
· Sub-band 1-17: All PRB
· Sub-band 18: 4 PRBs used
· Aim to deliver in order 16, 32, 64, 128 ports if datasets are delivered sequentially
· Array configuration:
· 16 TX ports: [8, 1, 2], [4, 2, 2]
· 32 TX ports: [8, 2, 2], [4, 4, 2]
· Vertical sub-array size: 3 elements. Horizontal sub-array size: 1 element.
· Use 38.901 and the following scenarios:
· Urban macro
· Urban micro
· Rural
· Suburban Macro



Annex C: Assumptions and combinations for investigating scalability

TX ports scalability: 
· 16 ports and 32 ports

Sub-band scalability:
· For SCS 15kHz,
· 6 sub-bands, 4 PRB sub-band size;
· 13 sub-bands, 4 PRB sub-band size.
· For SCS 30kHz,
· 6 sub-bands, 8 PRB sub-band size;
· 13 sub-bands, 8 PRB sub-band size;
· 18 sub-bands, 16 PRB sub-band size.

Method for TX ports and sub-bands scalability:
· Zero padding is defined as the zeros being placed at the end of the array
· Train the model with 16 and 32 ports
· Train the model with at least low/minimum, medium and high/maximum number of sub-bands


CSI scalability:

	Rank1
	Rank2
	Rank3
	Rank4

	
	
	
	

	{32, 2}
	{32, 2}, {32, 2}
	
	

	{64, 2}
	{64, 2}, {64, 2}
	{32, 2}, {32, 2}, {64, 2}
	{32, 2}, {32, 2}, {32, 2}, {32, 2}

	{128, 2}
	{128, 2}, {128, 2}
	{64, 2}, {64, 2}, {128, 2}
	{64, 2}, {64, 2}, {64, 2}, {64, 2}

	{192, 2}
	{192, 2}, {192, 2}
	{96, 2}, {96, 2}, {192, 2}
	{96, 2}, {96, 2}, {96, 2}, {96, 2}



Use RAN1 structure for scalability
Layer common model
· For scalability evaluation only, use the following assumptions for hyperparameters in order to obtain comparable results between companies:
· Encoder: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· Decoder: N_TF = 4 (for 16/32 TX ports), Add_model = 64, d_FF = 256, N_head X d_head = 8 X 8

Annex D: Potential proposal for capturing the model in the specification
This annex is copied from R4-2603858 and provides an example of capturing a model in the 3GPP specifications. Companies are encouraged to examine and consider feasibility and potential improvements to the description. (Of course, the description will need to be aligned to eventual agreements).




[bookmark: _Ref220689234]Transformer block in Encoder
The input of Encoder Transformer block is the matrix with dimension (N_token, d_model), that is the sum of the Embedding layer outputs and Positional Embedding block. The Encoder Transformer block consists of Self-attention block and Feed-forward network. After we apply the multiple repetitions (N_TF) of Transformer processing, we apply ‘Latent generation’ block to generate latent information, according to the CSI payload size configuration.

	Type
	Variables
	Dimension
	Notes

	Inputs
	
	
	: Sub-band domain
: Tx domain

	Output
	
	
	




	[bookmark: _Hlk220511166]for 	// Loop for the number of Transformer blocks 
	for 	// For real and imaginary parts
		for 
			 	// 1st layer normalization
		end for
	end for
	 // Multi-head attention, followed by Dropout
	for 	// For real and imaginary parts
		for 
			 // 2nd Layer normalization
		end for
	end
	 	// Feedforward network, followed by Dropout
end for



[bookmark: _Ref220689284]Transformer block in Decoder
The input of Decoder Transformer block is the CSI payload from reported from the UE. Since the payload size depends on the configuration, we need to put ‘Input Linear layer’ to convert the CSI payload to Transformer input matrix with dimension (N_token, d_model). Decoder transformer block consists of Self-attention block, Cross-attention block, and Feed-forward block. After we apply the multiple repetitions (N_TF) of Transformer processing, we apply ‘Output Linear layer’ to generate the target CSI.
	[bookmark: _Hlk220511309]Type
	Variables
	Dimension
	Notes

	Inputs
	
	
	: Sub-band domain
: Tx domain

	Inputs
	
	
	: Sub-band domain
: Tx domain

	Output
	
	
	



	[bookmark: _Hlk220511338]// Self-attention
for 
	for 	// For real and imaginary parts
		for 
			  	// 1st Layer normalization
		end for
	end for
	 // Multi-head attention, followed by dropout
// Cross-attention
for 
	for 	// For real and imaginary parts
for 
		 	 	// 1st Layer normalization
		end for
	end for
	 // Multi-head attention, followed by dropout
	for 	// For real and imaginary parts
		for 
			  	// 2nd Layer normalization
		end
	end for
	 	// Feedforward network, followed by dropout
end for



[bookmark: _Ref220709324]Muti-head attention and Feed-forward network
[bookmark: _Ref220073689]Multi-head attention block


[bookmark: _Ref220697270]Figure 10:	Multi-head attention block
	Algorithm: 

	Inputs: 
Inputs: 
Outputs: 
Model parameters: 
Model parameters: 
Model parameters: 
Model parameters: 

	


for 





end for
Concatenate all the scores

Apply Linear transformation





Attention block
The Multi-head Attention block is further divided with multiple (single) Attention blocks where the number of Attentions blocks are d_head. The single Attention block first calculates three matrices, Query (Q), Key (K), and Value (V) from the projection matrices , , and . In the case of Self-attention used in Encoder and Decoder, Q, K, and V are generated from the same input E. On the other hand, in the case of Cross-attention used in Decoder, Q and K are generated from the latent information. Please remember N_token is the number of subbands, and d_model is the TX ports. The outputs of the Attention blocks are concatenated and applied a linear transformation. Single Attention block is illustrated in Figure 11.


[bookmark: _Ref219385462]Figure 11	(Single) Attention block.
	Algorithm: 

	Inputs: 
Inputs: 
Inputs: 
Outputs: 

	[bookmark: _Hlk220511479]



	
	Algorithm:  

	Inputs: 
Outputs:  

	for 	// For real and imaginary parts
	for 
		 
		 
	end for
end for



Feed-forward network
Outputs of the Multi-head Attention block are fed into the feed-forward block. Figure 12 illustrates the feed-forward block. As it is shown in the figure, the dimension of inputs/output vectors are same, (N_token, d_model), but the vector dimension is extended to d_FF inside the block.


[bookmark: _Ref219386574]Figure 12	Feed-forward block.
	Algorithm:  

	Inputs: 
Outputs:  
Model parameters: 
Model parameters: 
Model parameters: 
Model parameters: 

	[bookmark: _Hlk220511506]





	Algorithm:  

	Inputs: 
Outputs:  

	



Normalization block
	Algorithm: 

	Inputs: 
Outputs:  
Model parameters: 
Model parameters: 

	
Take average and variance over  dimension.


Perform normalization and scaling

where  denotes element-wide multiplication (or Hadamard product).



Other blocks
Embedding block with zero-padding
This block generated inputs to encoder block  from the target CSI .
	Type
	Variables
	Dimension
	Notes

	Inputs
	
	
	Target CSI

	Outputs
	
	
	: Sub-band domain
: Tx domain

	Model Parameters
	
	
	Token embedding matrix



Target CSI for MIMO layer  is given as follows.

where  and  is real and imaginary parts of target CSI, with .


where  and  is real and imaginary parts of the target CSI for MIMO layer , subband , Tx port. .

Generate zero-padded matrix  from the target CSI, that is, 


Apply the embedding block  to generate the inputs to Transformer block , as follows:


Positional encoding block
The positional embedding block adds the hard-coded position information corresponding token’s position.
	Type
	Variables
	Dimension
	Notes

	Inputs
	
	
	

	Outputs
	
	
	


	
	for 
for 
 
 
	end for
end for



Quantized CSI feedback generation with truncation
	Inputs
	
	
	

	Outputs
	
	
	Quantized latent

	Model parameters
	
	
	Weight matrix for Latent generation

	Configuration parameter
	
	
	CSI payload size for MIMO layer  in rank 

	Configuration parameter
	
	
	Number of quantized bits for latent message for each real/imaginary part.



Flatten the matrix from  with Flatten procedure

Note:  a matrix with  after the Flatten procedure.
Generate latent message from a feed-forward network.

Note:  is the latent message before truncation and quantization.
Truncate  to the configured CSI payload size , followed by quantizing  with the configured number of quantization bits .


	
	Algorithm: 

	Inputs: 
Outputs: 

	
for 
	for 
		 
	end for
end for



	Algorithm: 

	Inputs: 
Outputs: 
Configuration parameter:  


	Generate  by quantizing the input matrix  with  bit ().
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CSI compression  complexity sheet.xlsx


CSI compression complexity sheet.xlsx
Encoder

		Hyper parameters

		N_TF		N_token		d_model		d_head		N_head		d_FF		N_tx		d_max

		4		18		64		8		8		256		32		64

Kazuyoshi Uesaka: Kazuyoshi Uesaka:
Latent size: 32, 64, 128, 192

		Encoder				Transformer(i) x N_TF								199936				Parameters for Transformer

														277888				TF + input embedding + CSI generation

														277.888		k

						Dimension								Parameters				Notes

		Attention																Multi-head attention block is divided by h attention blocks

				W_Q(h)/b_Q		d_model x d_head*N_head + d_model								4160				Weights/bias for Query

				W_K(h)/b_K		d_model x d_head*N_head + d_model								4160				Weights/bias for Key

				W_V(h)/b_V		d_model x d_head*N_head + d_model								4160				Weights/bias for Value

				Total										12480				Total number of parameters per attention block

		Multi-Head Attention

				W_O/b_O		d_model x d_model + d_model								4160				After concatenating attention block outputs, apply W_O and bias

				Total		Attention + W_O								16640				Total number of parameters for multi-head attention block

		FFN

				W_ffn1		d_model x d_FF								16384				Weight to expand the dimension to d_FF

				b_ffn1		d_FF								256				Bias to expand the dimension to d_FF

				W_ffn2		d_FF x d_model								16384				Weight to back to the dimension to d_model

				b_ffn2		d_model								64				Bias to back to the dimension to d_model

				Total										33088

		Multi-Head Attention												16640				Copy from MHA total

		Normalization				d_model + d_model								128				Normalization after MHA, needs beta and gamma, both had dimension of d_model

		FFN				W_ffn1 + b_ffn1 + W_ffn2 + b_ffn2								33088				Copy from FFN total 

		Normalization				d_model + d_model								128				Normalization after FFN, needs beta and gamma, both had dimension of d_model

		Transformer(i)				MHA + FFN + 2 x Normalization								49984				Total parameters for Transformer (single iteration), per I/Q

		Embedding				2 x N_tx x d_model + d_model								4160				Input embedding block

		CSI generation				(N_token x d_model) x d_max + (d_max)								73792				CSI generation block
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d_model: Tx ports

d: Latent dimension d: Latent dimension

N_token: Token dimension

d_model: Feature (embeded) dimension

N_token: Number of subbands

d_model: Tx ports

N_token: Number of subbands

d_model: Tx ports

N_token: Number of subbands

d_model: Tx ports

Payload: {d/Q} per layer

d: Latent dimension

Q: Quantization resolution

Positional Embedding

+

Positional Embedding

Multi-Head Attention (Self)

+

N_token: Number of subbands

d_model: Tx ports

Normalization

Feed Forward Network

Normalization

Normalization

Normalization


