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This document contains the ad-hoc summary for the Monday ad-hoc
Topic #1: Model and dataset development
Open issues summary
Sub-topic 1-1 Finalization of dataset assumptions
Issue 1-1-4: Dataset size and split of system and link data in dataset
WF from RAN4#116bis:
Dataset for model evaluation
RAN4 will discuss how to introduce the new mixed dataset for model structure evaluation purpose at the beginning of this WI, by taking into consideration of the scalability and/or various configurations.
· Details are FFS including the channel model(s).

WF from RAN4#117:
How to generate the dataset (LLS, SLS etc.)

There was a discussion on whether to include SLS (Uma, Umi etc.) and/or LLS (TDL or CDL) in the dataset, but no conclusion.

· Agreement:
· In RAN4#118, the principle on how to define the database for training purpose will be discussed. Interested companies are encouraged to propose their principles with justification. This includes, but not limited to,
· How to enable RAN4 requirement
· If and how to ensure the requirements related to the real deployment
· What’s needed for direction-C model. 

Dataset contents:
· Agreement:
· Dataset consists of Eigenvectors
· At least Rank 2 considered
· FFS for rank 3 and rank 4
· Common procedure to select Eigenvectors:
· Select the right eigenvectors corresponding to the top-maximum- layer-number eigen values
· 	Perform column normalization by normalizing the L2 norm of each eigenvector in to 1
· 	Perform phase normalization by subtracting the angle of the first element from the angles of all the elements in each eigenvector


WF from RAN4#118:
Dataset format:

Agreement:
per-slot/per-subband covariance matrix construction → eigenvalue decomposition → eigenvector basis ordering (descending eigenvalue magnitude) → phase unwrapping/alignment → amplitude normalization


WF from RAN4#117:
Dataset contents:
· Agreement:
· Dataset consists of Eigenvectors
· At least Rank 2 considered
· FFS for rank 3 and rank 4
· Common procedure to select Eigenvectors:
· Select the right eigenvectors corresponding to the top-maximum- layer-number eigen values
· 	Perform column normalization by normalizing the L2 norm of each eigenvector in to 1
· 	Perform phase normalization by subtracting the angle of the first element from the angles of all the elements in each eigenvector


WF from RAN4#118:
Inclusion of rank >2:
Agreement:
· Regarding the training dataset, up to rank 4 are assumed.
· Up to rank4 are assumed for the test decoder and direction C model. 
· Only up to rank 2 is assumed for the performance requirements.


Agreement from RAN4#118bis:
Agreement:
· Confirm the assumption of FDD (15kHz SCS) in 2GHz fc and/or TDD (30kHz SCS) in 4GHz fc
· Keep separate datasets for different #CSI ports, CSI port configuration, channel model, SCS (if consider including both SCS 15kHz and 30kHz) (to be combined for training and alignment)
· No need for separate datasets for sub-band configuration or payload size
· Eigenvectors are used as per previous agreements, no latent information
· Size per CSI port configuration/channel model/SNR/correlation = X samples for TDL, Y samples for system level per scenario
· X and Y to be decided at RAN4#119


· Proposals
· To maintain the performance in field, it is suggested to have more data samples from SLS than data samples from LLS, e.g., 75% from SLS and 25% from LLS. (vivo proposal 9)
· It is suggested to contain about 500K~600K samples for one Tx number in final dataset(s). (vivo proposal 10)
· RAN4 to consider the following X value and Y value as the starting point: (Samsung proposal 9)
· 1000K samples including SLS and LLS data samples for each SCS
· equal distribution ratio, i.e., 1:1 for SLS and LLS
· Y = 125K samples for system level per scenario, which includes the different port configurations
· X = 27.7K samples for TDL per scenario, assuming 2 port configurations and 1 correlation types per channel model.
· List all possible scenario and antenna port combinations to determine the total number of dataset cases and the overall combined dataset size, as a basis for agreeing on the number of samples per individual case. (MEdiatek proposal 19-20)
· Each training dataset should contain 100k samples per company for both link and system simulation. (Ericsson proposal 12)
· RAN4 combines “mixed” TDL dataset, generated without assuming any antenna array virtualization, with system level dataset, generated based on assuming antenna array virtualization, to generate the final training dataset. (Qualcomm proposal 3)
· Recommended WF
· Firstly discuss the total expected number of samples per company. There is one proposal of 100k per SLS and LLS. (Other proposals not clear if it is per company)
· Discuss the SLS to LLS split.
· 1:1
· 25%/75%
· For LLS, discuss whether to split evenly over all LLS scenarios
· For SLS, discuss whether to split evenly over all SLS scenarios

Note: Dimensions:
· 2 * SCS
· 2 (or 4) * TX antenna ports size
· 2 * TX port configuration
· 3 * TDL channels, TBC * Antenna correlation per TDL channel, 3 * SNR points per TDL
· 4 * SLS scenarios
· 4 * MIMO layers

Ad-hoc discussion and outcome:

Mediatek offline question: Do we consider real channel estimation for LLS ?
Apple: We should do realistic channel estimation
Ericsson: Prefer real channel estimation. We can choose two SNR points instead of 3. Consider 5, 12.5 dB SNR only
Apple: We are not sure about SNR

SLS: 
Per Scenario / TX port number / TX port configuration / SCS / company  - 25k Samples

LLS:
Per Scenario / TX port number / TX port configuration / SCS  / SNR / company –10k Samples
· SNR points are revised to 5, 12.5dB only


Issue 1-1-5: Data captured in the dataset
WF from RAN4#116bis:
Dataset for model evaluation
RAN4 will discuss how to introduce the new mixed dataset for model structure evaluation purpose at the beginning of this WI, by taking into consideration of the scalability and/or various configurations.
· Details are FFS including the channel model(s).

WF from RAN4#117:
How to generate the dataset (LLS, SLS etc.)

There was a discussion on whether to include SLS (Uma, Umi etc.) and/or LLS (TDL or CDL) in the dataset, but no conclusion.

· Agreement:
· In RAN4#118, the principle on how to define the database for training purpose will be discussed. Interested companies are encouraged to propose their principles with justification. This includes, but not limited to,
· How to enable RAN4 requirement
· If and how to ensure the requirements related to the real deployment
· What’s needed for direction-C model. 


WF from RAN4#118:
Scenarios to be included in the dataset
Agreement:
· For evaluation of model parameters and scalability, use system level urban macro assumptions (same as Rel-19 SI)
· Final dataset(s) will contain both Link level and system level data
· Link level data will contain at least TDL channels. Additional CDL link level data is FFS


Agreement from RAN4#118bis:

Agreement:
· Confirm the assumption of FDD (15kHz SCS) in 2GHz fc and/or TDD (30kHz SCS) in 4GHz fc
· Keep separate datasets for different #CSI ports, CSI port configuration, channel model, SCS (if consider including both SCS 15kHz and 30kHz) (to be combined for training and alignment)
· No need for separate datasets for sub-band configuration or payload size
· Eigenvectors are used as per previous agreements, no latent information
· Size per CSI port configuration/channel model/SNR/correlation = X samples for TDL, Y samples for system level per scenario
· X and Y to be decided at RAN4#119

Dataset content:
Agreement:
· No link level CDL, but system level should include small scale fading with SCM channel model in 38.901

· Proposals
· RAN4 to capture at least the channel information. Latent information could be obtained by putting channel information into reference encoder. (vivo proposal 11)
· RAN4 to include in the dataset the spatial channel model in TR 38.753. (Nokia proposal 9)
· Dataset should include both FDD (15 kHz SCS) in 2 GHz and TDD (30 kHz SCS) in 4 GHz scenarios. RAN4 to clarify whether these two scenarios are considered in both SLS and LLS. (Nokia proposal 10)
· Discuss capturing the released RAN4 dataset as a single dataset file or as multiple sharded dataset files together with a machine-readable sidecar manifest, so that the physical storage choice does not change the logical dataset content or the interpretation of grouping and split information. (KTL proposal 5)
· Discuss minimum information for a machine-readable sidecar manifest associated with the released RAN4 dataset, including information related to RAN1 pairing ID / target CSI set / associated CSI feedback set semantics, RAN4 dataset-generation metadata, and file-level traceability such as dataset file or shard identity and row index or shard offset. (KTL proposal 6)
· Recommended WF
· Dataset is based on Eigenvectors as per previous agreement
· The dataset contains only training data
· Previous agreement was not to include CDL link level
· Companies should upload a separate test set for alignment. (Size: TBC)

Ad-hoc outcome
Agreement:
Dataset should consist of training+validation, (90%) testing (10%). 

Sub-topic 1-2 Model dimensioning and hyperparameters
This topic discusses issues relating to model hyperparameters and complexity, bearing in mind the previous agreements that the backbone is a transformer based on the “RAN1 structure”.
Note: Model structure agreements:
Agreement from RAN4#116bis:
Test decoder and reference encoder backbone
The test decoder and the reference encoder in Option 3 will have the same backbone.
· It is FFS if a single test decoder will be specified.
· The test decoder and the reference encoder can have different structures, e.g. # of layers

Model backbone
Transformer is assumed as the baseline
Only Quantized parameters are specified


Agreement from RAN4#117:
Model structure:
· Agreement:
· RAN1 transformer structure is taken as the baseline for simulation purpose and scalability analysis. 
· The scalability discussion and conclusion can be made based on RAN1 transformer structure. 
· Other model structure can be considered based on the analysis from the perspective of both performance and complexity. 



Agreement from RAN4#118bis:
Agreement:
RAN1 structure is baseline and is used for evaluation of scalability, hyperparameters.

Agreement:
Agree layer-common and rank-common training for the final models.



Issue 1-2-1: Hyperparameters
WF from RAN4#118:
Complexity limit:
Agreement:
· When evaluating performance, complexity should also be reported.
· [8] MFLOPs and [500k] parameters should be seen as a hard limit for the UE, and whether it is the core model or also includes embedding layers.
· The hard limit can be revisited if the performance is not satisfactory even when the hard limit is reached.
· FFS for the network/TE side:
· Option 1: Similar to UE
· Option 2: Asymmetric to UE encoder complexity
· Option 3: 20M FLOPs, 1M parameters



WF from RAN4#117:
Model hyperparameters to be discussed:
· Agreement:
· The following hyperparameters should be agreed:
· Number of transformer blocks N_TF
· Dimension of transformer block d_model
· N_head*d_head
· Number of self-attention heads N_head
· Dimension of attention head d_head
· Dimension of latent space inside feedforward module d_FF
· Multiple of d_model
· Activation function choice



WF from RAN4#118:
Model parameter selection
Agreement:
· N_TF maximum is up to 6 (for both encoder and decoder). It is FFS if encoder and decoder have to have the same N_TF. 
·  eTypeII performance is taken as a benchmark (for the same number of ports, sub-band size etc.). The metric used for this comparison is SGCS.





Agreements from RAN4#118bis:
Agreement:
RAN1 structure is baseline and is used for evaluation of scalability, hyperparameters.

Agreement:
Agree layer-common and rank-common training for the final models.

0 Model Complexity
Agreement: 
· For the encoder, confirm that it is the aim to limit to up to 500k parameters and 8 MFlops
· The limit can be revisited if the performance is not satisfactory even when the limit is reached. There needs to be a strong performance benefit to justify exceeding the limit.
· Confirm also that the encoder model complexity includes input and output linear embedding layer.
· Note: If specific linear embedding layer gets selected for the choice of scalability over payload, encoder model complexity includes the output linear embedding layer corresponding to the largest payload. 
· For the decoder, complexity needs to take into account:
· Decoder complexity is not expected to be less than the encoder
· Whether there is a performance gain in asymmetric complexity or not
· Robustness to accommodate different encoder implementations.
· The impact to inference time

1 Model hyperparameters
Agreement:
· The following options have been proposed for the encoder. RAN4 should aim to downselect between these options
· N_TF=2, d_model=64, d_FF=128, N_head x d_head=8 x 8
· N_TF=4, d_model=64, d_FF=128, N_head x d_head=8 x 8
· N_TF = 3, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· N_TF = 2, d_model = 128, d_FF = 256, N_head X d_head = 16 X 8 -> Violates complexity limit
· N_TF = 3, d_model = 128, d_FF = 256, N_head X d_head = 16 X 8 -> Violates complexity limit
· N_TF = 4, d_model = 128, d_FF = 256, N_head X d_head = 16 X 8 -> Violates complexity limits
· N_TF=6, d_model=64, N_head x d_head=8 x 8, d_FF=256
· All companies should provide results for: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· The options with N_TF=2, 3, 4 and d_model=64 are prioritized. To facilitate evaluation, interested companies are requested to provide results at least for the prioritized options.

· The following options have been proposed for the decoder. RAN4 should aim to downselect between these options
· N_TF=4, d_model=64, d_FF=128, N_head x d_head=8 x 8
· N_TF = 3, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· N_TF = 2, d_model = 128, d_FF = 256, N_head X d_head = 16 X 8
· N_TF = 3, d_model = 128, d_FF = 256, N_head X d_head = 16 X 8 
· N_TF = 4, d_model = 128, d_FF = 256, N_head X d_head = 16 X 8 
· N_TF=6, d_model=64, N_head x d_head=8 x 8, d_FF=256
· All companies should provide results for: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· The options with N_TF=2, 3, 4 and d_model=64 are prioritized. To facilitate evaluation, interested companies are requested to provide results at least for the prioritized options.

· Companies are also encouraged to bring eTypeII results for comparison.
· Companies should present their estimates for complexity including an explanation of how the complexity is derived

· For encoder-decoder complexity, prioritize analysing:
· Same encoder/decoder complexity
· Next higher complexity decoder option for an encoder
· Other combinations can be evaluated

· Baseline on other assumptions for comparing hyperparameters: 32 TX ports, 18 sub-bands, CSI payload {64, 2}, {64, 2}, {64, 2}, {64, 2}, 4 layers, [Uma channel model]. Companies are encouraged to use this baseline for simulations comparing hyperparameter options in order to obtain comparable results from different companies.
· For scalability evaluation only, use the following assumptions for hyperparameters in order to obtain comparable results between companies:
· Encoder: N_TF = 4, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8
· Decoder: N_TF = 6, d_model = 64, d_FF = 256, N_head X d_head = 8 X 8



· Proposals
· N_TF = 4, d_model = 64, d_FF = 128, N_head x d_head = 8 x 8 (Both encoder and decoder, Intel)
· N_TF = 4 or 6, d_model = 64, d_FF = 128, N_head X d_head = 8 X 8 (both 16/32 and 64/128 ports, vivo proposal 5)
· N_TF = 2, d_model = 64, d_FF = 256, N_head x d_head = 8 x 8 (Oppo proposal 2, encoder)
· N_TF = 2, d_model = 64, d_FF = 256, N_head x d_head = 8 x 8 (Apple proposal 4, encoder)
· N_TF = 4, d_model = 64, d_FF = 256, N_head x d_head = 8 x 8 (Oppo proposal 2, decoder)
· N_TF = 3, d_model = 64, d_FF = 256, N_head x d_head = 8 x 8 (Both encoder and decoder, Ericsson proposal 2, Qualcomm proposal 8)
· N_TF = 4, d_model = 64, d_FF = 256, N_head x d_head = 8 x 8 (Both encoder and decoder, Samsung proposal 5, Anritsu proposal 1, Ericsson proposal 2, Huawei proposal 3)
· N_TF = 6, d_model = 192, d_FF = 384, N_head X d_head = 8 X 24 (both 16/32 and 64/128 ports, vivo proposal 6)
· N_TF = 6, d_model = 64, d_FF = 256, N_head x d_head = 8 x 8 (LG proposal 3, Huawei proposal 3)
· N_TF = 4, d_model = 128, d_FF = 256, N_head x d_head = 16 x 8 (Apple proposal 4) 
· For the reference encoder, consider d_model = 64 to ensure practical implementation complexity. (Mediatek proposal 11)
· RAN4 limits d_model to <= 64 in hyperparameter configuration of the transformer based encoder. (Qualcomm proposal 7)
· Decoder d_model = 128 should be adopted for the test decoder, as it provides +1.8% mean SGCS improvement across all encoder pairings without affecting UE-side complexity. (Apple proposal 2)
· For encoder downselection, wider feed-forward dimensions should be prioritized over additional layers, as encoder depth beyond four layers yields negligible SGCS gain at proportionally higher FLOPs, while decoder investment should prioritize larger d_model. (Apple proposal 3)
· Consider d_model = 64 and N_TF = 4 as the performance-optimized solution. Consider d_model = 64 and N_TF = 3 as the complexity-optimized solution. (Mediatek proposals 12-13)
· RAN4 to adopt symmetric complexity for the encoder and decoder. (Samsung proposal 6, Anritsu proposal 1)
· RAN4 should assume the same hyperparameters for encoder and decoder. (Ericsson proposal 3)
· RAN4 to evaluate the downselected model hyperparameters on the Rel-20 mixed dataset when it’s ready. RAN4 should revisit the model hyperparameters if the performance is not satisfactory. (Samsung proposal 7)
· Confirm an upper bound of 8 million FLOPs per inference for the reference encoder.  Confirm an upper bound of 500,000 parameters for the reference encoder. (Mediatek proposals 8-9)
· Seek feedback from infrastructure and TE vendors to define the upper bounds on FLOPs and parameter count for the test decoder. The test decoder may assume higher complexity than the reference encoder, provided that practical implementation remains feasible. (Mediatek proposal 10, 14)
· If RAN4 agrees to develop different model for 64 and 128 ports, more complex structure, e.g., larger dmodel and dFF, may be needed for supporting 64 and 128 ports. (CATT proposal 1)
· Further evaluation on model hyperparameters is needed to ensure good inference performance. (CATT proposal 4)
· When RAN4 decides the model hyperparameters, RAN4 should also refer to SGCS with Rel-16/19 eTypeII codebook. (Ericsson proposal 4)
· Asymmetric complexity can be considered for encoder and decoder, in order to provide more flexibilities for performance improvement. (Huawei proposal 2)
· RAN4 should employ asymmetric encoder–decoder complexity for two-sided CSI compression, with a lightweight encoder at the UE and a higher-capacity decoder at the gNB. (Apple proposal 5)
· RAN4 to align on the size of the mixed dataset from different layers used for model parameter evaluation and discuss using higher than 500K samples. (Nokia proposal 1)
· RAN4 to consider both [4, 4, 2] and [8, 2, 2] Tx port configurations for model parameter evaluation for 32 Tx ports. (Nokia proposal 2)
· Recommended WF
· It is recommended not to discuss further qualitatively about complexity, but to focus on the hyperparameters. The agreed UE complexity limit should be taken into account.
· The discussion is focussed on 16/32 ports. Afterwards, it can be checked whether any conclusions can be applied for 64/128 ports.
· Firstly, discuss d_model
· Most companies propose to consider d_model = 64.
· Important to consider the impact of d_model 128 options on UE complexity limit
· Apple propose that it is better to consider d_model = 128 and a lower N_TF
· Vivo propose d_model = 192 for the decoder (for both 16/32 and 64/128 ports)
· Then, discuss N_TF
· N_TF=4 is popular for the decoder. No lower than 4 is proposed for the decoder (6 is also proposed)
· For the encoder, N_TF=4 is also popular, although 2 is also proposed
· Then, discuss N_head
· 8 is popular
· It was previously agreed that eTypeII performance is also used as a reference when considering the performance.

Ad-hoc discussion and outcome:

Apple: Our proposal is d_model 128 for the decoder. For the encoder, we propose 64
Qualcomm: We propose N_TF as 3 for the encoder because we do not see much difference to 4 in performance
MTK: We have the same observation as Qualcomm; difference 4 to 3 is minor. Two is too small
Oppo: We compared 2 and 4; they are very close so we propose to keep 2
Samsung: We propose 4 because when we evaluate larger latent dimensions such as 192, losses are observed.
Nokia: N_TF 6 does not violate the complexity limit for the encoder
Ericsson: We agree with 3 or 4. With 2, in our evaluation, performance is not good.
ZTE: Most companies simulated 4. 4 can be the baseline, others are optional.
Keyight: For the decoder, complexity will influence inference time
Rohde & Schwarz: Does this discussion apply to 5G or 6G ? For 5G, we would like to re-use existing test equipment; we should keep a decoder that does not have huge complexity. We need to have acceptable delays.
Intel: We also want to keep encoder and decoder complexity similar. We need to decode within a timeframe. We see a small difference in SGCS

Encoder:
· D_model for the encoder is 64
· N_TF for the encoder 
· 4 is a baseline
· FFS whether 3 could replace 4 if performance is evaluated with larger payload sizes etc.
· FFS whether 2 could replace 4 if performance is evaluated with larger payload sizes etc.
· N_Head and d_head – 8
· D_FF for the encoder 256

Decoder
· Baseline: N_TF 4 and d_model 64
· Check whether increasing the d_model can yield a substantial performance increase considering: N_TF 4 and d_model 128
· Check whether increasing the N_TF can yield a substantial performance increase considering: N_TF 6 and d_model 64
· Complexity should be taken into account. TE vendors and NW vendors should provide a view on an acceptable number.
· N_Head is 8 or 16 (depends on d_model) d_head – 8
· D_FF for the decoder 256
· 

Performance should compare encoder and decoder pairs based on these combinations
· Companies should check performance with the encoder baseline and decoder baseline as a minimum
· Companies recommended to use a dataset of at least 500k samples for checking hyperparameters

Offline: Check complexity calculation and aim for an Annex in the WF


Sub-topic 1-3 Scalability

Issue 1-3-4: Scalability evaluation across multiple dimensions
· Proposals
· Single-variable evaluations could serve as the first step, but when truly considering scalability issues, the combinations of TX port, subband, and payload size should be all taken into account. (Oppo proposal 4)
· For N scalability assumptions, if using a single model does not result in significant performance loss compared to a baseline solution, then the model could be considered capable of covering those N different scalability assumptions. If the above condition is not met, a new reference model needs to be added. (Oppo proposal 5)
· Recommended WF
· Number TX port possibilities (2) * Number of SCS (sub-band) possibilities (3) * Number of latent space size possibilities (5) -> 30 simulations
· Discuss whether it is feasible to assess scalability across all dimensions.

Ad-hoc discussion and outcome:
Samsung: We do not need to consider all combinations. We need to verify feasibility of the scalability method. Considering practical development, UE and BS vendors can train their models.
Vivo: We also tried to evaluate all combinations together. We compared to eTypeII with one model for all combinations. 
MTK: We also think that at some point we should evaluate everything together.
Apple: During the online session we talked about the SGCS degradation for general model vs. specific model comparing all configurations. The payload scaling does not need to apply for every sub-band and TX scaling.

Agreement:
· Keep to agreement on latent space size when evaluating TX port and sub-band size
· Evaluate all 6 combinaitons of sub-bands and TX ports.

Issue 1-3-7: CSI payload scaling
Agreement from RAN4#118bis:
Agreement:
•	Considering the incoming LS, agree the following:
o	This implies 64, 128, 192, 256, 384, 512, 768 bits total
Rank1
Rank2
Rank3
Rank4




{32, 2}
{32, 2}, {32, 2}


{64, 2}
{64, 2}, {64, 2}
{32, 2}, {32, 2}, {64, 2}
{32, 2}, {32, 2}, {32, 2}, {32, 2}
{128, 2}
{128, 2}, {128, 2}
{64, 2}, {64, 2}, {128, 2}
{64, 2}, {64, 2}, {64, 2}, {64, 2}
{192, 2}
{192, 2}, {192, 2}
{96, 2}, {96, 2}, {192, 2}
{96, 2}, {96, 2}, {96, 2}, {96, 2}

•	Do not consider the additional 1-bit quantization


· Proposals
· For CSI payload, it is proposed to consider specific output linear layer for each payload configuration. (CMCC proposal 2)
· RAN4 to adopt Option 1- truncation/masking of the output linear layer output for payload scalability. (Samsung proposal 3, ZTE proposal 4)
· Define a reference encoder model that achieves payload scalability through a truncation approach. Define a test decoder model that achieves payload scalability through a zero-padding approach. (Mediatek proposals 6-7)
· RAN4 to select one alternative for scalability of CSI payload, considering both the performance and complexity.
· Alt1: Adapt layer.
· Alt2: Truncation.
· Use specific output layer method to support the scalability of payload size. (CATT proposal 3)
· RAN4 should discuss the CSI payload options not only with SGCS performance but also with the total number of model parameters. (Ericsson proposal 1)
· RAN4 to align the simulation assumptions for the comparison between the two payload scalability options and take into account the performance-complexity tradeoff when selecting the final method. (Nokia proposal 5)
· Both Option 1 (truncation) and Option 2 (per-payload adapters) have identical WF-compliant encoder complexity (427K parameters, 7.7 MFLOPs), and neither option dominates across all 14 rank/payload configurations. It is proposed that RAN4 select the payload configuration mechanism based on the worst-case SGCS across the 14 agreed rank/payload configurations as the primary selection criterion. (Apple proposal 1)
· RAN4 selects the option of specific output linear embedding layer for payload scalability in Direction C. (Qualcomm proposal 3)
· Recommended WF
· The proponents of adaptation layer argue that there is a performance difference; in particular for the larger latent space dimension it can be up to 7-10%.
· The proponents of zero padding argue that the performance difference is not so large as to justify the additional complexity of the adaptation layer.
· There is some difference in the complexity estimations.


Ad-hoc discussion and outcome:
MTK: We should not optimize for the largest payload, consider all. The significant gains are for the largest payload. There are differences in the gains seen between companies. There is additional complexity. We propose truncation.
Qualcomm: We see 3% SGCS improvement and this should not be disregarded. This is why we propose the adaptation layer. Most layers do not need to be loaded during runtime. For the truncation approach the largest payload needs to be loaded. We do not see a large complexity increase.
Ericsson: For the UE side, do you consider the memory size for runtime, not storage size ? Answer: Storage size is not as important.
Huawei: Support truncation because the model serves as the structure for 3a-1. It would impose too much burden for the workload. Different parameetrs for different structure.
Apple: There is no clear preference of one over the other. For the complexity we do not think that adaptation layer is more complex than truncation.
CATT: We share Qualcomms view. When the model is trained for rank 4, the SGCS is 3% different. Adaptation layer outperforms padding for all except the smallest. We also analyzed the complexity, agree with Qualcomm the largest payload size dominates.
ZTE: We also support truncation; regarding the complexity, more connected layers can also increase the parameter number.
Samsung: We support the truncation method – we see 1-2% gain by using the adaptation layer. Consider memory, layer switching etc., truncation is more simple.

Observations:
The complexity calculation needs to be aligned.
The complexity of adding a linear adaptation layer is acceptable for N_TF < 4. For N_TF=4, might exceed the UE complexity limit. TBC complexity after the complexity calculation is clarified.
The performance difference between adaptation layer and truncation is not significant for small payload sizes
The SGCS performance difference between adaptation layer and truncation is in the range 3 – 10% for large payload sizes (depending on company results)


Sub-topic 1-4 Other model design issues

Issue 1-4-1: Latent message quantization
Agreement from RAN4#118bis:
Agreement:
· Follow RAN1 decision for payload quantization



· Proposals
· Regarding quantization of the 2 bits, RAN1 agreements could be directly reused in RAN4, i.e., for the standardized SQ codebook, support [1/8, 3/8, 5/8, 7/8] for Q=2. (Oppo proposal 3, Samsung proposal 4, ZTE proposal 3, CAICT proposal 3, LG proposal 2, Ericsson proposal 6, Nokia proposal 6, Qualcomm proposal 6)

Ad-hoc outcome
· Agree to support [1/8, 3/8, 5/8, 7/8] for Q=2

Issue 1-4-2: Model parameter quantization
WF from RAN4#117:
Quantization of model parameters and payload:
· Agreement:
· Evaluations that decide on which structure to use should take into account quantization of model parameters and payload
· Baseline for study of scalability and model structure study: Quantization aware training
· Scalar quantization assumed for the payload as the assumption for the study on model structure and scalability
· FFS quantization codebook
· 8 bit quantization as default assumption for the parameters for the study on structure and scalability
· 16 bit quantization if too much degradation seen with 8 bit



WF from RAN4#118:
Model parameters quantization:
Agreement:
· Agree 8 bits quantization of model parameters; companies encouraged to describe how they implement quantization aware training



Agreement from RAN4#118bis:
· For evaluation of hyperparameters and scalability, assume no model parameter quantization.
· Model parameters are represented as 8 bit integer format
· FFS how to decide the range of model parameters and quantization step. 
· As well as quantized model, also the floating point model is available as reference
· The quantized model should be used for the option 3 test decoder.
· Assume quantization aware training


· Proposals
· For quantization-aware training for Int8 quantization, consider uniform quantization method, where Quantized value = round (Float value / Scale factor) + Zero point. Different layers may have different Scale factor and Zero point. (Vivo proposal 7)
· RAN4 should quantize the model parameters with 8 bits by 
 (Ericsson proposal 5)
· Recommended WF
· TBA

Ad-hoc discussion and outcome:

Qualcomm: Further evaluation needed
Ericssion: Could vivo clarify how to decide scaling factor and zero point.
Vivo: Open for further discussion. Further evaluate in future meetings.
Apple: We also need to look into it
Samsung: PyTorch will automatically calculate quantization; scaling factor and zero point. It can be done using Pytorch; we do not need to manually design this.
Qualcomm: We understand that the main objective is because the TE vendors will implement the quantized model. The UE should develop their own quantized model. Is quantizaiton for the TE ?
Nokia: Can we capture that this is for TE vendors
Samsung: Can TE vendors decide the first part. For the last bullet, do we need the bullet ?

Conclusion:
· Check whether quantized values are needed for TE to ensure reproducible testing across different vendors
· If TE vendors do not need a quantized model then model parameters quantization discussion can be dropped.
· In case quantization is needed, Capture 3 options for further discussion; Vivo proposal, Ericsson proposal and Samsung proposal to use Pytorch.
· BS and UE can use the floating point model and do their own quantization in implementation.
· FFS whether the quantized encoder needs to be captured in 3GPP
· FFS whether float 16 or float 32 is stored in the spec
· Companies encouraged to show results with and without quantization to check how much difference it makes.

