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*** Start changes ***

S.2
Video 
S.2.1
Conversational video

An MSMTSI client in the terminal shall be capable of receiving and locally composing at least one main video and one or more video thumbnails. A "thumbnail" video is in this context defined as a receive-only video "m="-line that is not the first video "m="-line in the SDP, and that is also not identified with any "a=content:main" or "a=content:slides".

An MSMTSI client in terminal shall support receiving at least one thumbnail and may also support receiving any number of additional thumbnails, subject to MSMTSI client capability. An MSMTSI MRF shall support sending at least two thumbnails and may support sending any number of additional thumbnails, subject to MSMTSI MRF capability.

An MSMTSI client in terminal shall support sending at least one thumbnail-sized simulcast format of the main video, and may support sending also other simulcast formats. An MSMTSI MRF shall support receiving at least one thumbnail-sized simulcast format of the main video, and may support receiving also other simulcast formats.


*** Next changes ***

S.3
Audio
S.3.1
General

An MSMTSI client in terminal shall be capable of receiving and may be capable of sending multiple simultaneous audio RTP streams. The number of multiple audio streams received at the MSMTSI client may be different than the number of multiple audio streams sent from the same MSMTSI client.

Support for multiple audio streams in the direction from an MSMTSI MRF to an MSMTSI client in the terminal shall be interpreted as originating from different group call participants.

An MSMTSI client in terminal shall support local mixing of received audio streams, and may support use of spatial rendering tools, such as local Head-Related Transfer Function (HRTF), to perform audio panning and mixing of the multiple audio streams. Audio panning may enable the rendering device to choose to vary the audio levels of participants by adjusting the mixing gains.





Multi-stream audio is not to be confused with multichannel audio where multi-stream audio may include one or more of mono, stereo, or multichannel audio RTP streams originating from different group call participants.

*** Next changes ***

S.5
Media configuration

S.5.1
General

An MSMTSI client that receives an SDP offer with "m="-lines that it cannot handle or does not understand shall use regular SDP offer/answer procedures [8] to individually reject those unsupported "m="-lines. An MSMTSI client shall not send RTP or RTCP for rejected "m="-lines.

An MSMTSI client shall support controlling its maximum sending rate per "m="-line for media related to that "m="-line, as described by clause 6.2.5.
An MSMTSI client that supports more than a single codec for a certain media type from the codecs listed in clause 5, shall support concurrent encoding and sending simulcast [155], and concurrent decoding, with more than a single one of the supported codecs for every sending media source ("m=" line) of that media type. An MSMTSI MRF that supports more than a single codec for a certain media type from the codecs listed in clause 5, shall support receving simulcast with more than a single one of the supported codecs for every received media source ("m=" line) of that media type. 
An MSMTSI client that supports more than a single codec for a certain media type from the codecs listed in clause 5, shall be capable to receive media using any one of those codecs, even if the used codec (RTP payload type) is changing from one RTP packet to the next, for all received media sources ("m=" lines) of that media type. This capability to receive RTP payload type changing from one RTP packet to the next is indicated by accepting payload types with all of the supported codecs from the SDP offer in the SDP answer. This way, no SDP re-negotiation is needed to change codec between the ones included in the answer. This ability to support RTP payload type changes every RTP packet is an essential part of the receiving end of a codec simulcast scenario, and shall be explicitly indicated in SDP by including "a=simulcast" with the supported codecs as simulcast format alternatives, even if it means that only a single simulcast stream with alternatives is listed in simulcast receive direction.
An MSMTSI client that negotiated receiving simulcast with different codecs and that receives a set of such simulcast streams, can dynamically choose which simulcast stream to decode and should use the best quality simulcast stream that is available from that set at any given point in time
.
An MSMTSI MRF that negotiated sending simulcast with a set of different codecs and that needs to forward streams using those codecs, may change RTP payload type within that set in its sent stream at any point in time, as needed to support the communication scenario and forwarding strategy used by the MSMTSI MRF.
When using simulcast, the "a=rid" [155] identification of simulcast formats shall be unique. MSMTSI clients in terminal and MSMTSI MRF shall support separating simulcast formats through referencing separate RTP payload types for each simulcast format, i.e., using the "pt=" parameter on the "a=rid" line. It is optional for MSMTSI clients in terminal and MSMTSI MRF to support constraints parameters for the "a=rid" lines. An MSMTSI client in terminal and MSMTSI MRF shall be capable to ignore any "a=rid" constraints parameters it does not understand and correctly negotiate them away in the SDP answer, as specified in [155].

NOTE: The only, currently defined "a=rid" constraint applicable to 3GPP audio codecs is bitrate ("max-br").

S.5.2
Main video

The main video SDP "m="-line shall be the first video "m="-line in an SDP offer from an MSMTSI client, to increase the probability that it is accepted by a non-MSMTSI client. The main video SDP "m="-line shall be identified by an "a=content:main" SDP attribute [145] under that "m="-line. The MSMTSI client shall be capable of identifying the main video when the video "m="-line contains "a=content:main", even if this is not the first video "m="-line in the SDP. An MSMTSI client shall be capable of receiving an SDP without any "a=content:main" SDP video attribute, and should then choose main video to be the first suitable video "m="-line that cannot be clearly identified for another purpose (such as for example "a=content:slides", see below).

In case of video, where the main video and thumbnail video are being sent from the MSMTSI client to the MSMTSI MRF, use of simulcast shall be indicated in SDP according to [154] and [155] in an SDP offer. SDP simulcast negotiation decides which simulcast formats, if any, that are sent between the MSMTSI clients in terminal and the MSMTSI MRF. An MSMTSI client in terminal shall use send direction simulcast in the SDP when negotiating use of simulcast to send main video thumbnail. An MSMTSI MRF shall use receive direction simulcast in the SDP when negotiating use of simulcast towards an MSMTSI client in terminal to receive main video thumbnail.

An MSMTSI client in terminal that receives an SDP offer using simulcast from a remote party that is not a conference focus (indicated by the SIP isFocus tag not being present in SIP headers), should disable use of simulcast in the corresponding SDP answer.

*** Next changes ***

S.5.5
Audio

The main audio SDP "m="-line shall be the first "m="-line in an SDP offer from an MSMTSI client, to increase the probability that it is accepted by a non-MSMTSI client.

Support for multiple, simultaneous audio streams shall be indicated in SDP as separate audio "m="-lines. The number of supported channels in multi-channel audio shall be indicated per audio stream through the SDP "m="-line <encoding parameters>, with the default being a single channel when <encoding parameters> is omitted. There is no restriction in how additional audio "m="-lines are ordered in relation to other "m="-lines in the SDP, except that they shall be listed after the main audio "m="-line.

 
*** Next changes ***

S.8
Rate Adaptation
An MSMTSI client in the terminal should know which RTP streams that share a common channel resource (such as a radio bearer), and shall take this into account when performing per-stream rate adaptation. Per-stream adaptation is specified in clause 10. An MSMTSI MRF should, unless explicitly configured otherwise, assume during rate adaptation that all media streams of the same SDP media type (audio, video, etc) from a single MSMTSI client share a common channel resource. The sum of bitrates used for streams sharing a common channel resource shall be controlled such that they jointly do not exceed the estimated available channel resource. This applies to all MSMTSI clients both in the send direction and in the receive direction, providing rate adaptation information feedback (e.g. TMMBR or any rate control mechanism natively available to the used codec) to the sending party. 
In situations where a MSMTSI client or MRF media sender that has the ability to send multiple media streams is faced with scarce network resources, insufficient to support maximum bitrate for all streams the sender is capable to send, it can be necessary for the sender to choose which streams to either entirely omit, temporarily stop, or degrade more than others. Degrading all streams evenly may not be the best approach, but consistently degrading one stream at a time may also not be preferable. The individual media receiver of those multiple streams is likely the one best equipped to decide which streams are most interesting to receive in a specific communication scenario, but some general guidance can be given. It is recommended that the main audio stream is considered most important, except for special use cases that do not require use of audio. Screenshare video is likely next most important, after which comes main video and BFCP. When using simulcast, main video simulcast using different codecs is likely more important than video thumbnail simulcast. Video thumbnails are likely least important in most use cases.
*** Next changes ***

T.2.x
MSMTSI simulcast offer using two codecs
This example offer is an excerpt of just the first "m=" block from the example in clause T.2.1 and effectively offers the same functionality, but makes use of simulcast with different video codecs, H.264 and H.265, in addition to the simulcast used for main video thumbnail in clause T.2.1.
SDP lines specifically interesting to this example are highlighted in bold, which would not be the case in an actual SDP.

Table T.4x: Example SDP simulcast offer from MSMTSI using two codecs
	SDP offer

	m=video 49154 RTP/AVPF 101 102 103 104
b=AS:1960
b=RS:0

b=RR:2500

a=rtpmap:101 H265/90000

a=rtpmap:102 H264/90000

a=rtpmap:103 H265/90000

a=rtpmap:104 H264/90000

a=fmtp:101 profile-id=1; level-id=93; \

     sprop-vps=QAEMAf//AWAAAAMAgAAAAwAAAwBdLAUg; \

     sprop-sps=QgEBAWAAAAMAgAAAAwAAAwBdoAKAgC0WUuS0i9AHcIBB; \

     sprop-pps=RAHAcYDZIA==
a=fmtp:103 profile-id=1; level-id=30; \

     sprop-vps=QAEMAf//AWAAAAMAgAAAAwAAAwA8LAUg; \

     sprop-sps=QgEBAWAAAAMAgAAAAwAAAwA8oAoIDxZS5LSL0AdwgEE=; \

     sprop-pps=RAHAcYDZIA==;

a=fmtp:102 packetization-mode=0; profile-level-id=42e01f; \

     sprop-parameter-sets=Z0KADZWgUH6Af1A=,aM46gA==
a=fmtp:104 packetization-mode=0; profile-level-id=42e00c; \

     sprop-parameter-sets=J0LgDJWgUH6Af1A=,KM46gA==

a=imageattr:101 send [x=1280,y=720] [x=848,y=480] [x=640,y=360] [x=320,y=240] \

     recv [x=1280,y=720,q=0.6] [x=848,y=480] [x=640,y=360] [x=320,y=240]

a=imageattr:103 send [x=176,y=144] [x=224,y=176] [x=320,y=180] \

     recv [x=176,y=144] [x=224,y=176] [x=320,y=180,q=0.6]

a=imageattr:102 send [x=1280,y=720] [x=848,y=480] [x=640,y=360] [x=320,y=240] \

     recv [x=1280,y=720,q=0.6] [x=848,y=480] [x=640,y=360] [x=320,y=240]

a=imageattr:104 send [x=176,y=144] [x=224,y=176] [x=320,y=180] \

     recv [x=176,y=144] [x=224,y=176] [x=320,y=180,q=0.6]

a=rid:0 send pt=101

a=rid:1 send pt=103
a=rid:2 recv pt=101
a=rid:4 send pt=102

a=rid:5 send pt=104

a=rid:6 recv pt=102
a=simulcast:send 0;4;1;5 recv 2,6
a=content:main

a=rtcp-rsize

a=rtcp-fb:* trr-int 5000

a=rtcp-fb:* nack

a=rtcp-fb:* nack pli

a=rtcp-fb:* ccm fir

a=rtcp-fb:* ccm tmmbr

a=rtcp-fb:* ccm pause nowait

a=extmap:4 urn:3gpp:video-orientation


*** End changes ***

�Since this is applicable to all media simulcast, not just video, it is moved to S.5.1


�Overridden by new text in S.5.1 and can thus be deleted here.


�Text in S.2.1 is moved to S.5.1 and no longer needs referencing here


�Since “a=rid” usage comments is moved from S.2.1 to S.5.1, this note is also moved to S.5.1


�This sentence is covered by the rate adaptation considerations in S.8 and can be deleted here.


�How best formulate that it is not acceptable to just wait for that best quality stream (even if it never arrives) and ignore all other simulcast streams?


�Moved here from S.2.1


�Moved here from S.3.1


�Replaced by general text in S.5.1, applicable to video as well as audio, and thus no longer needed here.


�While I fully agree with this sentence, I fear it is giving too little information to be helpful for someone that needs to know how the MSMTSI MRF works. We likely need entirely new text for this, maybe a whole new chapter. For now, also moved to a similar sentence in S.5.1.





