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1.
Introduction
SA4 has agreed to work on a revision of the FEC code support for MBMS during Rel-11. A device-based performance activity has been realised and the results have been verified during the past two months. The results from Huawei's own activity in this regard are reported in S4-121344 and S4-121345.
Those two documents do not attempt to do any comparison between the candidates. This is the purpose of this document.
2.
Comparison of candidates

2.1
Introduction

SA4 has agreed in SA4#70 to select one of the three candidates, Expway's RS+LDPC, Qualcomm's 6330 or Broadcom's Supercharged, based on the numbers provided by the candidates themselves at the time, showing that there is definite improvement over the existing Raptor FEC algorithm present in 3GPP standards since Rel-6.

It has been decided not to attempt to define a single figure of merit to define the "best" candidate, but instead to develop a number of criteria, weighted subjectively, in order to come up with a preferred solution. The 3GPP process of consensus-based decision will be followed in order to reach a conclusion.

Hence, it is our expectation that we will be able to develop a consensus around a solution for SA4#71. Note that it was agreed in SA4#68, Kyoto, to take in account "harmonisation" of solutions. It was not possible at the time to describe what shape this would take, but we need to take this in consideration as we work through our decision process during SA4#71.

A number of aspects need to be taken in account. We will go in more details on the following topics:

-
device-based download performance
-
device-based streaming performance
-
standardisation status

-
current industry deployments
2.2
Comments on the performance numbers

All the numbers used for device-based performance are extracted from our own measurements, as described in S4-121344.

No software has been provided by any candidate to test the baseline, 5053/Raptor, hence it is not possible to make any useful comparison against the baseline, since no result has been obtained independently under the exact same conditions as the three candidates. In a sense, it does not matter, since we have already indicated to SA that we are positive that one or more candidates meet the requirements of the work item, and thus the baseline will be replaced. The question is "just" to decide which one of the candidates to select.

The numbers themselves need to be taken with caution. There was no homogeneous approach to the development of the software (for this, it would have been possibly better to ask the candidates to provide a decoding library to link against a common code for reception and writing to SD).

To make a somewhat limited analogy, this would be testing the performance of car engine technology by comparing an early prototype engine, a commercially available car, a customized product car such as WRC cars, a formula one, and a dragster (this analogy does not try to map in any way to the provided softwares).

An example of this is the increased performance of the streaming decoder of one candidate, which in the latest version improves its performance in some cases by over 60%. One can wonder what results we would get if each candidate had the time and capacity to develop "dragsters" that would have little-to-none unnecessary code and just test the "pure" algorithm. But we don't have this possibility, and we need to do with the numbers we have as a basis for guessing the probable capability of the product as included finally in devices.
2.3
Download performance

The following use cases were tested:

	Test
	LD60
	LD108
	LD109
	LD110
	LD118
	LD119
	LD118_108
	LD119_109
	LD60_110

	Size
	HD
	Clip
	SD
	HD
	Clip
	SD
	Clip
	SD
	HD

	Duration
	5h
	30s
	20mn
	5h
	30s
	20mn
	30s
	20mn
	5h

	Speed
	3km/h
	120km/h
	120km/h
	120km/h

	Protection
	20%
	5%
	20%
	20%

	Error
	20%
	5%
	20%
	5%


A number of configurations were tested:

-
6330 had 3 configurations, as sender strategy, using the same code (the code was updated after the adhoc meeting due to a bug in the original software):

-
set#1: low memory usage, low overhead, low speed

-
set#2: high memory usage, low overhead, high speed

-
set #3: low (medium) memory usage, higher overhead, high speed

-
Supercharged had 3 configurations, as sender strategy, using the same code:

-
set #1: high speed

-
set #2: low memory

-
set #3: high speed and low memory

​-
RS+LDPC had 2 configurations, using the same sender strategy, but different code configuration (the description is mine):

-
code#A: fine-grain index, higher memory, lower speed
​-
code#B: coarse-grain index, lower memory, higher speed (code#B was provided after the adhoc meeting to show that the original values for the download from the network to the SD card had nothing to do with the decoding process)
NOTE:
as the fine-grain vs coarse-grain capability does not translate in our analysis, we are just taking code#B's results in the following discussion.

For download cases, efficiency is the most important: we need to minimise the CPU consumption, while keeping a reasonable memory footprint. We need to consider also the battery efficiency, at least for the smaller files (no UE on battery would be able to sustain a 5-hour download in any case).
Speed matrix for RS+LDPC #B:

	RS+LDPC #B
	Clip
	SD
	HD

	5%/5%
	247
	266
	225

	20%/20%
	170
	113
	113

	20%/5%
	335
	382
	272

	Memory
	5-6
	14-19
	25-30


Speed matrices for Supercharged:

	Supercharged
	Set #1
	Set #2
	Set #3

	
	Clip
	SD
	HD
	Clip
	SD
	HD
	Clip
	SD
	HD

	 5%/5%
	60
	19
	21
	
	61
	38
	
	55
	

	20%/20%
	66
	25
	55
	
	44
	
	
	65
	

	20%/5%
	125
	81
	73
	
	97
	
	
	85
	

	Memory
	8-9
	173-193
	196-708
	
	84-96
	95
	
	26-30
	


Speed matrices for 6330:

	6330
	Set #1
	Set #2
	Set #3

	
	Clip
	SD
	HD
	Clip
	SD
	HD
	Clip
	SD
	HD

	 5%/5%
	182
	104
	107
	174
	159
	159
	
	178
	173

	20%/20%
	178
	106
	108
	172
	157
	160
	
	177
	175

	20%/5%
	205
	119
	119
	194
	173
	171
	
	201
	190

	Memory
	3
	9
	10
	7
	67-70
	71-75
	
	21-22
	22-23


The three candidates have quite different profiles:

-
Supercharged unfortunately does not provide values that are sufficient for sustaining the comparison. Values of set#2 are somewhat better than set#1 for both memory and speed, but while memory numbers approach set#2 of 6330, the corresponding speed is 2-3 times lower.

-
RS+LDPC shows overall good performance, and good memory management. It is exceptionally good at low protection, or as soon as more packets are received then strictly required. It is somewhat lacking in the 20%-loss results, especially for SD, where the radio capacity may be a premium, but it would be good to see the progress as soon as a few more packets are grabbed.

-
6330 shows overall good performance, and good memory management, but not necessarily both together. While it can perform with very limited decoding memory, its performance is lacking for both SD and HD files. Set#2, while keeping the overhead low and improving the performance, consumes too much memory to be really considered. Sub-blocking (set#3) is thus necessary to provide good performance with a reasonable memory consumption. The limitation of 6330 is that the trade-off between low memory/low speed/low overhead is a decision that needs to be made by the operator for all devices at once, and cannot be an individual configuration UE by UE depending on its own capabilities (memory, battery power, available CPU power).
Conclusions:

•
Supercharged does not manage to provide any result that is sufficient for comparison in download cases. For each category, its best numbers are below the worst of both other candidates.

•
RS+LDPC and 6330 have both merits. They provide overall good values, and can maintain (for 6330, only in certain circumstances) a low memory footprint.

•
6330 provides different configuration that can put the trade-off on one of overhead, speed, and memory. Unfortunately, this is a decision that has to be taken by the operator for all UEs whatever the individual capability of the devices receiving the broadcast. This may be fine for specialised services where the mix is well-known and homogeneous, but is more of a burden otherwise. Overall, set #3 (medium memory, high speed, higher overhead) provides the best combination, with a somewhat higher memory consumption, but very good performances. Set #2 (high memory, low overhead, high speed) has reasonable performance, but uses too much memory, while Set #1 (low memory, low overhead, low speed) provides low performance as soon as the files are larger than clip-size. When battery power is not an issue, 6330 cannot take much advantage of the additional data at its disposal, and caps at 200 Mb/s.
•
RS+LDPC shows overall a good performance. Its memory consumption is reasonable (comparable to set#3 from 6330), while its performance is significantly higher for low protection. It is however quite lower than set#3 when both the protection and the loss are at 20%. This is mitigated by the fact that as soon as more packets are received, the performance improves to very high values, almost doubling any other candidate's results when reaching 5% loss on 20% protection (almost 400 Mb/s). This means that the UE is able to decide how much more to listen to in order to achieve sufficient performance for its needs, by looking at its own characteristics at the moment to decide whether to use more battery or more CPU. Even in the worst case (the UE is sitting constantly at a location with 20% loss), the performance is reasonable (better than set#1 from 6330).
Speed in itself is not that important in itself as soon as it is sufficient enough to avoid dragging the file availability for too long. What this speed allows is more important, in this case, one of the important factors is the capability to cater for scarce CPU resources.

When comparing the raw results, and also looking at the numbers based on the use cases, RS+LDPC is better in terms of download performance: the raw numbers are high enough (speed) or low enough (memory) to fit most needs. In certain configurations, 6330's performances exceed the lower values from RS+LDPC, but cap at half the speed that RS+LDPC is capable of achieving.

When looking at the performance scale, RS+LDPC allows each UE to decide how to set its own trade-offs between memory usage, CPU usage, radio/battery usage. While 6330 allows for such trade-offs, it is done at the sending strategy, which means it is done by the operator for all UEs regardless of their own situation, which is a lot less flexible. A UE is able to decide to listen more to get a few more packets, but this will not help much its decoding speed.
Conclusion:

•
We consider RS+LDPC, by providing excellent results and very good flexibility for the device, is the best candidate for download use cases in the field.

•
We consider 6330, by providing good results in configuration set#3, is an acceptable candidate for download use cases, but requires more effort from the operator to cater for its device mix.

•
We consider Supercharged, due to its low results in both speed and memory footprint, to be inadequate for download use cases.

2.4
Streaming performance

The following use cases were tested:
	Test
	LS21
	LS49
	LS24
	LS33
	LS50
	LS36
	LS45
	LS51
	LS48
	LS45_33
	LS51_50
	LS48_36

	Segm. dur.
	1s
	2s
	4s
	1s
	2s
	4s
	1s
	2s
	4s
	1s
	2s
	4s

	Speed
	3km/h
	120km/h

	Protection
	20%
	5%
	20%

	Error
	20%
	5%
	20%
	5%


The duration for each test was 30mn.

A number of software were tested:

-
6330 had two versions of the software. The second version was provided later to show improved figures. They both use the same PCAPs. For the data below, the better results will be used.
-
Supercharged had one version of the decoder.

-
RS+LDPC had two versions of the software. The updated version was provided later to show improved figures, both using the same PCAPs. A number of alternate PCAPs were provided to show an earlier switch from RS to LDPC. For the data below, the better results will be used.
For streaming cases, we need to look at the results in a different way:

-
Processing speed is relatively important, to minimise the impact on the CPU during the decoding process, knowing that the UE needs to perform other tasks for the streaming in parallel. If the processing speed is fast enough (i.e. the processing used is very small compared to e.g. video decoding), more performance is only a bonus.
-
Latency is the most important factor: low latency provides for earlier experience. The higher the latency, the more impact there will be on the whole delay budget, and the dissatisfaction of the user will be higher.

-
Memory is important, for the same reason that speed is important: the lower the impact on the memory, the more there is available for more memory-hungry processes, like video decoding.

Speed/latency matrix for RS+LDPC #B:

	RS+LDPC #B
	1s
	2s
	4s

	Speed
	Protection
	Error
	speed
	latency
	speed
	latency
	speed
	latency

	3km/h
	5%
	5%
	171
	5,12
	151
	12,11
	236
	15,67

	3km/h
	20%
	20%
	130
	2,86
	132
	8,04
	222
	11,27

	120km/h
	20%
	20%
	125
	5,29
	131
	10,93
	192
	15,40

	120km/h
	20%
	5%
	167
	3,95
	158
	9,08
	257
	11,53

	Memory (ko)
	636-652
	848-1888
	1236-1516


Speed/latency matrix for Supercharged:

	Supercharged
	1s
	2s
	4s

	Speed
	Protection
	Error
	speed
	latency
	speed
	latency
	speed
	latency

	3km/h
	5%
	5%
	48
	18,68
	46
	41,37
	45
	85,56

	3km/h
	20%
	20%
	47
	8,19
	49
	22,54
	51
	51,07

	120km/h
	20%
	20%
	49
	13,98
	49
	30,02
	49
	63,73

	120km/h
	20%
	5%
	51
	13,31
	53
	28,02
	53
	58,33

	Memory (ko)
	604-736
	1012-1092
	1588-1800


Speed/latency matrix for 6330:

	6330 #B
	1s
	2s
	4s

	Speed
	Protection
	Error
	speed
	latency
	speed
	latency
	speed
	latency

	3km/h
	5%
	5%
	204
	4,29
	230
	7,92
	216
	17,36

	3km/h
	20%
	20%
	200
	1,80
	211
	5,03
	219
	11,67

	120km/h
	20%
	20%
	207
	3,23
	221
	6,49
	228
	13,16

	120km/h
	20%
	5%
	240
	2,79
	237
	6,04
	241
	12,44

	Memory (ko)
	636-760
	840-1016
	1200-1516


When looking at the matrices for each candidate, we can see the following:
-
Supercharged shows low figures for all cases (45-53 Mb/s), but more importantly show a high latency (8-85 ms) in many cases, which impact significantly the end-to-end delay for the streaming. However, there is no issue with the memory consumption.
​-
RS+LDPC has relatively good performance, the original 2s values being compensated by the use of LDPC which seems to be a better choice in this case. The latency is quite good (2,86-15,67 ms ; it has the lowest maximum latency figure of all three candidates). The memory consumption has no issue, although a bit high in one of the cases. Here again, the algorithm can make good use of the additional data it can receive, with improvements ranging from +21% to +34%.

-
6330 shows the best raw performance numbers (in the revised version), with no value below 200 Mb/s. Despite this, its latency is higher than RS+LDPC in some 4s cases, bumping its maximum latency at 17,36 ms. 6330 can make some use of the additional data it can receive, with improvements ranging from +6% to +16%.

Conclusions:

•
The results for the memory for all three candidates are adequate and consistent. It is thus not a factor for further comparison between the candidates.

•
As for the download use cases, Supercharged does not provide sufficiently good results to be kept as a contender. Its highest values are twice as low as the worst of the others, resulting in latency that is impacting the overall budget too much.
•
RS+LDPC and 6330 both show very good results in terms of performance and latency. Their performance numbers show a low impact on the system when receiving streams such as video streaming. The latency is quite good for both candidates, with RS+LDPC showing the lowest maximum and the best results for the 4s-segment cases (which have higher latency in general). Latency tends to be more even for RS+LDPC, whereas it increases faster than the segment size for 6330.
•
As for the download use cases, RS+LDPC seems to make better use of additional data provided due to less error on the radio than  planned for (which would be common, and likely to be used as a UE would not turn off the radio during the streaming). 6330 does not take advantage of this situation as obviously.
Conclusion:
•
Both RS+LDPC and 6330 are very good candidates for streaming, with a slight advantage to RS+LDPC for its lower latency for the 4s-segment use cases, and its better capacity to take advantage of better radio conditions.
•
We consider Supercharged, due its lower performance and high latency, to be inadequate for streaming use cases.

For information, the matrices for the original versions of RS+LDPC and 6330 are provided here:
Speed/latency matrix for RS+LDPC #A (when a "/", the second value uses LDPC PCAPs):

	RS+LDPC #A
	1s
	2s
	4s

	Speed
	Protection
	Error
	speed
	latency
	speed
	latency
	speed
	latency

	3km/h
	5%
	5%
	174
	5,04
	140
	13,09
	223
	16,58

	3km/h
	20%
	20%
	121
	3,06
	95/
105
	11,14/

10,74
	195
	12,80

	120km/h
	20%
	20%
	117
	5,65
	81/
131
	17,67/
10,93
	185
	16,04

	120km/h
	20%
	5%
	164
	4,02
	147/
158
	9,76/
9,08
	176
	16,87

	Memory (ko)
	644-660
	836-884/1888
	1304-1516


Speed/latency matrix for 6330 #A:

	6330 #A
	1s
	2s
	4s

	Speed
	Protection
	Error
	speed
	latency
	speed
	latency
	speed
	latency

	3km/h
	5%
	5%
	157
	5,56
	174
	10,46
	166
	22,47

	3km/h
	20%
	20%
	122
	2,94
	147
	7,24
	159
	16,04

	120km/h
	20%
	20%
	156
	4,30
	167
	8,59
	171
	17,56

	120km/h
	20%
	5%
	163
	4,12
	167
	8,59
	171
	17,49

	Memory (ko)
	584-708
	788-964
	1148-1464


2.6
Standardisation status

The standardisation status is an important step for acceptance of one of the candidates as solution for the 3GPP standards.

-
Supercharged is currently in a personal draft status in IETF. It may take some time before it reaches the RFC status. It does not seem prudent to refer to an IETF draft for a Rel-11 specification.
-
6330 is standardised in IETF under the RFC 6330 (69 pages). The RFC can be referred to from 3GPP without any worry.

-
RS+LDPC is standardised in IETF under RFC 5510 (28 pages) and RFC 5170 (33 pages). The RFCs can be referred to from 3GPP without any worry.

Conclusion: both RS+LDPC and 6330 satisfy the standardisation criteria. Supercharged does not seem to satisfy this criteria at the present time.
2.7
Industry deployments
Another aspect to be considered for adoption of a new code in our specification is the "proven track record" of the candidate. How many optimised public/known implementations are available on the market ? How many commercial systems implement the proposed algorithms ?

From various discussions offline, the following could be deducted:

•
Supercharged does not seem to have either multiple implementations or commercial deployments yet.

•
6330 has seen a number of reference implementations; however, there does not seem to be many optimised implementations besides the candidate's. Its market acceptance to this date seems to be limited.

•
RS and LDPC on the other hand have been available for years and have been deployed successfully in several markets. We know of several implementations.

It might be interesting for the proponents to recap this information for the sake of the selection.
3.
Other issues

3.1
Backwards compatibility

As far as we know, none of the codes are backwards compatible, i.e. none of the existing MBMS devices would be able to decode successfully a stream encoded with one of the candidates.

However, there are other aspects to backwards compatibility, including the will to maintain the existing code alongside a new code. Given the current market penetration of MBMS, we do not believe this is worth the trouble. Two of the candidates have shown improvement over the existing code, so maintaining the legacy code in current and future releases of the standards would not bring any benefit.
An other issue would be the consideration of backporting the selected code to an earlier release. While this is possible, we believe this issue is independent of the code selection, and would need to be discussed separately.
4.
Conclusion

4.1
Conclusion on the analysis
Despite the limitations highlighted in section §2.2, we have seen that the results of the device-based performance verification bring a certain number of useful information regarding the candidates. Moreover, it shows that it is very important to look at this mass of numbers in an appropriate way, and not just as a raw comparison of numbers. From this activity, it was possible to analyse which candidate performs indeed better.
Beside the technical merits, other aspects are important, namely the standardisation status, as well as the presence on the market, both as independent (non academic) implementations and as commercial success.
4.2
Candidate selection
Given the discussion above, Huawei and HiSilicon believe that 3GPP SA4 should select the following candidate for implementation in the specifications:
RS+LDPC from Expway.

1

