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Introduction

Qualcomm would like to thank all the participants in the TSG-S4 SQ Acoustics Ad-hoc meeting for their valuable inputs and questions to this work. In the Ad-hoc meeting, several methods for introducing an acoustic interface to the SNRi method were proposed. All results showed good correlation with the N-MOS LQO scores provided with the ETSI EG 202 396 procedure, indicating that the methods are a potential candidate for substitution of the current ANR method.
It was argued that method 5, which uses the noisy speech @ MRP as the noisy input, was a preferred candidate due to the following properties:
1 – The acoustical path loss from MRP to primary microphone gets included in the final score, reflecting a terminal acoustic property that can affect the overall user experience. This maintains the current principle of the ANR method.

2 – A single measurement per noise condition is sufficient to produce all necessary results.

3 – The MRP is a standardized position and offers good repeatability.

4 – The correlation to N-MOS LQO was high as method 5 includes all terminal effects into the calculation.

Inputs from the “Ad-hoc meeting” participants
Method 5 would require filtering of the noisy speech input with a filter representative of a typical mobile terminal. In the previous report, the IRS send filter from ITU-T P.48 was used as this is one of the filters recommended by ITU-T G.160 App2 Amd1 method. Sony Ericsson argued that the IRS filter is not representative of a mobile terminal and the MIRS filter from P.830 was used instead.
The SQ Chair pointed out that there needs to be a real drawback with ANR and that the replacement method would remove the drawback.
As the results were presented using the 3GPP TS 26.077 method for SNRi calculation, it was requested by multiple participants that the scores were recomputed using the ITU-T G.160 App2 Amd1 calculation method.
Nokia asked for further clarification on calibration issues, speech samples utilized and drawback to ANR. A filtering technique for wideband was also requested.
We address these valid questions in the following sections of this document.

Filtering of noisy speech input
One of the principles of method 5 is that the results would have to be interpreted as the terminal SNRi over a known reference condition. This known reference condition has the following assumptions:

1 – Microphone is located at MRP.

2 – Reference condition has a typical, standardized terminal send path frequency response characteristic.

3 – Reference condition produces an SLR of 8dB (current nominal SLR for 3GPP).
4 – No noise suppression is active.

In addition to the MIRS filter proposed in the ad-hoc meeting, we also considered using the MSIN filter available in ITU-T G.191.This is yet another filter proposed in ITU-T G.160 App2 Amd1, and the filter proposed in 3GPP TS 26.077. 
The MSIN filter does not include a low pass characteristic. This is handled in 3GPP TS26.077 by applying the AMR-NB speech codec to the signal. For practical reasons, we adopt the LP3.5kHz filter in tandeming with the MSIN filter in place of the AMR-NB speech codec. The LP 35 filter is also available through ITU-T G.191.

To further investigate on which type of filter would be most adequate; we scaled all filters with a fixed gain to produce an SLR close to 8dB:
MIRS - ITU-T P.830 SND filter -> Scaled by -8.8dB

	Frequency (Hz)

	IRS Send (dBPa/V)

	Weighting Factor Wsi

	
	200

	-22.1

	76.9

	0.019


	250

	-19.1

	62.6

	0.037


	315

	-17.1

	62

	0.041


	400

	-15.8

	44.7

	0.087


	500

	-15.1

	53.1

	0.064


	630

	-14.7

	48.5

	0.078


	800

	-13.7

	47.6

	0.085


	1000

	-12.5

	50.1

	0.080


	1250

	-11.1

	59.1

	0.059


	1600

	-9.3

	56.7

	0.070


	2000

	-8.7

	72.2

	0.038


	2500

	-7.5

	72.6

	0.040


	3150

	-6.7

	89.2

	0.021


	4000

	-12.3

	117

	0.005


			SLR

	7.977



	
	
	
	

	
	
	
	

	IRS - ITU-T P.48 SND filter -> Scaled by -8.0dB

Frequency (Hz)

IRS Send (dBPa/V)

Weighting Factor Wsi

200

-27.2

76.9

0.015

250

-22.3

62.6

0.033

315

-18.8

62

0.039

400

-16.4

44.7

0.085

500

-14.9

53.1

0.065

630

-14.1

48.5

0.080

800

-12.9

47.6

0.087

1000

-11.7

50.1

0.083

1250

-10.3

59.1

0.061

1600

-8.6

56.7

0.072

2000

-7.7

72.2

0.040

2500

-6.2

72.6

0.042

3150

-6.2

89.2

0.021

4000

-45.2

117

0.001

SLR

8.007


	
	
	

	MSIN + LP35 SND filter
	
	
	

	Frequency (Hz)

MSIN_LP35 (dBV/Pa)

Weighting Factor Wsi

200

-16.5

76.9

0.023

250

-13.5

62.6

0.047

315

-13.5

62

0.048

400

-13.5

44.7

0.096

500

-13.5

53.1

0.068

630

-13.5

48.5

0.082

800

-13.5

47.6

0.085

1000

-13.5

50.1

0.077

1250

-13.5

59.1

0.054

1600

-13.5

56.7

0.059

2000

-13.5

72.2

0.032

2500

-13.5

72.6

0.031

3150

-13.5

89.2

0.016

4000

-60

117

0.001

SLR

8.205


	
	
	

	The filter responses are plotted below in comparison with the 3GPP TS 26.131/32 masks for narrowband handset in the send direction:
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	Although all filters are able to meet the send frequency response mask, the following observations are made:

1 – The IRS SND filter barely meets the mask and might not be representative of a typical mobile terminal.

2 – The MIRS SND filter does not include the typical low pass characteristic of the AMR-NB vocoder and might not be very representative of a typical mobile terminal as well.

3 – Due to the limited amount of points in the plot above, it might look like the MSIN + LP35 filter does not meet the mask. A closer inspection however shows that the response is a good fit:
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	We believe the MSIN + LP35 filter is an adequate filter for the purposes of this test. It meets the following criteria:
1 – Filters are available through ITU-T G.191.
2 – An immediate extension to wideband is possible by simply using the LP7 filter in place of the LP35 filter.
3 – The filter is a good fit to the 3GPP snd FR handset mask and the ETSI TS 103 737 desired response.


	
	
	

	Also, results were recalculated with this filter and no significant impact to the N-MOSLQO correlation was observed:

[image: image3.png]20.00

Car SNRi (5) x N-MOS, o0 *
IRS SND filter

R?=09716 ’

10.00

/'/ * SNRi(5)

-10.00

-20.00

/ ——Linear (SNRi (5))
L4

0

1.00 200 3.00 400 500 6.00





[image: image4.png]25.00
20.00
15.00
10.00
5.00
0.00
-5.00
-10.00

Car SNRi (5) x N-MOS, o0 *
MSIN + LP35 filter

+ SNRi(5)

——Linear (SNRi(5))

R2=0.971 a
(3
o
T T T T T 1
0.00 1.00 2.00 3.00 4.00 5.00 6.00





We conclude that the MSIN + LP35 filter should be used in the narrowband case and MSIN + LP7 should be used for the wideband case.

Recalculation of results using ITU-T G.160 App2 Amd1

An executable for the G.160 App2 Amd 1 method was made available and the results recalculated, already with the MSIN + LP35 filtered noisy speech as the unprocessed condition. 
From now on, we use the terminology tSNRi, tNPLR, tTNLR and tDSN to indicate that these are terminal measurements, and include the effects of:
· Algorithm noise suppression

· Terminal acoustic and electric frequency response properties

· Terminal acoustic noise rejection properties

· Acoustic path loss from MRP – terminal microphone

Car Noise case
	
	
	

	
	
	
	

	
	
	ITU-T G.160 App2 Amd1 calculation - MSIN_LP35

	
	
	tTNLR(5)
	tNPLR(5)
	tSNRI(5)
	tDSN(5)

	Noise suppression disabled, HP filter ON
	1
	-3.06
	-2.80
	-2.10
	0.70

	
	2
	-2.99
	-2.40
	-1.73
	0.67

	
	3
	-3.02
	-2.61
	-1.96
	0.65

	
	4
	-3.05
	-2.72
	-2.08
	0.64

	
	5
	-3.11
	-3.02
	-1.62
	1.40

	Noise suppression disabled, HP filter OFF
	6
	-8.58
	-8.29
	-5.40
	2.89

	
	7
	-8.86
	-8.76
	-6.00
	2.76

	
	8
	-8.89
	-8.35
	-5.48
	2.87

	
	9
	-8.91
	-8.82
	-6.06
	2.76

	
	10
	-8.96
	-8.93
	-6.11
	2.82

	Dual Microphone Noise suppression enabled, HP filter OFF
	11
	27.35
	14.90
	11.74
	-3.16

	
	12
	27.40
	15.14
	11.63
	-3.51

	
	13
	26.98
	14.10
	11.02
	-3.08

	
	14
	26.14
	14.05
	11.90
	-2.16

	
	15
	25.59
	14.20
	12.24
	-1.97

	Dual Microphone Noise suppression enabled, HP filter ON
	16
	23.90
	13.91
	11.19
	-2.72

	
	17
	24.74
	13.82
	11.19
	-2.63

	
	18
	24.05
	13.77
	11.11
	-2.66

	
	19
	21.77
	13.07
	9.62
	-3.45

	
	20
	25.32
	14.16
	11.19
	-2.97

	Single Microphone Noise suppression enabled, HP filter ON
	21
	13.69
	9.39
	6.04
	-3.35

	
	22
	13.66
	9.09
	5.97
	-3.12

	
	23
	13.84
	8.84
	5.69
	-3.14

	
	24
	13.70
	9.37
	6.38
	-3.00

	
	25
	13.66
	8.97
	5.92
	-3.05


Cafe Noise case
	
	
	ITU-T G.160 App2 Amd1 calculation

	
	
	tTNLR(5)
	tNPLR(5)
	tSNRI(5)
	tDSN(5)

	Noise suppression disabled, HP filter ON
	1
	-5.12
	-5.24
	-4.62
	0.62

	
	2
	-3.18
	-4.71
	-4.08
	0.63

	
	3
	-4.62
	-5.25
	-4.68
	0.56

	
	4
	-3.51
	-3.49
	-2.69
	0.80

	
	5
	-4.68
	-5.67
	-4.29
	1.38

	Noise suppression disabled, HP filter OFF
	6
	-5.70
	-6.47
	-3.61
	2.86

	
	7
	-4.26
	-5.36
	-2.41
	2.95

	
	8
	-5.52
	-6.44
	-3.54
	2.90

	
	9
	-5.69
	-5.16
	-2.17
	2.99

	
	10
	-5.53
	-6.68
	-3.78
	2.90

	Dual Microphone Noise suppression enabled, HP filter OFF
	11
	20.31
	10.45
	9.78
	-0.67

	
	12
	21.65
	11.45
	10.17
	-1.28

	
	13
	21.09
	10.73
	9.65
	-1.08

	
	14
	11.56
	5.88
	6.22
	0.34

	
	15
	19.60
	9.22
	9.50
	0.28

	Dual Microphone Noise suppression enabled, HP filter ON
	16
	17.01
	8.72
	7.31
	-1.41

	
	17
	16.45
	7.74
	6.49
	-1.25

	
	18
	12.38
	7.37
	6.09
	-1.28

	
	19
	13.77
	6.56
	4.58
	-1.99

	
	20
	15.23
	8.65
	7.14
	-1.51

	Single Microphone Noise suppression enabled, HP filter ON
	21
	4.79
	-0.01
	-1.31
	-1.31

	
	22
	7.59
	3.97
	2.65
	-1.32

	
	23
	2.99
	1.67
	0.35
	-1.32

	
	24
	3.81
	0.23
	-1.22
	-1.45

	
	25
	2.87
	1.32
	0.01
	-1.31


Comments:

The tDSN metric produces results in line with the recommendations in ITU-T G.160. It effectively measures the deviation of the speech level at the POI from the reference condition, which has an SLR of 8dB. 

In the noise suppression disabled condition, the actual SLR of the terminal under test was around 6dB, which explains the positive DSN numbers obtained. Negative tDSN numbers are seen for the noise suppression conditions, which indicate some amount of speech attenuation due to the noise suppressor but still in line with the permissible amounts from ITU-T G.160 and also, low enough that the terminal still has an SLR within the tolerance range from 3GPP.

Enforcing the tDSN metric in the 3GPP test would be a good method to avoid overly aggressive noise suppression schemes that can significantly attenuate speech and potentially create an SLR outside the permissible bounds.

In regards to the SNRi results, they were significantly different from the previous results. The reason is as follows:
It was found that the previous calculation was using the 3GPP TS 26.077 method with modified thresholds for the calculation of noisy speech. 
For a -26dBov clean speech file, the previous threshold being used for classification of a frame ki as noise was:

-inf < ki < -60dBov
The figure below illustrates this threshold. It can be seen that the frames classified as noise would reside in the long speech pauses. This was being utilized in order to provide more repeatable results than what was being obtained with the original 3GPP TS26.077 thresholds.
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The 3GPP TS 26.077 thresholds were such that a frame would be classified as noise under the following conditions:

-60dBov < ki < -45dBov
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It can be seen that few frames would be classified as noise in this case. This can lead to potential high variation in the scores. 

ITU-T G.160 App2 Amd1 uses the following classification

-inf < ki < -51dBov

Ki duration < 400ms
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It can be seen that also with the ITU-T G.160 method not many frames are classified as noise for the NPLR and SNRi calculation. The long speech pauses are used for the calculation of TNLR.
The original calculations were basically computing SNR as the Active Speech Level over the noise during long pauses, whereas the 3GPP 26.077 and ITU-T G.160 methods calculate SNR as Active Speech Level over the noise during short pauses. 

In a P.835 test, the user is instructed to pay attention to the background noise only for scoring the N-MOS. It is possible that because a very small portion of the noise is used in the calculation of SNRi, the correlation to the N-MOSLQO metric is reduced for the ITU-T G.160 and 3GPP 26.077 thresholds as observed below:
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It is not the goal of this work, neither from the SNRi metric, to achieve any correlation to N-MOS. As previously mentioned in the ad-hoc meeting, any attempt to correlate SNRi to a perceptual metric can be misleading and produce wrong interpretation results. The exercise above is simply used as an indication to show if the method is giving meaningful results or not. From this point of view we consider the ITU-T G.160 method as providing reasonable results.
If higher correlation to NMOS is desired, an alternative would be to use the tTNLR metric in combination with tDSN. The TNLR metric is shown to produce less error under high noise suppression conditions and its results would be more closely related to the current intention of ANR. The DSN metric could be used to track any detrimental attenuation of the speech due to the noise suppression algorithm.

Reasons for change

The current ANR method has several problems that make it a good candidate for replacement within 3GPP:
1 – The ANR metric can not track noise suppression during periods of speech activity and therefore does not provide any reliable or meaningful noise suppression quantity. The metric can be easily overcome by the use of a simple voice activity detection scheme which would provide great ANR results but very poor user experience.
2 – The metric can not track degradation or attenuation introduced by an aggressive noise suppressor to speech. It is unclear that a terminal is still meeting the SLR requirements in a noisy scenario with the current test method.

3 – The ANR method provides no period for adaptation of the noise suppressor algorithm. Should a terminal adapt before the measurement? How is this adaptation done?
4 – The error in the measurement can be quite large since the absolute sound pressure level of the noise at MRP is a direct component of the calculation. Recalibrating the noise at each measurement is often necessary and a cumbersome step.

5 – It is not clear that the requirements are consistent with the algorithm noise suppression requirements from 3GPP TS 26.077.
6 – The method is not suitable for realistic and non-stationary noise conditions.

7 – The SNRi method would require a single measurement, saving lab and operator time, whereas the current ANR method requires three separate methods: sensitivity of speech, measurement of noise at MRP, measurement of noise at POI.

Conclusions

The measurements were recalculated using the ITU-T G.160 and the MSIN + LP35 filter for the noisy speech condition. The MSIN+LP35 filter was shown to provide adequate filtering characteristics for the purposes of the method and is available through ITU-T. The ITU-T G.160 provides additional metrics that are useful to provide a more complete picture of the noise suppression performance. In particular, the DSN metric can be used to track potential attenuation of speech introduced by the noise suppressor. The SNRi obtained with the thresholds from ITU-T G.160 were slightly less correlated to N-MOSLQO, although it is not the intention of the metric to correlate to N-MOS.
We welcome additional questions and participation in this activity with the goal of producing a CR in the near future. We consider the proposed method will reduce lab time, avoid terminals failing SLR after noise suppression, allow adequate measurements under non-stationary and more realistic noise scenarios and reduce measurement error due to algorithm convergence.
