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1 Introduction

Rel. 5 of 3GPP TS 26.234 specifies AAC-LC (or optionally AAC-LTP) as the codec that should be used for audio services in PSS. MPEG has recently completed the technical work on an enhancement technology which can be combined with AAC. This combined codec, referred to as aacPlus throughout this document, achieves a significantly higher compression efficiency than AAC itself, allowing for high-quality audio transmissions at much lower datarates.

This document will introduce aacPlus, describe important issues like technical details of aacPlus, status of the standardization, codec performance, computational complexity, availability and offer this codec for consideration inside 3GPP TSG-SA4 for adoption in Rel. 6 of TS 26.234.

2 Objective of the proposal

The current set of technologies mentioned in TS 26.234 does not offer a consistent coverage of the complete range of commercially relevant bitrates and quality levels. The main reason for this fact is that in former times there were no suitable technologies available to close this gap.

The current specification mentions AMR, Wideband AMR and AAC for the speech and audio media types. This set of  technologies covers the very low bitrates (<24 kbit/s mono) very well for speech content and it also covers high quality generic audio (i.e. audio content regardless of speech or music) at >32 kbit/s per channel (i.e >64 kbit/s stereo). The gap in the bitrate-quality continuum can therefore be characterized as 

a) high quality generic audio at bitrates below 64 kbit/s stereo; and

b) high quality generic audio at bitrates below 32 kbit/s mono; and

c) high quality speech at bitrates above 24 kbit/s.

aacPlus can be expected to fill all three of these gaps. It offers CD-quality stereo sound at bitrates around 48 kbit/s already and still offers very nice stereo quality at 32 kbit/s and below. It can also offer good audio quality in mono channels down to ~16 kbit/s, with full audio bandwidth high quality speech signal reproduction from 24 kbit/s upwards.

aacPlus is therefore very well suited to fill the complete gap between the technologies specified in Rel. 5 of TS 26.234 with a single technology.

3 Technology description

aacPlus combines two MPEG technologies into one codec: AAC, which is already part of TS 26.234, and Spectral Band Replication (SBR), a high performance bandwidth extension technique mainly developed by Coding Technologies.

Generally speaking, the technical merit of combining an audio codec with the SBR technology stems from the fact that conventional waveform audio codecs tend to spend a significant amount of their available bitrate on high frequency components of the audio signal although the psychoacoustic importance of those high frequency components is comparably low. SBR is offering a much more efficient way to deal with the high frequency components of audio signals, achieving a significant saving in overall datarate without sacrificing subjective quality. Annex 1 gives an introduction into how the SBR technology can be used to enhance perceptual audio codecs such as AAC. A more detailed overview is available in [1]. A complete description of the bitstream syntax and the decoding procedure for SBR can be found in [6].

It should be noted that although not specifically proposed in this document, SBR can also be attached to speech codecs to help overcome their system inherent bandwidth limitations, improving music quality and speech intelligibility.

3.1 Integration of AAC and SBR in aacPlus

aacPlus as standardized in MPEG is a superset of AAC. It conserves all features of AAC, adding to it the higher coding efficiency achieved through the SBR technology. Therefore, all aacPlus decoders are fully compatible with legacy AAC bitstreams. 

The aacPlus decoder has a lean and straight‑forward interface between the AAC decoder part and the SBR decoder, i.e. an existing AAC decoder can easily be upgraded to support aacPlus without major redesigns of the existing AAC implementation. The resulting aacPlus decoder is a full superset of AAC, i.e. no separate AAC decoder is needed. The same applies to the encoder, although it requires some careful integration work to ensure optimum encoder performance in both the AAC as well as the aacPlus mode.

As described in Annex 1, aacPlus uses side information generated in the encoder and transmitted in the bitstream to perform the task of creating high-quality audio at lowest bitrates in the best possible way. This side information is embedded into the bitstream such that it does not interfere with the bitstream structure that an AAC decoder expects to see. Therefore, aacPlus bitstreams even offer a (slightly limited) compatibility to legacy AAC decoders.

3.2 Integration of aacPlus into the MPEG-4 framework

In the course of the definition of the MPEG-4 Audio Extension 1 (see Section 4 for details on the ongoing MPEG-4 process), MPEG has defined a new audio profile called “High Efficiency AAC Profile”. This profile will cover the Audio Object Type "AAC-LC" as well as the newly created Audio Object Type “SBR”. 

The MPEG specification will allow to integrate AAC and SBR allowing for a complete compatibility of aacPlus streams if received by a Rel.5 terminal. This is possible because this integration method would not explicitly signal the presence of SBR information. The AAC-LC or AAC-LTP decoder in that terminal would simply ignore the SBR side information which is hidden in a safe place (the Extension Element) inside the bitstream and would decode the available AAC-LC (or AAC-LTP) data (which would however, only cover the lower frequency part of the input signal). 

Other alternative signaling methods could make use of the newly defined Object Type to explicitly identify aacPlus streams. Those signaling methods would still be designed in a way that decoders which are aware of SBR but unable to decode it could still decode the AAC part of the aacPlus bitstream.

The RTP packetization according to RFC 3016 can still be applied to aacPlus. In case of the implicit signaling, no changes to the LATM format or the RFC 3016 would be necessary, the bitstreams would pretend to be AAC-LC streams. The alternative explicit signaling methods might require an update to the LATM (this update would then be part of the current standardization process).

3.3 Audio quality of aacPlus

Several independent tests conducted over the past 2 years provide evidence that aacPlus offers a significant benefit over AAC, especially in the bitrate range below 32kbit/s per channel. The following sections summarize the most important test results.

3.3.1 Listening test in MPEG
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In the course of the MPEG selection of technologies for the MPEG-4 Audio Extension 1, MPEG conducted a listening test. Figure 1 shows the result of that test at 24 kbit/s mono at the T-Nova test

Figure 1. MPEG test result at 24 kbps mono (test site: T-Nova)

site. The test was done with experienced listeners and the well proven MUSHRA test method (see [3] for a description of the MUSHRA method). As test items, the “usual” MPEG test items were used (e.g. harpsichord, glockenspiel, pitchpipe, male German speech, castanets, a.s.o). Even today those items are still known to be very critical for audio coding. aacPlus shows a clear  improvement compared to AAC. Moreover aacPlus shows a very good absolute performance at this very low bitrate.
3.3.2 Listening Test in Digital Radio Mondiale

Digital Radio Mondiale (DRM) (see section 4.1) is an international industry consortium aiming for a standardization of a digital broadcasting system for the frequency range below 30MHz.

In the course of their technology selection process DRM conducted a listening test to justify the codec selection for their broadcasting system. In that test, which was conducted at a target bitrate of 24kbit/s mono using the MUSHRA method with average broadcasting content, aacPlus could again demonstrate superior performance, even when compared to AAC at 32kbit/s. Figure 2 shows the key results of that test.
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Figure 2. Result of DRM listening test at 24 kbit/s mono
Note: "AAC Wideband" is AAC at 32 kbit/s mono 

3.3.3 Internet audio test by EBU

In 2001, the European Broadcasting Union (EBU) conducted its second round of Internet audio tests. This test compares a variety of codec at several bitrates. aacPlus participated at 48 kbit/s stereo. The test results at 48 kbit/s (see Figure 3) show aacPlus as the clear winner of that comparison. The test report also says that the SBR technology in general (mp3PRO, which also participated in that test at multiple bitrates, is also using SBR) is responsible for the significant improvement of the overall quality compared to the test conducted two years earlier. 
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Figure 3.  Result of EBU listening test at 48kbit/s
Note: REA is RealAudio-8, RL_ is RealAudio-7, WMA is Windows Media Ver.8

3.4 Computational complexity of aacPlus

Albeit being a fairly young technology, highly optimized ports of aacPlus onto a variety of processors are already available or under construction. A port onto a 24‑bit fixed point DSP with an advanced Harvard architecture has been used to conduct a performance analysis of the aacPlus algorithm.

One general result which could be derived from the analysis is that the decoder complexity of aacPlus compared to MPEG-2 AAC-LC results in a MIPS overhead of 33-50%. This number can be expected to also provide a reasonable estimate for the overhead of aacPlus compared to MPEG-4 AAC. 

The absolute performance requirements of the DSP implementation can be found in the table below:

	
	aacPlus @ 44.1 kHz
	aacPlus with low-complexity SBR @ 44.1 kHz
	MPEG-2 AAC @ 44.1 kHz

	MIPS
	26
	20
	19

	RAM
	20kWords
	16kWords
	10kWords

	ROM
	10kWords
	10kWords
	7kWords


Generally it can be said that due to the fact that the AAC kernel in an aacPlus decoder runs at lower samplerates, the MIPS overhead of SBR is partially compensated, leading to a reasonably low overall complexity. The increase in complexity can easily be digested by most current DSP platforms without bringing them to their performance limits.

MPEG also standardizes an alternative decoder implementation, leading to a reduced MIPS requirement (see table above), not exceeding that of AAC, at a slightly degraded audio quality. This low-complexity decoder is an integral part of the MPEG-4 Audio Extension 1 and has been included to enable aacPlus on very low resource platforms. This low-complexity decoder operates on the same bitstreams as aacPlus, therefore the different decoder choice on the various handsets would be transparent for the service provider, no dedicated bitstreams or any other special precautions would be needed.

3.5 Error robustness of aacPlus

aacPlus is designed to be no less error robust than AAC. In the context of packet based networks, packet loss is the only error scenario of interest. Like in the AAC case, each aacPlus audio frame is self-contained, i.e. loss of one frame does not affect the decodability of the other frames in the bitstream.

Sophisticated error concealment methods can be applied to AAC and aacPlus in the decoder. These methods are not subject of the MPEG standardization and are transparent to the other parts of the processing chain, therefore the particular way of handling packet losses is up to the specific decoder implementation. Due to the simpler structure of the bitstream data, the concealment of the SBR part tends to work even better than that of the AAC part of an aacPlus bitstream.

4 Status of the MPEG standardization

Based on the test results from a Call for Evidence issued by MPEG in 2000, MPEG issued a Call for Proposals in January 2001. The CfP asked for technologies that could further enhance the compression efficiency of the MPEG-4 audio coding algorithms (in particular AAC). aacPlus was submitted as a proposal; a competitive test was performed by MPEG. aacPlus did not only show an excellent performance, but already met the acceptance criteria set up for final acceptance of the technology in the standard. As a result, SBR became the Reference Model for Extension 1 of the MPEG-4 Audio standard. 

The MPEG-4 Audio Extension 1 reached Final Preliminary Draft Amendment (FPDAM) status at the recent MPEG meeting in Shanghai (see [6]), the Final Draft International Standard (FDAM) status is expected for March 2003. The FPDAM represents a technically fixed state, further changes would require a significant formal overhead and are not expected. The currently available documents inside MPEG include a detailed bitstream and decoder specification as well as decoder reference source code and an example encoder implementation in source code. 

5 Current Applications of aacPlus

Since its development in 2000 (originally as a proprietary technology, standardization in MPEG started later), aacPlus has found its way into a number of commercial products and systems. aacPlus has been chosen by several broadcasting systems, indicating that it can deliver broadcast quality audio at bitrates much lower than any other codec could.

The XM Radio system further demonstrates that aacPlus can be included into cost sensitive consumer electronics products and it also demonstrates the mass-market readiness of the aacPlus technology.

5.1 Digital Radio Mondiale (DRM)

The DRM consortium was founded in 1998 with the goal to standardize a new digital system for medium, long- and shortwave transmissions. The system should deliver significantly better audio and reception quality than ordinary analog AM in the same channel spacing.

Due to the fact that the channel spacing in AM is fairly small and also because of the hostile channel conditions that AM transmissions are often faced with, the bitrate available in one transmission channel is only in the range of 13…30 kbit/sec. Normal operation will use bitrates between 20 and 25 kbit/sec. 

Delivering high quality audio at such a low bitrate asks for the most powerful source coding scheme available. Consequently, aacPlus was chosen as the audio coding method. More details about DRM can be found at the DRM web site www.drm.org.

DRM finalized the specification of the system in January 2001. It is recommended by the ITU [5] and standardized by ETSI [4] . First regular transmissions and mass-production receivers are expected in 2003.

5.2 XM Satellite Radio

XM Satellite Radio is offering country-wide subscription radio services to the USA. Subscribers can receive 100 channels of radio in a quality clearly exceeding analogue FM radio.

In order to provide its services in the best possible quality, XM selected aacPlus as the audio codec for it’s system. The codec is integrated into XM’s chip set and has been used since the launch of the service in late 2001.

At the end of Q3/2002, XM announced more than 200.000 subscribers with ~350.000 subscribers expected until the end of the year 2002.

6 Conclusions and Proposal to SA-4

When SA-4 decided to recommend AAC as the codec for the Media Type Audio in PSS in 2001, it selected the state‑of‑the‑art in audio coding technology. SA-4 also made sure that the various codecs defined for the different media types would each provide a unique value proposition for certain applications and would not overlap too much. Due to the limited technical capabilities of the available audio codecs at that point in time, it was accepted and understood though that there would be a gap in the specification, this gap being high quality audio services at bitrates at and below 32kbit/s per channel. 

Recent technological progress has created a new audio codec, called aacPlus. It is offering significantly higher compression performance, providing high quality stereo audio at bitrates below 48kbit/s already. This feature is considered an important achievement in the context of 3G services, optimizing network load and enabling cost effective service offerings.

MPEG has recognized this technological progress and is amending the MPEG-4 specification to support aacPlus in a manner backwards compatible with MPEG-4 AAC. 

aacPlus is a proven technology used in multiple broadcasting systems and can be ported to DSPs or ASICs at moderate cost and within acceptable performance requirement limits. A low-complexity decoder implementation, standardized within MPEG as an optional alternative to the standard aacPlus decoder, allows to reduce these performance requirements even further.

Taking all this into account, the authors believe that aacPlus would provide significant added value for high quality audio services. Since aacPlus further provides a smooth upgrade path from the existing Rel.5 solution with virtually no impact on the system framework and transport solution set out there, the authors further believe that aacPlus would allow for an easy integration in the course of the Rel. 6 work on TS 26.234.

Therefore, the authors propose that SA-4 should consider to adopt aacPlus (as specified in MPEG-4 Audio Extension 1 / Bandwidth Extension) including the low-complexity SBR mode as a codec for audio services in TS 26.234.
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Annex 1
The SBR technology

Traditional waveform codecs like MPEG Layer-2, MP3, AAC, AC-3, PAC, Atrac or WMA all have their performance limits, albeit at different absolute levels. Increased compression efficiency beyond the performance level of AAC using only the conventional approaches of perceptual audio coding is very hard to achieve. When waveform codecs operate below their reasonable operating point (which is a function of datarate, # of channels, audio bandwidth and samplerate), the quantization noise significantly violates the masking threshold, the codec will generate audible artifacts.

The main method used so far to overcome this problem in perceptual waveform codecs is to limit the audio bandwidth of the signal in or prior to the coding process. As there is no high frequency energy left to be coded, more bits remain available for the low frequency region of the spectrum, resulting in a clean, but hollow sounding signal. 

At this point, the SBR technology comes into play. SBR realizes a hybrid waveform/parametric coding method. It is based on the fact that in most cases there are dependencies between the lower and higher frequency components of an audio signal. Therefore, the high frequency part of an audio signal can be reconstructed from the low frequency part. Transmission of the high frequency part is therefore not necessary - only a small amount of SBR control data needs to be carried in the bitstream to guarantee an accurate reconstruction of the high frequencies.

The mere generation of high frequency content however, is not at all sufficient for accurate high frequency reconstruction, since the reconstructed part does not reflect the spectral envelope of the original. Therefore careful adjustment of the spectrum is essential for the performance of the system. The adjustment is controlled by the SBR information carried in the bitstream and results in a correctly shaped high frequency part (see Figure 4).
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Figure 4. Spectrum after replication and high frequency adjustment

To summarize, SBR enhanced codecs perform significantly better than conventional waveform codecs mainly because

a) SBR allows the recreation of the high frequencies using only a very small amount of transmitted side information. The high frequencies, which normally consume a significant amount of bits, do not need to be waveform coded anymore, resulting in a significant coding gain

b) the underlying waveform coder can achieve a comparatively high SNR, as it is only responsible for the lower frequencies. It can even operate at the optimum sampling rate, which is usually different from the desired output sampling rate. SBR converts the waveform codec sampling rate into the desired output sampling rate.

Obviously there are signals where the reconstruction method does not deliver the desired results, e.g. when there is little relationship between the low and high frequency part. Care has been taken to equip SBR with additional tools so that such situations can be handled very well without losing compression efficiency.

Details of the SBR algorithm

The SBR system is preferably used as a dual-rate system, with the underlying codec operating at half the original sampling-rate, while SBR operates at the original sampling rate. The following description will briefly explain the different parts in the encoder and decoder of the SBR system.

The SBR encoder works in parallel with the underlying core codec, albeit at a higher sampling-rate. Although SBR is mainly a post process in the decoder, important parameters are extracted in the encoder in order to ensure the most accurate high frequency reconstruction in the decoder. The encoder component of SBR estimates the spectral envelope of the SBR range at a time and frequency range/resolution suitable for the current input signal segments characteristics. The spectral envelope is estimated by a complex QMF analysis and subsequent energy calculation. The time and frequency resolutions of the spectral envelopes can be chosen with a high level of freedom, in order to ensure the best suited time frequency resolution for the given input segment. The envelope estimation needs to consider that transients in the original, mainly located in the high frequency region (for instance a high-hat), will be present to a lesser extent in the SBR generated highband prior to envelope adjustment. This is because the highband in the decoder is derived from the low band where the transient is much less pronounced compared to the highband. This aspect imposes different requirements for the time frequency resolution of the spectral envelope data, compared to ordinary spectral envelope estimation as used in other audio coding algorithms.

Apart from the spectral envelope, several additional parameters are extracted which represent spectral characteristics of the input signal for different time and frequency regions. Since the encoder naturally has access to the original signal as well as information on how the SBR-unit in the decoder will create the high-band, given the specific set of control parameters, it is possible for the system to handle situations where the lowband constitutes a strong harmonic series and the high band, to be recreated, mainly constitutes random signal components, as well as situations where strong tonal components are present in the original highband without counterparts in the lowband, upon which the highband region is based. Furthermore, the SBR encoder works in close relation to the underlying core codec to assess which frequency range should be covered by SBR at a given time. The SBR data is efficiently coded prior to transmission by exploiting entropy coding as well as channel dependencies of the control data, in the case of stereo signals.

The control parameter extraction algorithms need to be carefully tuned to the underlying codec at a given bitrate and a given sampling rate. This is due to the fact that a lower bitrate usually implies a larger SBR range compared to a high bitrate (i.e. the crossover frequency between core codec and SBR is bitrate and core codec dependent), and different sampling rates correspond to different time resolutions of the SBR frames. Different core codecs may also show different behavior when running out of bits, i.e. more or less severe spectral band shut-downs etc.

The decoder is constituted of several different parts, as outlined in Figure 5. It comprises a bitstream decoding module, a high frequency reconstruction (HFR) module, an additional high frequency components module, and an envelope adjuster module. The system is based around a complex valued QMF filterbank [2].

In the bitstream extraction module the control data is read from the bitstream and decoded. The time frequency grid is obtained for the current frame, prior to reading the envelope data from the bitstream, and decoding of the same. If a stereo signal is processed, suitable stereo decoding is performed according to the control data. Appropriate CRC-checks and error resilience algorithms are also included.

The underlying core decoder decodes the audio signal of the current frame (albeit at the lower sampling rate). The resulting frame of audio data is used for high frequency reconstruction by the HFR module. 
The decoded low-band signal is analyzed using a QMF filterbank. The high frequency reconstruction and envelope adjustment is subsequently performed on the subband samples of the QMF filterbank. The high frequencies are reconstructed from the low-band in a flexible way, based on the given control parameters. Furthermore, the reconstructed highband is adaptively filtered on a subband channel basis according to the control data to ensure the appropriate spectral characteristics of the given time/frequency region. 
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Figure 5.: Basic block-diagram of the SBR decoder.

The reconstructed highband is subsequently envelope adjusted according to the time/frequency resolution obtained from the encoder. The output signal is enhanced with additional signal components in order to ensure the correct spectral characteristics of the final output. 
The low-band decoded by the underlying waveform decoder is added to the reconstructed and envelope adjusted highband, creating the complete output signal. Since the low-band has a sampling rate of half of the highband it is up-sampled during the SBR process. 
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T-Nova 24 Mono data

		T-Nova Mono		Lower		Mean		Upper

		Original		96.648		97.693		98.738

		Original 7 kHz bandlimited		57.881		61.417		64.952

		Original 3,5 kHz bandlimited		21.763		24.979		28.195

		AAC (MPEG-4)		40.129		43.802		47.476
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