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1 Introduction
This document presents the film grain content material that was introduced to JVET in JVET-AF0262 and generated using the ground truth method discussed in contributions JVET-AD0369 and JVET-AE0250. The material consists of either newly captured content, i.e. the “Gregory” test set, or scenes taken from the OpenMovie project “Tears of Steel”. A total of 26 noise variants was created for each scene selected, with the noise variants exhibiting different noise characteristics. It is suggested that the group study, and if desired use, such content in its different activities.

2 Overview
This contribution introduces the new film grain content material that was generated using the ground truth method discussed in contributions JVET-AD0369 and JVET-AE0250. The content presented in JVET-AE0250 was first denoised, to generate the “ground truth” noise-free sequences, and then different variants of noise were added on these new sequences. This resulted in new content variants, which now can be used by the group for different evaluations and experiments, including the analysis of denoising techniques, film grain analysis and modeling methods, compression, and video quality evaluation in the presence of noise among others. More details on the content variants that we created can be found below.
[bookmark: _Ref139928963]3 Noise variants
To create a diverse set of content, we have selected 26 different noise variants to be added on our test sequences. A complete list is shown in Table 1. 
[bookmark: _Ref147843073]Table 1: Noise Variants used
	#
	Noise name
	Type
	Film
	Color
	Comments

	0
	FP_16_grayscale
	Template
	16mm
	Grayscale
	

	1
	FP_35_grayscale
	Template
	35mm
	Grayscale
	

	2
	FP_35_digital_grayscale
	Template
	35mm
	Grayscale
	C.A.

	3
	FP_35_real_grayscale
	Template
	35mm
	Grayscale
	

	4
	FP_35_real_texture_grayscale
	Template
	35mm
	Grayscale
	

	5
	FP_35_soft_grayscale
	Template
	35mm
	Grayscale
	

	6
	FP_8_grayscale
	Template
	8mm
	Grayscale
	

	7
	FP_fine_grayscale
	Template
	
	Grayscale
	

	8
	FP_fine_texture_grayscale
	Template
	
	Grayscale
	

	9
	FP_organic_grayscale
	Template
	
	Grayscale
	

	10
	FP_16_color
	Template
	16mm
	Color
	

	11
	FP_35_color
	Template
	35mm
	Color
	

	12
	FP_35_digital_color
	Template
	35mm
	Color
	C.A.

	13
	FP_35_real_color
	Template
	35mm
	Color
	

	14
	FP_35_real_texture_color
	Template
	35mm
	Color
	

	15
	FP_35_soft_color
	Template
	35mm
	Color
	

	16
	FP_8_color
	Template
	8mm
	Color
	

	17
	FP_fine_color
	Template
	
	Color
	

	18
	FP_fine_texture_color
	Template
	
	Color
	

	19
	FP_organic_color
	Template
	
	Color
	

	20
	EF_Native_0_3
	Dynamic
	N/A
	Grayscale
	Final Cut

	21
	EF_Native_0_6
	Dynamic
	N/A
	Grayscale
	Final Cut

	22
	EF_Granularity_St64_Si64_B4
	Dynamic
	N/A
	Grayscale
	Granularity/Blend

	23
	EF_Granularity_St128_Si128_B4
	Dynamic
	N/A
	Grayscale
	Granularity/Blend

	24
	EF_Granularity_St64_Si64
	Dynamic
	N/A
	Grayscale
	Granularity/SoftLight

	25
	EF_Granularity_St128_Si128
	Dynamic
	N/A
	Grayscale
	Granularity/SoftLight


Note: C.A. => Contains Compression Artifacts

Most of the noise types (20) we have introduced used pre-existing noise templates that can be purchased commercially and are already used in the process of authoring content. To our great surprise, several of these commercial packages were compressed, i.e. using Apple ProRes 422 HQ or even AVC, with some of them containing severe coding artifacts. We have completely avoided the use of the poorly compressed noise variants since we felt that any study using such material would not be as useful for our investigations. However, we did maintain some grain types with low grade compression. For such noise types we did not observe any visual degradation due to compression artifacts, in the noise source, when the content was displayed at full resolution. However, some slight artifacts could be observed when zooming into the content. Such noise variants were retained since we believe that these may likely be used by some users given that their quality was still reasonable.

To avoid having the same noise sequence introduced onto all our material, but to also expand the number of noise templates that are being added on each sequence we first added all frames from a particular noise template into a pool of noise frames. Then, for each frame in the ground truth content sequence a frame from this pool was randomly selected[footnoteRef:1], and then optionally rotated and/or flipped to generate a new noise variant. It should also be highlighted that all the noise templates were only provided in a grayscale format. To make the process more interesting, color grain variants were also generated using a similar approach but now selecting three frames (one for each of the three color components, Red, Green, and Blue) and creating a new colored film grain frame. No attempt to weigh the grain values in any color component was performed but that may be a reasonable step in the future. [1:  Although the process was random, a fixed seed based on the target name of each sequence was used to ensure that the process is repeatable.] 


A smaller set (6) used dynamic noise models provided by different tools, i.e. a native film grain addition scheme included in Final Cut Pro and a plugin named KingLuma Granularity [3]. Such tools permitted a variety of adjustments to the noise size and strength of the noise introduced, allowing us to create many new film grain variants. Additional variants could be introduced in the future if the group finds these of interest.

4 Tears of Steel
As suggested in JVET-AE0250 [2], we used several clips from the “Tears of Steel” short movie [4][5] for this process. Unfortunately, because of issues in the denoising process, we decided to eliminate some clips that exhibited temporal artifacts (e.g. temporal wobbling and illumination artifacts) due to the denoising process applied when generating the ground truth content. At the end, 11 clips were selected from this sequence as listed in Table 2. The screen shots for each of these clips is shown in Figure 1. This means that other than the 11 ground truth segments, we are also making a total of 286 film grain variants available for these sequences. All of these variants are available under the same copyright as the original content.

[bookmark: _Ref139926490]



Table 2. Different scenes in the "Tears of Steel" movie
	Scene
	StartFrame
	EndFrame
	Total # Frames
	Seconds
	Description

	4
	600
	965
	366
	15
	Wide shot dialogue scene of Young Thom and Celia on a bridge, no camera motion but decent movement from characters with some movement in background

	21
	2458
	2800
	343
	14
	Camera zoom from rifle scope viewpoint of airship getting attacked by wildcat-like robots jumping onto it ripping pieces away and bringing the ship down in smoke, good camera motion and movement from robots and ship with smoke particles beginning to fill screen toward end of shot

	23
	2877
	3238
	362
	15
	Wide shot as Thom gets up and responds with slight camera slide/tilt following him revealing Barley in background, good steady camera motion

	29
	3805
	4134
	330
	13
	Camera tilts up from ground as Thom lands, then walks toward lab as camera slides to right tracking him, steady camera motion

	30
	4134
	4397
	264
	11
	Medium shot panning left as Thom enters Captain’s room and passes guard by doorway, pan ends after Thom stops and makes eye contact with guard and stays static as he continues walking

	44
	5727
	6081
	355
	14
	Medium front again dialogue continues and Thom begins to step into simulation, not much camera motion but decent movement from characters

	46
	6190
	6948
	759
	31
	Tracking shot inside simulation of Thom walking toward robot and being transformed into his younger self from beginning dialogue scene, steady camera motion with a pan and good movement from Thom with robot movement towards end

	62
	7927
	8133
	207
	8
	Camera pan and zoom from rifle scope POV as robot spots Barley, good camera motion and movement from robot climbing on roof of building

	101
	10676
	11082
	407
	16
	Steady tracking shot of a technician as he gears up and gets into defensive position with other technicians, steady camera motion and decent slow motion movement from characters

	135
	13542
	13794
	253
	10
	Camera pulls away from Brain Man and guard and guard pulls out sword to attack approaching robots then camera quickly tilts up as robots jump over the room, steady to quick camera motion and decent character movement from guard and lots of movement from robots 

	136
	13795
	14111
	317
	13
	Camera pulls away from Thom and caressed robot as more robots close in, steady camera motion and lots of movement from robots



For our purposes we had to locate scenes that would be compelling enough but also have the length that is desirable for video research and standardization purposes (8seconds). The addition of noise on such scenes would also have to be meaningful. Based on such criteria, 14 shots were identified (highlighted in red in Table 2). The content includes both indoor and outdoor scenes with different illumination and motion characteristics. The resolution of the content used as 4096 x 1714. Snapshots from the selected clips can be seen in Figure 1.
[bookmark: _Ref139927417]Figure 1. Snapshots from the selected Tears of Steel clips
	[image: A person and person standing on a railing

Description automatically generated]

	Scene 4[image: A large aircraft flying over a city

Description automatically generated]

	Scene 21

	[image: A person lying on a bed

Description automatically generated]

	Scene 23

	[image: A person's feet on a rope

Description automatically generated]

	Scene 29

	[image: A lamp with a red shade

Description automatically generated]

	Scene 30

	[image: A group of people standing outside

Description automatically generated]

	Scene 44

	[image: A close-up of a railing

Description automatically generated]

	Scene 46

	[image: A group of buildings with a roof

Description automatically generated]

	Scene 62

	[image: A person looking down at something

Description automatically generated]

	Scene 101

	[image: A person sitting in a chair with a person standing behind him

Description automatically generated]

	Scene 135

	[image: A person standing next to a robot

Description automatically generated]

	Scene 136



[bookmark: _Ref139928966]

5 Apple Content
The same process as for the Tears of Steel content was used for creating the ground truth and film grain variants for the Apple content introduced  in [2]. A total of 234 film grain sequences (+9 ground truth denoised sequences) were created from this dataset. Snapshots from these clips are shown in Figure 2. 
[bookmark: _Ref139928594]Figure 2. Snapshots from the new Apple Cinematic Content
	[image: A person standing on Golden Gate Bridge

Description automatically generated]

	Golden Gate Bridge

	[image: A bridge over water with a cloudy sky

Description automatically generated]

	Golde Gate Pan

	[image: A person standing in the woods

Description automatically generated]

	Into the Woods

	[image: A person holding a yellow umbrella

Description automatically generated]

	Twirling Umbrella

	[image: A person standing in the woods

Description automatically generated]

	Forest Zoom

	[image: A person in an orange jacket

Description automatically generated]

	Forest Focus

	[image: A person walking in the woods

Description automatically generated]

	Hiker

	[image: A person pouring water into a glass

Description automatically generated]

	Steaming Glass

	[image: A person mixing ingredients on a table

Description automatically generated]

	Egg Mixing



6 Content creation observations/comments
Although we managed to automate the film grain content generation process we observed several issues, which ended up complicating this process and we think are important to highlight:
1. Many professional content authoring tools use floating point precision, and quite often half float precision to best exploit high end GPUs, for all operations. This can introduce small errors during conversions that we did not originally expect, especially given that both our input and output content were stored in a 16-bit TIFF format.
2. GPUs and half float representations may be used by such tools also when exporting images, even in lossless formats such as TIFF. This can introduce additional errors in the process and it is recommended that use of GPUs during export is disabled. 
3. Some of these tools also may consider particular color spaces, such as the ITU-R BT.709 color space, differently compared to the operating system that these tools may run on. These initially resulted in considerable roundtripping errors and color differences when performing conversions. This was avoided by enforcing certain color profile considerations when both importing and exporting the content that guaranteed that no such color differences were introduced.
4. Surprisingly, these tools are not bug free. For example, we noticed artifacts when enabling multithreaded exports, which were consequently disabled.
5. Storage and processing throughput was a big issue for our content creation process. Although 10 bit 4:2:0 YUV content will be provided to the group, all content is also available in 16-bit TIFF (RGB) format and can be provided to the group if desired. 
6. Only SDR versions were created at this stage. HDR versions will likely be created for the Apple content at a later date. 
7 Conclusion
This contribution presents the new “ground truth-based” film grain material that was generated the “Tears of Steel” open movie and new content captured by Apple. Such material can be used for standardization activities and for investigating methods on film grain analysis, synthesis, and quality evaluation among others.  Interested parties are encouraged to contact the authors of this document for access to this new content.
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