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1 Introduction
This contribution presents an update of the scripts and results for the split inferencing scenario in clause 10.2 of the AI/ML Evaluation PD v0.2, providing details on the following:
· Scripts
· Dataset
· Results
· Detailed test conditions
2 Scripts
Scripts for the scenario have been uploaded to the following repository: https://github.com/SamsungLabs/SA4-AIML. We are working on uploading also to the 5G-MAG repo for the future.
Lossless model split inference verification (“posenet_split_test.py”)
The script “posenet_split_test.py” does the following:
· Converts the frozen (.pb) model to one TFLite model (full model)
· Converts the frozen (.pb) model into two split models
· Runs inference on the full model
· Runs inference on the split models
· Compares the results (keypoint coordinates, confidence scores) from both. If the results are the same (i.e. absolute difference in results is less than 0.001), then it considers the results to be matching, otherwise, the test fails.
Guidelines are given below:
	Usage: posenet_split_test.py [-h] --model_path MODEL_PATH --image_dir IMAGE_DIR [--split_layer {0,1,2,3,4,5,6,7,8,9,10,11,12,13,14,15,16,17,18,19,20,21,22,23,24,25,26}]
                             [--output_dir OUTPUT_DIR]

required arguments:
  --model_path MODEL_PATH
                        path to the Frozen model (.pb)
  --image_dir IMAGE_DIR
                        path to the test images directory

optional arguments:
  --split_layer {0,1,2,3,4,5,6,7,8,9,10,11,12,13,14,15,16,17,18,19,20,21,22,23,24,25,26}
                        layer at which the model should be split. Accepted range of values = [0, 26]
  --output_dir OUTPUT_DIR
                        path to the output directory


Split model intermediate data sizes & split processing times (“get_tensor_sizes.py”, “collect_benchmark.py”)
These two scripts are used to get the split model intermediate data sizes and to calculate the split processing times on two separate devices.
Guidelines are given below:
	STEP 1 :
Run the TFLite benchmark tool in both Client ( Android ) and Server ( Linux ) devices.
Refer to https://www.tensorflow.org/lite/performance/measurement#native_benchmark_binary for more details.


Steps to benchmark on Android :
adb push bazel-bin/tensorflow/lite/tools/benchmark/benchmark_model /data/local/tmp
adb shell chmod +x /data/local/tmp/benchmark_model
adb push <model file> /data/local/tmp
adb shell /data/local/tmp/benchmark_model --graph=/data/local/tmp/<model file> --enable_op_profiling=true --profiling_output_csv_file=/data/local/tmp/benchmark.csv

Steps to benchmark on Linux :
chmod +x benchmark_model
./benchmark_model --graph=<model file> --enable_op_profiling=true --profiling_output_csv_file=benchmark.csv

STEP 2 :
Collect relevant data from the benchmark CSV files. 
Copy the data (columns- node type, first, avg_ms, %, cdf%, mem KB, times called, name) under the heading "Operator-wise Profiling Info for Regular Benchmark Runs: -> Run Order" to new CSV files.

STEP 3 :
Use the script "get_tensor_sizes.py" to get the intermediate output sizes.

Usage Example :
get_tensor_sizes.py  [-h] --model_path MODEL_PATH [--output_path OUTPUT_PATH]

Description of arguments :
--model_path MODEL_PATH : path to the TFLite model
--output_path OUTPUT_PATH : path to the output

STEP 4:
Use the script "collect_benchmark.py" to get the processing times on the client and server, intermediate output sizes, and intermediate model sizes for all possible splits. 
Note: Intermediate model sizes are given as an output only if the model size is provided in the arguments.

Usage Example :
collect_benchmark.py [-h] --client_benchmark_file CLIENT_BENCHMARK_FILE --server_benchmark_file SERVER_BENCHMARK_FILE --tensor_sizes_file TENSOR_SIZES_FILE [--output_path OUTPUT_PATH] [--model_size MODEL_SIZE]

Description of arguments :
--client_benchmark_file CLIENT_BENCHMARK_FILE : path to the model benchmark csv file for client
--server_benchmark_file SERVER_BENCHMARK_FILE : path to the model benchmark csv file for server
--tensor_sizes_file TENSOR_SIZES_FILE : path to the model tensor sizes csv file
--output_path OUTPUT_PATH : path to the output csv file
--model_size MODEL_SIZE : size of the TFLite model in kilobytes


3 Dataset
For the lossless model split inference verification, a selection of images from COCO were used.
These images can be found at https://github.com/SamsungLabs/SA4-AIML.
The TFLite benchmark tool was used for the calculation of intermediate data sizes and split inferencing times.
4 Results
An example result of executing the script “posenet_split_test.py” is shown below:
	$ python posenet_split_test.py --model_path=posenet/model-mobilenet_v1_100.pb --image_dir=posenet_split_test/images/. --output_dir=posenet_split_test/.
2023-09-21 12:29:49.740294: I tensorflow/tsl/cuda/cudart_stub.cc:28] Could not find cuda drivers on your machine, GPU will not be used.
2023-09-21 12:29:49.796260: I tensorflow/tsl/cuda/cudart_stub.cc:28] Could not find cuda drivers on your machine, GPU will not be used.
2023-09-21 12:29:50.831343: W tensorflow/compiler/tf2tensorrt/utils/py_utils.cc:38] TF-TRT Warning: Could not find TensorRT
2023-09-21 12:29:51.966277: I tensorflow/core/grappler/devices.cc:66] Number of eligible GPUs (core count >= 8, compute capability >= 0.0): 0
2023-09-21 12:29:51.966513: I tensorflow/core/grappler/clusters/single_machine.cc:358] Starting new session
2023-09-21 12:29:52.113530: I tensorflow/core/grappler/devices.cc:66] Number of eligible GPUs (core count >= 8, compute capability >= 0.0): 0
2023-09-21 12:29:52.113666: I tensorflow/core/grappler/clusters/single_machine.cc:358] Starting new session
2023-09-21 12:29:52.204172: W tensorflow/compiler/mlir/lite/python/tf_tfl_flatbuffer_helpers.cc:364] Ignored output_format.
2023-09-21 12:29:52.204222: W tensorflow/compiler/mlir/lite/python/tf_tfl_flatbuffer_helpers.cc:367] Ignored drop_control_dependency.
Completed TFLite full model generation


2023-09-21 12:29:52.668011: I tensorflow/core/grappler/devices.cc:66] Number of eligible GPUs (core count >= 8, compute capability >= 0.0): 0
2023-09-21 12:29:52.668146: I tensorflow/core/grappler/clusters/single_machine.cc:358] Starting new session
2023-09-21 12:29:52.764901: I tensorflow/core/grappler/devices.cc:66] Number of eligible GPUs (core count >= 8, compute capability >= 0.0): 0
2023-09-21 12:29:52.765037: I tensorflow/core/grappler/clusters/single_machine.cc:358] Starting new session
2023-09-21 12:29:52.856058: W tensorflow/compiler/mlir/lite/python/tf_tfl_flatbuffer_helpers.cc:364] Ignored output_format.
2023-09-21 12:29:52.856108: W tensorflow/compiler/mlir/lite/python/tf_tfl_flatbuffer_helpers.cc:367] Ignored drop_control_dependency.
2023-09-21 12:29:52.964945: I tensorflow/core/grappler/devices.cc:66] Number of eligible GPUs (core count >= 8, compute capability >= 0.0): 0
2023-09-21 12:29:52.965082: I tensorflow/core/grappler/clusters/single_machine.cc:358] Starting new session
2023-09-21 12:29:53.061569: I tensorflow/core/grappler/devices.cc:66] Number of eligible GPUs (core count >= 8, compute capability >= 0.0): 0
2023-09-21 12:29:53.061715: I tensorflow/core/grappler/clusters/single_machine.cc:358] Starting new session
2023-09-21 12:29:53.149491: W tensorflow/compiler/mlir/lite/python/tf_tfl_flatbuffer_helpers.cc:364] Ignored output_format.
2023-09-21 12:29:53.149542: W tensorflow/compiler/mlir/lite/python/tf_tfl_flatbuffer_helpers.cc:367] Ignored drop_control_dependency.
Completed model splitting


Starting full model inference test
INFO: Created TensorFlow Lite XNNPACK delegate for CPU.
Completed full model inference test. Avg. time taken per input: 99.90212500000001ms


Starting split model inference test
Completed split model inference test. Avg. time taken per input: 99.93037499999998ms


PASSED: Inference results match for input: posenet_split_test/images/two_on_bench.jpg
PASSED: Inference results match for input: posenet_split_test/images/riding_elephant.jpg
PASSED: Inference results match for input: posenet_split_test/images/skate_park_venice.jpg
PASSED: Inference results match for input: posenet_split_test/images/frisbee_2.jpg
PASSED: Inference results match for input: posenet_split_test/images/person_bench.jpg
PASSED: Inference results match for input: posenet_split_test/images/frisbee.jpg
PASSED: Inference results match for input: posenet_split_test/images/kyte.jpg
PASSED: Inference results match for input: posenet_split_test/images/looking_at_computer.jpg
PASSED: Inference results match for input: posenet_split_test/images/backpackman.jpg
PASSED: Inference results match for input: posenet_split_test/images/skiing.jpg
PASSED: Inference results match for input: posenet_split_test/images/with_computer.jpg
PASSED: Inference results match for input: posenet_split_test/images/soccer.png
PASSED: Inference results match for input: posenet_split_test/images/baseball.jpg
PASSED: Inference results match for input: posenet_split_test/images/tennis_standing.jpg
PASSED: Inference results match for input: posenet_split_test/images/tie_with_beer.jpg
PASSED: Inference results match for input: posenet_split_test/images/tennis_in_crowd.jpg
PASSED: Inference results match for input: posenet_split_test/images/snowboard.jpg
PASSED: Inference results match for input: posenet_split_test/images/fire_hydrant.jpg
PASSED: Inference results match for input: posenet_split_test/images/skate_park.jpg
PASSED: Inference results match for input: posenet_split_test/images/boy_doughnut.jpg
PASSED: Inference results match for input: posenet_split_test/images/on_bus.jpg
PASSED: Inference results match for input: posenet_split_test/images/multi_skiing.jpg
PASSED: Inference results match for input: posenet_split_test/images/truck.jpg
PASSED: Inference results match for input: posenet_split_test/images/tennis.jpg



For split model intermediate data sizes and inference processing times, see the excel file attached to this contribution.
5 Detailed test conditions
For reference purposes, the scenario includes split inferencing between two devices, namely one low capability device and one high capability device. The specific devices used and detailed below are for reference only, since cross referencing on the same device hardware components is unpractical between different proponents.
Low capability device: Samsung A01 (hardware specifications: https://www.gsmarena.com/samsung_galaxy_a01-9999.php)
High capability device: Linux PC
	PRETTY_NAME="Ubuntu 22.04.2 LTS"
NAME="Ubuntu"
VERSION_ID="22.04"
VERSION="22.04.2 LTS (Jammy Jellyfish)"
Architecture:            x86_64
  CPU op-mode(s):        32-bit, 64-bit
  Address sizes:        46 bits physical, 48 bits virtual
  Byte Order:            Little Endian
CPU(s):                  40
  On-line CPU(s) list:  0-39
Vendor ID:              GenuineIntel
Model name:            Intel(R) Xeon(R) Silver 4210 CPU @ 2.20GHz
    CPU family:          6
    Model:              85
    Thread(s) per core:  2
    Core(s) per socket:  10
    Socket(s):          2
    Stepping:            7
    CPU max MHz:        3200.0000
    CPU min MHz:        1000.0000
    BogoMIPS:            4400.00



The test environments used for each device include TensorFlow / TFLite for Android and Linux respectively.
6 Next steps
In this contribution we present scripts and results related to the split inferencing scenario.
The next step would be to cross-check the scripts provided for lossless split inference verification and intermediate data size verification.



