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Introduction

DIMS is a dynamic, interactive, scene-based media system which enables display and interactive control of multimedia data such as audio, video, graphics, images and text. It ranges from a movie enriched with vector graphics overlays and interactivity (possibly enhanced with closed captions), to complex multi-step services with fluid interaction/interactivity and different media types at each step. The demand for such Rich Media service is increasing at a high pace, spurred by the development of the next generation mobile infrastructure and the generalization of TV content to new mobile environments.

In the case of a video portal application, subscribers can watch TV, video and audio enriched with additional data (graphics, text, images) in streaming, online, progressive download or offline mode.  DIMS provides a convenient and natural way to browse rich-media services, a web-like access (content available in less than three clicks, easy discovery, no learning curve), a permanent refresh of content trough dynamic updates available on the fly and decreasing latency by allowing the visualisation of data as soon as possible.

Content can be synchronised up to a frame-accurate basis (e.g. to ensure content providers and operators that voting will start and stop at a precise time during a vote within an interactive show, to allow karaoke text flows) 
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Examples of Rich-Media services: from videol portal to personal blogs, cartoons and geolocalisation
3 Definitions, symbols and abbreviations

3.1 Definitions

For the purposes of the present document, the following terms and definitions apply:

[ed: these are all supplied by the editor and not yet reviewed or agreed]

DIMS document
The XML document providing a well-formed DIMS scene description.
Normal play time indicates the stream absolute position relative to the beginning of the presentation [RFC 2326].
New Scene
DIMS data containing an “svg” element.
Scene:
A complete scene, suitable for starting a session or completely replacing the current scene in a session.  (Functions very similarly to an I-frame in video.)
Scene Update:
A set of differences that make changes to the scene in the current session.  (Similar to a P-frame in video).
3.3 Abbreviations

For the purposes of the present document, the following abbreviations apply:

<<ed: not reviewed>>

API:
Application Program Interface

AU
Access Unit 
AVP:
Audio/Video Profile

CTR:
Counter

DIMS:
Dynamic Interactive Multimedia Scene

DOM:
Document Object Model

FEC:
Forward Error Correction

FLUTE:
File deLivery over Unidirectional Transport
HTTP:
Hyper Text Transfer Protocol

IANA
Internet Assigned Numbers Authority

ID:
Identifier

LASeR:
Lightweight Application Scene Representation

MBMS:
Multimedia Broadcast/Multicast Service

MIME
Multipurpose Internet Mail Extensions

MMS:
Multimedia Messaging Service

MT:
Media Time
MTU:
Maximum Transmission Unit
PSS:
Packet Switch Service

RAP:
Random Access Point
RTP:
Real-Time transport Protocol
RTSP:
RealTime Streaming Protocol

RU
Recovery Unit

SDP:
Session Description Protocol

SI
Switch Intra (I) Frame

SMIL:
Synchronised Multimedia Integration Language

SU
Scene Update

SVG:
Scalable Vector Graphic

TCP:
Transmission Control Protocol

UAProf:
User-Agent Profile

uDOM:
microDOM

UDP:
User Datagram Protocol

UE:
User Equipment

URL:
Uniform Resource Locator

URN:
Uniform Resource Name

W3C:
World Wide Web Consortium

XML:
eXtensible Markup Language

5.2 Media Type Components

The DIMS media type consists of:

· Base scene description from SVG Tiny 1.2 [ref]

· LASeR Scene extensions
· DIMS Scene extensions 
· LASeR Scene commands 

· Events 
5.3.2.1 Namespace and Version

The Rich-Media namespace is associated with the URN ”http://www.3gpp.org/rich-media/”. 

A new value “rich-media” for the attribute baseProfile of the svg element is defined for DIMS.
5.3.2.4 Full-screen SVG

The fullscreen SVG feature consists of an attribute ‘fullscreen’ defined as rich-media:fullscreen in the Rich-Media namespace to the <svg> element to hint that the scene should be rendered on the full screen. With the attribute set to true the DIMS UE should negotiate the rendering area with its parent UE and get as large part of the screen as possible for the DIMS canvas.

5.3.2.6 Update Streams

This specification defines a proper subset of the element lsr:updateSource defined in section 6.8.59 of [4] to link secondary streams of updates to a scene. All SMIL timing attributes defined in [6] section 16.2.7 are defined for this element, except the "fill" attribute. This element has an implicit “simple duration” of 'indefinite'.  The synchronization attributes defined in SVG Tiny 1.2 section 12.6 can be used with this element.


Attribute definitions:
xlink:href = "<iri>"

An IRI reference to an update document or a DIMS stream/file. this attribute specifies the location of the stream of updates. In the absence of this attribute, this element does not have any effect. In the absence of this attribute, this element does not have any effect. This attribute is not animatable and not inheritable.
smil:clipBegin = “npt”
This attribute is defined in subclause 7.5.1 of [6]. The value represents a normal play time. The value of clipBegin is taken into account when the media element is activated. The play time of some streams cannot be controlled, and under these circumstances, this attribute has no effect. This attribute is not animatable and not inheritable.

smil:clipEnd = “npt”
This attribute is defined in subclause 7.5.1 of [6]. The value represents a normal play time. The play time of some streams cannot be controlled, and under these circumstances, this attribute has no effect. This attribute is not animatable and not inheritable.

lsr:syncReference = “<iri>” 

This attribute holds a reference to the stream or media element whose clock acts as a clock reference for the stream referred to by this element. This attribute is not animatable and not inheritable.


5.3.2.7 Screen Orientation and Key Location

Two events and two feature strings are defined that make it possible for scenes to adapt to the screen layout.  The events are:

· screenOrientationPortrait

· screenOrientationLandscape

They are in the LASeR namespace and specified in section 6.1.3.1.  Whenever the terminal detects a change of orientation, angle, or screen size, one of these two events is dispatched.  A portrait event is dispatched if the screen is taller than it is wide, and a landscape event is dispatched if the screen is wider than it is tall.  It is the responsibility of the system below the scene to orient the screen buffer to user; the DIMS scene author does not do this.

<<ed: paragraph TBD>>Many systems have two softkeys adjacent to the screen.  In this model, when the softkeys are at the bottom, the primary softkey, which generates the event ‘primarySoftKey’ when pressed, is to the left, and the secondary softkey, which generates the event ‘secondarySoftKey’ when pressed, is to the right.   Therefore if the softkeys are reported to be on the right, the primary is at the bottom, and the secondary at the top of the right edge.<<ed:  the whole issue of relating key physical locations to the screen buffer and to the events they generate is still undecided>>

The angle between the long (primary) axis of the screen and vertical is reported in degrees in screenAngle, to the best of the terminal’s capability.  This angle is measured clockwise from vertical (see diagram) and would normally be close to 0 or 180 in portrait events, and close to 90 or 270 in landscape events.
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Figure 11‑1: Screen Orientation

These events have the following interface.

interface ScreenOrientationEvent : Event
{

const unsigned short SOFTKEYS_NONE
= 0;

const unsigned short SOFTKEYS_LEFT
= 1;

const unsigned short SOFTKEYS_RIGHT
= 2;

const unsigned short SOFTKEYS_TOP
= 3;

const unsigned short SOFTKEYS_BOTTOM
= 4;


readonly attribute unsigned long screenWidth;

readonly attribute unsigned long screenHeight;

readonly attribute unsigned long screenAngle;

readonly attribute unsigned short softKeysLayout;
}
SOFTKEYS_LEFT – indicates that the device soft keys are to the left of the screen in the current screen orientation.

SOFTKEYS_RIGHT - indicates that the device soft keys are to the right of the screen in the current screen orientation.

SOFTKEYS_TOP - indicates that the device soft keys are at the top of the screen in the current screen orientation.

SOFTKEYS_BOTTOM - indicates that the device soft keys are at the bottom of the screen in the current screen orientation. 

SOFTKEYS_NONE - indicates that the device has no soft keys or their position cannot be reported in this way

screenWidth - contains the new screen display or viewport width
screenHeight -contains the new screen display or viewport height

screenAngle – documents the angle between the primary axis of the screen, and vertical.

softKeysLocation - indicates the location of the device soft keys in response to the orientation change. The possible values are SOFTKEYS_LEFT, SOFTKEYS_RIGHT, SOFTKEYS_TOP, SOFTKEYS_BOTTOM or SOFTKEYS_NONE. 

The screen orientation events shall be supported in DIMS.  If the terminal has an orientation sensor, or other physical adaptation that causes the available screen drawing area to change (e.g. a partial cover), events shall be generated whenever the terminal detects a change in any of the parameters to these events.  These events may be used in the following circumstances:

1) To register event listeners based on the screen orientation events so that the script can be invoked when the event occurs. This can be done either through the application using uDOM APIs or declaratively via the <ev:listener> element with <ev:event> attribute set to one of the screen orientation events and invoking the appropriate <handler> element.

2) Timed Elements that can be defined to begin or end based on screen orientation events.

The following feature strings must also be supported, in order to allow the use of the switch element:

· urn:mpeg:mpeg4:LASeR:2005:orientLandscape for typical ‘landscape’ orientation

· urn:mpeg:mpeg4:LASeR:2005:orientPortrait for typical ‘portrait’ orientation

If the most recent event generated was a portrait event, then the portrait feature tests as true; if the most recent event was a landscape event, the landscape feature tests as true.  At any time, exactly one of these features must test as true.

An example use of these feature strings is as follows:

<switch>

<g requiredExtensions=” urn:<<ed: tbd>>:orientPortrait”>


… layout for portrait …

</g>

<g requiredExtensions=” urn:<<ed: tbd>>:orientLandscape”>


… layout for landscape…

</g>
</switch>

5.3.2.9
Attribute lsr:syncReference
The attribute lsr:syncReference defined in sub clause 6.8.8.2 of [4] shall be supported on the following elements: video, audio, animation, and updateSource elements.
5.4.2 State management commands

LASeR commands “Save”, “restore”, and “clean” as defined in [4] shall be supported.

These LASeR commands are defined as an interface to persistent storage. Selected scene information, are cached on a best effort basis. The principles behind this caching closely follow the state caching mechanism in HTTP, commonly called cookies [RFC 2965]. 
The LASeR command “SAVE” saves the value a list of attributes defined by a list of elements IDs and attribute names. Each save operation uses a save ID. 
The LASeR command “RESTORE” restores the attributes (if any) previously saved and scoped by the domain-name and path. The set of data restored is defined by the save ID.
The LASeR command “CLEAN” erases the storing area for a particular save ID. The element information stored in the corresponding memory area is not available anymore.

The two attributes are defined on the svg element, and define the security restrictions for the above commands:
· lsr:useFullRequestHost: this Boolean attribute indicates whether the full domain name of the request-host is used (1) or the first component of the domain name is elided (0).  For example, if the source material came from “www.laser.com”, then this differentiates between associating the “service” with “www.laser.com” and “.laser.com”.  (Note the definition of local names in the RFC, and the possibility to associate the “service” with locally loaded files, and that the domain name may be either “<hostname>.local” or “.local” in that case.). Together with pathComponents, this attribute defines the “service”.

· lsr:pathComponents: this integer attribute indicates how much of the source path is used.  If this takes the value 0, then the “service” is not associated with a path, and if it takes the special value 15 (or any value equal to or greater than the number of components in the path) then the entire path is used up to but excluding the final file-name.  For example, if the source was “/user/laser-expert/demo/art.mp4” then a value of 4 or greater selects “/user/laser-expert/demo/art.mp4” as the path, the value 2 selects “/user/laser-expert” and the value zero sets no path. Together with useFullRequestHost, this attribute defines the “service”.
5.7 XML Container Format

Storage and transport of DIMS scenes or fragments in XML is only possible using the syntax defined below.
5.7.1
XML Syntax

The namespace of the following elements is the rich-media namespace.

session: 

the session element shall be the root element, with no attributes. The content model of session is a set of sceneUnit elements.
sceneUnit: 
the sceneUnit element shall contain all the DIMS units to be executed at the same time. The scene unit element has one optional attribute time and one optional attribute rapFlag. Without time attribute, the commands shall be executed as soon as they are received by the DIMS engine. When the time attribute is present, its value shall be an offset-value as defined in http://www.w3.org/TR/SVGMobile12/animate.html#TimingAttributes. The rapFlag attribute can have the values true and false (the default value). The content model of sceneUnit is a list of dimsUnit elements.
dimsUnit:
the dimsUnit element shall contain a DIMS unit. The dimsUnit element has the optional type attribute, with possible values “normal” (default), “repair” and “repair-complete”, and the optional priority attribute, with values true and false (default). The content model of dimsUnit is restricted to:

· either a single svg element

· or a list of LASeR commands.

5.7.2
Example

<?xml version=”1.0” encoding=”UTF-8”?>

<rm:session xmlns:rm=”http://www.3gpp.org/rich-media” 
            …other namespace defs including svg: and lsr:…>

  <rm:sceneUnit time=”0” rapFlag=”true”>

    <rm:dimsUnit priority=”true”>

      <svg:svg …>

        …

      </svg:svg>

    </rm:dimsUnit>

  </rm:sceneUnit>

  <rm:sceneUnit time=”0.1s”>

    <rm:dimsUnit type=”repair”>

      <lsr:Insert …>…</lsr:Insert>

    </rm:dimsUnit>

  </rm:sceneUnit> 

  …

</rm:session>
6.1 Local interaction

6.1.1 DOM event

The supported local events and their management in DIMS are built upon the DOM Level 3 events model.

They include DOM Events (focus, activate, etc), SVG Events (connection, load, etc.) and general XML events (user events, timing, key, and pointer events). 

The DOM Level 3 events and their description can be obtained from the SVG Tiny 1.2 draft specification [ref].

The following other events shall be supported:

6.1.2 Events for streaming:

The media access event defined in http://www.w3.org/TR/MediaAccessEvents/  [X] shall be supported.

6.1.3 Other Events

6.1.3.1 Events for screen orientation:

	Event Name
	Namespace
	Description
	DOM Interface
	Bubble
	Canc

	“screenOrientationProtrait”
	LASeR
	The screen orientation has changed to typical ‘landscape’ orientation
	ScreenOrientationEvent
	No
	No

	“screenOrientationLandscape”
	LASeR
	The screen orientation has changed to typical ‘portrait’ orientation
	ScreenOrientationEvent
	No
	No


6.1.3.2 Additional Timed events: 

· pause: this event is intended to be dispatched interactively to timed elements, on which the default action is to pause the time line of the element.

· resume: this event is intended to be dispatched interactively to timed elements, on which the default action is to resume the paused time line of the element.

· stop: this event is intended to be dispatched interactively to timed elements, on which the default action is to stop the time line of the element, regardless of the pause/resume history.

· pausedEvent: this event bubbles from timed elements which are paused, to notify their ancestors in the scene tree in the manner of beginEvent and endEvent.

· resumedEvent: this event bubbles from timed elements which are resumed, to notify their ancestors in the scene tree in the manner of beginEvent and endEvent.
These events are specified in subclause 6.5 of [4]
6.1.3.3 Additional Key events:
· accessKey(key): this event exists in SVGT1.2 but is not formulated as an event but as a macro.

· longAccessKey(key): this event is triggered when the given key has stayed pressed for a OS-controlled time.

· shortAccessKey(key): this event is triggered when the given key has been pressed and then released before the longAccessKey reference time.

· repeatKey(key): this event is triggered at regular OS-controlled intervals when the given key has been pressed longer than an OS-controlled time.  

These events are specified in subclause 6.5 of [4]
8.5
Streaming
The following RTP payload format is used for streams signalling the application/rich-media+xml type.
In the following description, units shall mean DIMS units for streams with the application/rich-media+xml media type.
8.5.1
RTP Payload format 
The RTP payload format defines two basic packet structures; 

a) packets containing one or more entire units, 

b) packets containing a single fragment of a unit.  

Depending on the underlying network and the unit size, it may be desirable to split units or aggregate them.    

8.5.1.1
RTP Header Usage

The RTP header is defined in [17] and its use in this payload format is described below

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|V=2|P|X|  CC   |M|     PT      |       sequence number         |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|                           timestamp                           |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|           synchronization source (SSRC) identifier            |
+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+=+
|            contributing source (CSRC) identifiers             |
|                             ....                              |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

Figure 8‑5:  RTP HEADER

Marker bit (M): 1 bit - The marker bit is set for the last packet associated with a timestamp.  
Informative note: This is useful when a scene is sent as a combination of a smaller scene and a series of scene updates in separate packets.  In this case the marker bit of the packet containing the last scene update is to be set.  This is in line with the normal use of the marker bit in video coding and enables efficient buffering. 

Timestamp: 32 bits - The timestamp indicates the rendering instant of the sample that the current unit is part of.  

The usage of the remaining RTP header fields follows the rules of [17].

8.5.1.2
Common Packet Header

The RTP payload comprises of a common header and has the following format:

+---------------+
|0|1|2|3|4|5|6|7|
+-+-+-+-+-+-+-+-+
| R |A| T | CTR |
+---------------+

Figure 8‑6: COMMON PAYLOAD HEADER

R: 2 bits

The R bits are reserved, shall be set to 0, and shall be ignored by the receiver.

A: 1 bit

When set to one, the A bit indicates that the packet contains one or more units with is-RAP set, or the first fragment of a unit with is-RAP set.    

T: 2 bits
The payload type as defined in Table 3 below:

Table 3: Summary of RTP Payload Types and Descriptions
	Type
	Description

	0
	Single Time packet

	1
	Fragmentation start Packet 

	2
	Fragmentation continuing Packet

	3
	Fragmentation end Packet


CTR: 3 bits

The CTR is used to detect the loss of one or more high-priority units as documented in section 8.4.1 

8.5.1.3
Single Time Packet

These packets contain one or more complete units with the same timestamp.  The common header values are:

· Type: 0

· A (RAP): as needed

The RTP payload is presented below. 
 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
| Header(Type=0)|                         unit(s)           |
+-+-+-+-+-+-+-+-+                                               |
:                                                               :
                                +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|                               |...OPTIONAL RTP padding        |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

Figure 8‑7: Single Time Packet payload format
The units are placed in the RTP payload, in sequence, possibly following by RTP padding.  

8.5.1.4
Fragmentation Packets
Frames that exceed the networks maximum transmission unit (MTU) need to be fragmented before transmission.  By fragmenting at the RTP level one need not rely on lower layer fragmentation, e.g. IP.

The payload format defines fragmentation of units into two or more RTP packets.  
Note: Fragmentation on the RTP level should however be seen as a solution only when fragmentation on the DIMS level is not possible.  Fragmentation can be performed by splitting for example a scene into a scene and a number of scene updates.  In this way packets can be created that are smaller than MTUs and can be decoded individually, which gives better error resilience when packets are lost.  

The common header values are as follows.

· Type: 1, 2, or 3

· A (RAP): as needed in first fragment, and 0 in all other fragments

· CTR:  must be identical in all the packets of a fragmented unit;  increments after the last fragment depending on the priority of the unit
Fragments consist of an integer number of consecutive octets of a unit.  Fragments of a unit shall be sent as a group and in consecutive order with respect to RTP sequence numbers.  The first fragment shall be marked as type 1 and the last fragment shall be marked as type 3.  Other fragments shall be marked as type 2.

Note: The unit is complete with header.  The header is not repeated in fragments.

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|Header(type=1) |    DDU Hdr    |                               |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+                               |
|                                                               |
|              Partial unit payload                   |
|                                                               |
|                               +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|                               :...OPTIONAL RTP padding        |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

 0                   1                   2                   3
 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|Hdr (type=2/3) |                                               |
+-+-+-+-+-+-+-+-+                                               |
|                                                               |
|              Partial unit payload                   |
|                                                               |
|                               +-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+
|                               :...OPTIONAL RTP padding        |
+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+

Figure 8‑8: FRAGMENTATION PACKET FORMATS

8.5.2
SDP Parameters
<<ed:  this section is not agreed . The parameters will no doubt need work once the parameterization of the streams is clear also (i.e. what initialization information is needed).>>
<<we need to know what the normal technique is for ‘scalable coding’ or other places where streams are related, to do the repair/main separate streams trick>>
The Session Description specifies the clock rate, version profile and level.  The fields in the Session Description Protocol (SDP) are defined as follows:

The media name in the "m=" line of SDP MUST be video.


The clock rate in the "a=rtpmap" line is not specified in this document.  The resolution of the clock must be sufficient for the desired synchronization accuracy and for measuring packet arrival jitter.  The clock rate of the referenced continuous media files within the presentation needs to be considered.  For example, if the presentation contains referenced video which is to be synchronized with the presentation, the clock rate should be no less than 90,000.
The MIME parameters [20], when present, MUST be included in the "a=fmtp" line of SDP.  These parameters are expressed as a MIME media type string, in the form of a semicolon separated list of parameter=value pairs.

An example of a media-level description in SDP format is shown below.  

m=video 12345 RTP/AVP 96

a=rtpmap:96 dims+xml/100000

a=fmtp:96 Version-profile=10; Level=20; 

8.5.3
Separate Repair Stream

Repair units may be carried in RTP in a separate stream.  The repair stream must be linked to the stream which it repairs (the normal track).  This is done using the media identification and group attributes as specified in [24].  Both the stream containing main DIMS Units, and the stream containing repair units must have a ‘mid’ (media identification) attribute, and they must be placed in a ‘group’ attribute of type <<ed: TBD>>.

Repair streams have contains_repair set to “repair data only”.  The stream they repair must have contains_repair set to “normal data only”.

A terminal may perform tune-in etc. using the ‘repair’ stream by

a) looking for a random access point in the repair stream, or main stream;

b) if the random access point was in the repair stream, processing units from the repair stream until the repair-complete indication;

c) continuing processing at the temporally next DIMS Unit in the normal stream.

An example might be:

v=0
o=adam 289083124 289083124 IN IP4 host.example.com
t=0 0
c=IN IP4 131.160.1.112
a=group:<<ed TBD>> 1 2
m=video 30000 RTP/AVP 97
a=rtpmap:97 dims+xml/90000
a=fmtp:97 version-profile=10; level=10; contains-repair=”normal”
a=mid:1
m=video 30002 RTP/AVP 98
a=rtpmap:98 dims+xml/90000
a=fmtp:98 version-profile=10; level=10; contains-repair=”repair”
a=mid:2

9.2 Profile

A profile indicator in a stream indicates which features (also known as tools) are required to be supported on a terminal.

Profile indications are 8-bit integers.  Only one profile is defined by this specification; other profiles may be defined in future

Mobile Profile : Profile Indicator Value 10. 

When DIMS is supported within MMS, PSS or MBMS, then the support for the following media types is also required in profile 10:

· Support for images

· Support for embedded audio in 3GP and AMR files

· Support for embedded video in 3GP files;  

The codecs to be supported by a DIMS client, according to [PSS] [MMS] and [MBMS] are defined in the various DIMS levels. It allows to reduce the client/server negotiation to only one exchange to get all the DIMS client media capabilities. In broadcast mode, if the backchannel is not available for some reasons, content and service providers can deliver to the targeted device (e.g. level 20) the adapted content. 
As required in the SVG specification, SVG fonts shall be supported. The lack of hinting in SVG fonts means that small text which is anti-aliased may become unreadable. This problem is even more evident when text is rotated or animated.  Recommendation: SVG fonts should be used with care. 

The Open Font Format [5] shall be supported at simple text profile level 2 definition.
The Open Font Format [5] should be supported at advance simple text profile level 2 definition.
Device-native fonts and fonts identified by generic family names may be used.
DIMS SHALL support the capability to download fonts.

 
9.3 Level

9.3.1 Introduction

Level indicators provide a way to measure the degree of support required in a terminal to render a given scene or scene stream satisfactorily.
The following level constraints are to be respected by the content. DIMS Implementations will be able to use the level indicator to optimize the rendering of the content. The dims:level attribute shall be supported on the svg element, with integer values: not animatable, not inheritable, default is 0 for the unlimited level 100.
9.3.2 Level Axes


Levels are measured on the following axes:

1  Bitrate of the scene stream, including the initial scene, embedded graphics, audio, video etc.  (That is, the minimum bit-rate channel over which the scene could be delivered in a real-time fashion). TBD
2  Overall memory requirements, including DOM tree, buffers, animation values, scripts and their state including variables, and so on.  The size of the DOM tree is measured by the number of nodes in the tree;  the number of attributes, or the size of their values, is not calculated. TBD
3  Required frame rate for animations.

4  The maximum number of simultaneously playing video streams.

5  The maximum number of simultaneously playing audio streams.

6  The maximum number of simultaneously active DIMS scenes.

7  The maximum number of animations that run concurrently.

8  The minimum screen space needed to display the scene.
9  The type of images, audio and/or video codec supported:

This will allow none or only one negotiation between client and server to exchange the overall media capabilities of the client.
10  The maximum permitted update rate, averaged over any period of 1 second.TBD
<<ed: clearly these are placeholder values;  as the spec. advances, we may need to tinker with the axes, and surely with the points along them.  On memory usage, the ideal would be to have reference software for DIMS and measure the memory use of the DOM tree by that software, and set limits for that.>>
The following sections define the available levels.

9.3.3 Level 10 definition 


This level contains the following restriction:
· Only one instantiation of a DIMS scene is allowed
· Only one Video instantiation along with a DIMS scene is allowed.
· On the Video Element, the attribute transformBehavior shall be restricted to values “pinned | pinned90 | pinned180 | pinned270”, and the attribute overlay shall be restricted to values “top”.
· JPEG according to [PSS] shall be supported.
· PNG according to [PSS] should be supported.
· Video H263 and Audio AMR according to PSS release 6 shall be supported

· Open Font format shall be supported at simple Text profile level 2 definition.
The following limits also apply:
	Level
	Rate
	DOM nodes
	Frame rate
	#Video
	#Audio
	#Anims
	Screen size

	10
	256 kbit/s
	300
	15
	1
	1
	10
	160x120


9.3.4 Level 20 definition
This level contains the following restriction:
· Only one instantiation of a DIMS scene is allowed
· Only one Video instantiation along with a DIMS scene is allowed.
· On the Video Element, the attribute transformBehavior shall be restricted to values “pinned | pinned90 | pinned180 | pinned270”, and the attribute overlay shall be restricted to values “top”.
· JPEG according to [PSS] shall be supported.

· PNG according to [PSS] should be supported.
· Video H264 and Audio AAC according to PSS release 6 shall be supported

· Open Font format shall be supported at Advance Simple Text profile level 2 definition.

The following limits also apply:
	Level
	Rate
	DOM nodes
	Frame rate
	#Video
	#Audio
	#Anims
	Screen size

	20
	256 kbit/s
	300
	15
	1
	1
	10
	160x120


9.3.5 Level 100 definition

This high-end level does not contain any restrictions.

11 Content usage guidelines

The SVGT1.2 guideline defined in ANNEX L of PSS release 7 [9] apply here with the following restriction; If SVG font is not used, the preferred font system to be used primarily is the OpenType font system and secondarily is the device native don’t.
Annex A (normative):Conformance Criteria

DIMS constructs scenes which are possibly updated over time.  Conformant terminals must support the delivery of the scenes and updates in formats specified in the 'compression' section above, and in the transport environments specified in the 'transport' section.

For the initial scene, a DIMS document can be extracted from the transport, and de-compressed if necessary, yielding an XML document.  This XML is referred to here as the "initial DIMS document".  Similarly, after all updates for a given instant have been applied to the scene tree, there is logically an XML document that is equivalent to the scene DOM tree;  these are called "subsequent DIMS documents" here.

Initial and subsequent DIMS documents must conform to all of:

· The conformance requirements of SVG Tiny 1.2; according to the conformance criteria in Appendix D of [the SVG Tiny 1.2 specification 20060810], with the following exceptions:

· The conformance criteria in the SVG specification regarding codecs shall not apply for the DIMS media type.  

· Section D4 is not in scope of DIMS

· Section D7  is not in scope for DIMS
· The conformance requirements of the DIMS extensions. << ed note: right now, there are no specific requirements for the extensions, the SVG conformance requirements suffice. We may have something to say in the future>>
· The conformance requirements of the LASeR Commands and LASeR scene extensions as specified in ISO/IEC 14496-4/AMD20 (LASeR Conformance)

· The conformance requirements of the DOMS event 3, and Media Access Event
· The conformance requirements of Open Font Format
· The limitations of the profile and level indications under which they are delivered.

· The conformance of Codecs supported per level as defined in the PSS 26.246 specification
· The conformances for the transport level are TBD <<ed note: we need this>>
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