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1 Introduction

This contribution describes a FEC packet architecture for the MBMS streaming service. This contribution uses the FEC framework for MBMS proposed in [2] and the FEC building block [1].  This contribution defines an efficient FEC packet architecture for protecting a source RTP packet stream from loss that can be effectively used by any of the FEC schemes proposed for MBMS.

The FEC sender adds repair RTP packets generated from the source RTP packets to the original stream of source RTP packets.  Symmetrically, the FEC receiver receives a stream of source and repair RTP packets and regenerates the original stream of source RTP packets.

This solution is symbol based and source block based (as are all the FEC schemes being considered for MBMS).  The source blocks that are formed from source RTP packets are partitioned into source symbols, and then repair symbols are generated using the FEC encoder from the source symbols of the source block and placed into repair RTP packets.

2 Session information

The FEC receiver obtains all the information it needs for the source and repair RTP sessions using SDP as described in [2].  As described in [2], the FEC sender appends an FEC Payload ID to each source RTP packet and inserts a FEC Payload ID after the RTP header in the repair RTP packets.  The FEC Payload ID appended to a source RTP packet identifies the source block and position within the source block of the packet.  The FEC Payload ID in a repair RTP packet identifies the source block and how the repair symbols carried in the packet are generated from the source block. 
2.1 FEC Object Transmission Information

Besides the FEC Encoding ID for the FEC Scheme (and the FEC Instance ID for Under-Specified FEC Schemes), the FEC Object Transmission Information includes the symbol size T. The value of T is the same for the entire duration of the stream session and is obtained by the FEC receiver via SDP as described in [2].  A recommended method for determining T is to base it on the maximum source block size to be used in the session. The combination of the source symbols and the repair symbols are the encoding symbols in the language of the FEC building block [1].

3 Packet and source block formats

This section details the packet structure and source block structure that can be used by any of the FEC schemes being considered for use in MBMS.

3.1 Source RTP packets
The FEC tag appended to the source RTP packets is a 32-bit FEC Payload ID that consists of a 16-bit Source Block Number (SBN) and a 16-bit Encoding Symbol ID (ESI) (see Figure 1). 

	RTP header (payload type modified to reflect tagging)

	Source RTP packet payload

	SBN

	ESI


Figure 1 – Format of source RTP packet after the FEC tag (FEC Payload ID) has been appended.  This is the format of source RTP packets sent by the FEC sender.

The SBN is the source block number for the set of source RTP packets that are concatenated together to form the source block, and source blocks are numbered consecutively modulo 216.  The source blocks are partitioned into source symbols that are T in bytes in length. Depending on the FEC scheme, a source RTP packet may span multiple source symbols (and potentially the tail of the packet partially covers the last such source symbol) and a repair RTP packet may contain multiple repair symbols.  The ESI appended to a source RTP packet is the index of the first source symbol of the source block that carries information about the packet, where indices go from 0 to K-1 and K is the number of source symbols in the source block.

The payload type of the RTP header is also modified to reflect that the FEC tag has been added, as described in more detail below and in [2].

It is recommended that the generator of the source RTP packets set a maximum SP on their payload size in bytes to be a multiple of the symbol size T minus the size of the RTP header minus 2 bytes, e.g. if T = 16 then for example SP = 20·T - 14 = 306 bytes if the RTP header is 12 bytes.  The reason is that then each maximal source RTP packet occupies an integral number of symbols of the source block.  This consists of 2 bytes to write the length, and in the example12 bytes to write the RTP header and 306 bytes to write the payload for a total of 320 bytes, equal to 20 symbols each of length 16 bytes.  The total size of the RTP packet including the RTP/UDP/IP and FEC Payload ID is SP + 12 + 8 + 20 + 4 = SP + 44 bytes.  For example, if SP = 306 then the total size is 350 bytes.

3.2 Source blocks

Source blocks are formed dynamically as source RTP packets arrive.  The original source RTP packets that would have been sent if there were no FEC scheme used are what are placed into a source block, including the RTP header but not the IP/UDP headers nor the FEC Payload ID appended before the packet is sent, and with the original RTP payload type before FEC tagging.  Let L be the length in bytes of a packet that is to be added to the source block.  When the packet is placed into the source block the value of L is first written as a two-byte value, followed by the packet.  The placement of all information about each packet always starts at a source symbol boundary.

An example of forming the first source block follows, where the symbol size T is 16 bytes.   Initially the source block contains K = 0 source symbols.  If the first source RTP packet is 26 bytes in length then 26 is written into the first two bytes of source symbol 0 of the source block followed by the 26 bytes of the RTP packet.  The packet then spans U = ceil((2+26)/16) = 2 source symbols. The last 4 bytes of source symbol K+U–1 = 1 are filled with zeroes to the next source symbol boundary, and the number of source symbols K in the source block is updated to K+U = 2.  If the second source RTP packet is 52 bytes in length then 52 is written into the first two bytes of source symbol 2 of the source block followed by the 52 bytes of the RTP packet.  The packet then spans U = ceil((2+52)/16) = 4 source symbols.  The last 10 bytes of source symbol K+U–1 = 5 are filled with zeroes to the next source symbol boundary, and K is updated to K+U = 6.  If the third source RTP packet is 103 bytes in length then 103 is written into the first two bytes of source symbol 6 of the source block followed by the 103 bytes of the RTP packet.  The packet then spans U = ceil((2+103)/16) = 7 source symbols.  The last 7 bytes source symbol K+U–1 = 12 are filled with zeroes to the next source symbol boundary, and K is updated to K+U = 13.  If the third source RTP packet is the last of the source block then the number of source symbols in the source block is K = 13.  The source block for this example is illustrated in Figure 2, where each entry is a byte and the rows correspond to the source symbols and are numbered from 0 to 12.

	26
	B0,0
	B0,1
	B0,2
	B0,3
	B0,4
	B0,5
	B0,6
	B0,7
	B0,8
	B0,9
	B0,10
	B0,11
	B0,12
	B0,13

	B0,14
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	B0,18
	B0,19
	B0,20
	B0,21
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	B0,25
	0
	0
	0
	0

	52
	B1,0
	B1,1
	B1,2
	B1,3
	B1,4
	B1,5
	B1,6
	B1,7
	B1,8
	B1,9
	B1,10
	B1,11
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	B1,13
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	B1,15
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	B1,42
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	B1,45
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	B1,47
	B1,48
	B1,49
	B1,50
	B1,51
	0
	0
	0
	0
	0
	0
	0
	0
	0
	0

	103
	B2,0
	B2,1
	B2,2
	B2,3
	B2,4
	B2,5
	B2,6
	B2,7
	B2,8
	B2,9
	B2,10
	B2,11
	B2,12
	B2,13

	B2,14
	B2,15
	B2,16
	B2,17
	B2,18
	B2,19
	B2,20
	B2,21
	B2,22
	B2,23
	B2,24
	B2,25
	B2,26
	B2,27
	B2,28
	B2,29

	B2,30
	B2,31
	B2,32
	B2,33
	B2,34
	B2,35
	B2,36
	B2,37
	B2,38
	B2,39
	B2,40
	B2,41
	B2,42
	B2,43
	B2,44
	B2,45

	B2,46
	B2,47
	B2,48
	B2,49
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	B2,56
	B2,57
	B2,58
	B2,59
	B2,60
	B2,61

	B2,62
	B2,63
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	B2,65
	B2,66
	B2,67
	B2,68
	B2,69
	B2,70
	B2,71
	B2,72
	B2,73
	B2,74
	B2,75
	B2,76
	B2,77

	B2,78
	B2,79
	B2,80
	B2,81
	B2,82
	B2,83
	B2,84
	B2,85
	B2,86
	B2,87
	B2,88
	B2,89
	B2,90
	B2,91
	B2,92
	B2,93

	B2,94
	B2,95
	B2,96
	B2,97
	B2,98
	B2,99
	B2,100
	B2,101
	B2,102
	0
	0
	0
	0
	0
	0
	0


Figure 2 – Source block consisting of 3 source RTP packets of lengths 26, 52 and 103 bytes.
3.3 Repair RTP packets

Each repair RTP packet contains a RTP header followed by a FEC Payload ID, followed by the FEC repair symbols (see Figure 3).  Note that the FEC Payload ID of repair packets may have a different format from the FEC Payload ID of source packets. As described in [2], the repair RTP packets containing FEC repair symbols have a different payload type than the source RTP packets.  [2] also describes how the RTP header for repair RTP packets is formed. The FEC Payload ID for repair RTP packets proposed in this contribution consists of a 16-bit Source Block Number (SBN), a 16-bit Encoding Symbol ID (ESI) and a 16-bit Source Block Length (SBL).  The SBN identifies from which source block the repair symbols contained in the payload of the repair packet were generated, the ESI identifies how the repair symbols were generated from the source block and the SBL is the number of source symbols in the source block.  How the value of the ESI is determined and how the repair symbols are generated based on the ESI is FEC scheme specific.

The total length RP in bytes of the repair symbols in each repair RTP packet shall be a multiple of the symbol size T.   The number G of repair symbols per repair RTP packet is RP/T.

Note that all information necessary to form and send the repair RTP packets for a given source block is available by the time the last source RTP packet of the source block is sent. 

	RTP header

	SBN

	ESI

	SBL

	FEC repair symbols


Figure 3 – Repair RTP packet format – the RTP header followed by the FEC Payload ID and then by the FEC repair symbols in the payload that were generated from the source block.

Since the total length of the repair symbols in each repair RTP packet is RP, the size of each repair packet is RP + 46 bytes including the IP/UDP/RTP/FEC Payload ID headers.  For example, if RP = 320 bytes then the total size is 366.

It is recommended that SP and RP are set to similar values, and that SP and RP are at most around 500 bytes in length for the MBMS streaming service, e.g. SP = 512 – 14 = 498 and RP = 512 are reasonable settings if the source RTP packets have a 12-byte RTP header.
4 FEC sender and receiver

The FEC framework defined in [2] is used for both the FEC sender and FEC receiver.  The description provided here only provides the logical actions that take place, and implementations may differ in details of how they provide this logic.
4.1 FEC sender

The initial value of the SBN is set to N  = 0 and the ESI for source block 0 is set to K = 0.  How the SBN and ESI are updated is described below.  The following is described assuming the framework described in [2].

FEC Tagging

· Determine the length L in bytes of the source RTP packet.  (L includes the RTP header but not the IP/UDP headers.)

· Append the FEC Payload ID (N, K) to the RTP packet (this is the FEC tag).

· Change the RTP payload type of the packet to reflect the tagging (as described in [2]).

· Pass on the modified RTP packet for RTP processing (as described in [2]).

· When the source RTP packet is eventually passed on to the FEC Encoding and Packetization process of FEC De-tagging, also pass on the value of L and the FEC tag (N, K).

· Compute the number U = ceil((2+L)/T) of source symbols spanned by this packet in the source block.

· Reset K = K + U
· If the source block is complete then  

· Pass the final values of N and K as the SBN and SBL of the completed source block to the FEC Encoding and Packetization process.

· Reset N = (N + 1) % 216
· Reset K = 0
FEC De-tagging

· Remove the FEC tag from the RTP packet received from RTP processing.

· Change the payload type back to the original payload type of the source RTP packet.

· The resulting packet is the source RTP packet that would have been sent if there was no FEC sender.  Pass this packet on for FEC Encoding and Packetization.

FEC Encoding and Packetization

· If a source RTP packet is received

· Let L be its length in bytes and (N, K) be its FEC tag received from FEC Tagging

· Store L as a two-byte value starting at the beginning of source symbol K in the source block, followed immediately by the L byte source RTP packet.  The last source symbol that contains any portion of the RTP packet is K+U-1, where U = ceil((2+L)/T)

· If the source RTP packet does not fill source symbol K+U-1, fill the remainder of source symbol K+U-1 with zeroes to the source symbol boundary

· If a source block is complete as indicated by FEC Tagging

· Let N and K be the received SBN and SBL for the source block, respectively.

· Use the FEC encoder to generate R·G repair symbols from source block N that contains K source symbols.  The number G of repair symbols per repair RTP packet depends on the symbol length T and the repair RTP packet payload length RP. The number R of repair RTP packets sent for the source block depends on the amount of protection to be provided.  Whether or not the FEC receiver needs to know the value of R depends on which FEC scheme is used.

· Form and send the R repair RTP packets, each containing G repair symbols, to the repair session.  The FEC Payload ID of each such packet is (K, N, X), where X is the ESI that is used to generate the G repair symbols that are carried in the packet that are generated from source block N that contains K source symbols.

The FEC sender can decide dynamically when one source block ends and another begins, based on source block length or time or some combination of other parameters, but ensuring that source RTP packets and preferably frames that span multiple source RTP packets are not split across source blocks. 

4.2 FEC receiver 

How the FEC receiver works if it does not have the FEC decoder is described in [2].  

If the FEC receiver does have the FEC decoder then it can identify exactly which source RTP packets belong to which source block based on the SBN appended to each source RTP packet, and the FEC receiver can recover the length and content of each received source RTP packet and write this into the source block at the appropriate location based on the ESI received at the end of each source RTP packet. 

The number of source symbols that need to be recovered using repair RTP packets is the total number of source symbols in the source block covered by the missing source RTP packets.  

Based on the SBN the FEC receiver knows for each received repair RTP packet from which source block it was generated.  Based on the SBL in any repair RTP packet the FEC receiver knows the number of source symbols in the source block. Based on the ESI the FEC receiver knows how the repair symbols in the payload of the repair RTP packet were generated.  Based on all of this, the FEC receiver can decode the entire source block as long as enough repair packets are received, and then based on the lengths of each source RTP packet in the source block the FEC receiver can parse the original source RTP packets from the source block and send these to the RTP de-packetization process as described in [2].

5 Motivation for decisions

In this section answers are provided to some important design decision questions.

1. Why are the source symbols in the source block identified by 0,…,K-1?  Shouldn’t this depend on the FEC scheme used?

Answer: As described in [3], any systematic FEC scheme can use this convention without loss of generality.  This reduces the risk of incompatibilities between different FEC schemes, and allows the same FEC Payload ID format and interpretation for source RTP packets independent of which FEC scheme is used.  This means that the FEC tagging and FEC de-tagging operations are independent of the FEC scheme in use, unifying and simplifying the FEC sender and FEC receiver software.  This also means that the length of the FEC Payload ID appended to the source RTP packets does not have to be carried in the SDP, because it is the same length for all FEC schemes.

2. Why is a different FEC Payload ID format used in source and repair RTP packets?

Answer: The only difference between the FEC Payload ID formats is that the source block length is not part of the FEC Payload ID for source RTP packets but is part of the FEC Payload ID for repair RTP packets.  The rationale for this difference follows.

The source block length is needed by any FEC decoder to decode the source block using repair RTP packets to recover missing source RTP packets.  However, the source block length is not needed and not available when the source RTP packets are sent.  The source block length is not needed in source RTP packets because source RTP packets alone are not used to recover other source RTP packets.  Since it is not needed it is a waste of packet space to include the source block length in the tag appended to source RTP packets.  The source block length is not available when the source RTP packets are sent because the source block is not yet formed and its length is unknown at that time (unless it is the last source RTP packet that is added to the source block).  One could restrict source blocks to be all the same length, but this leads to wasteful padding of source blocks to fill them out to full length.  (Furthermore, if all source blocks were the same length then it would make more sense to include the source block length in the SDP instead of in each source packet.)  One could also wait till the source block length is available when the source block is complete before sending source RTP packets so that it can be included in the tag appended to source RTP packets, but this adds additional latencies to the overall streaming solution that are quite wasteful.

On the other hand, since the source block length is needed by the FEC decoder to decode the source block and since the FEC decoder is only used if repair RTP packets received to recover missing source RTP packets, the source block length is needed if any repair RTP packets are received, and thus the source block length must be included in repair RTP packets. 

3. Why is the source RTP packet length pre-pended to the source RTP packet in the source block?

Answer: Once the source block is decoded the individual source RTP packets that constitute the source block need to be parsed and sent as individual entities to the RTP de-packetization process.  The lengths of the received source RTP packets can be directly obtained from their reception, but the lengths of source RTP packets that are decoded using repair RTP packets are also needed (and which source RTP packets will be decoded and which will be received directly is unknown when the source block is formed).  The pre-pended lengths of the source RTP packets are used to determine where one source RTP packet ends and where the next source RTP packet begins (these can be different due to a source RTP packet not ending on a symbol boundary) and this allows the FEC decoder to present individual source RTP packets to the RTP de-packetization process.  Prepending the length allows a single forward sweep though the decoded source block to delineate and present all of the source RTP packets to the RTP de-packetization process.

4. Why is a fixed symbol length used per session?

Answer: Using a fixed symbol length per source block is inherent in all of the relevant FEC schemes being considered for MBMS.  Since all source blocks in the session will generally be approximately the same length (protecting over a few seconds of the stream), and since a good choice of the symbol size depends on the source block size and then only mildly, there is no loss of generality by fixing a symbol size for the entire session. 

A typical source RTP packet (and its length) doesn’t typically fit into an integral number of source symbols and the last source symbol of the source RTP packet is truncated and not sent, and thus in this sense the proposal does use variable length symbols.  Other FEC schemes advertised as using variable length symbols are really using fixed length symbols that are truncated in exactly the same way and for the same reasons as in this proposal. 

The ESI carried in the tag appended to each source RTP packet is the starting symbol position of the length of the packet in the source block, and using a symbol position matches the usage of the ESI indicated by the FEC building block.  The symbol length is needed to place a received source RTP packet in the source block properly at the receiver when it is received. Thus, if the symbol size were allowed to vary for each source block then it would still have to be decided before any source RTP packets for the source block are sent, in which case generally very little information is known that would lead to the choice of a different symbol size.  Thus it is natural and efficient to fix a symbol length for the entire duration of the session.

5. Why are there potentially multiple symbols per packet?

Answer: This can be very beneficial because of the variable lengths of source RTP packets.  If only one symbol per packet were allowed then the symbol length would have to be that of the longest packet, and this can be very wasteful in transmission bandwidth.  For example, suppose a 200-byte source RTP packet is sent and the symbol length is 500 bytes. Then, the packet information occupies 202 bytes in the source block (2 bytes for the length and 200 bytes for the  packet) and this is padded out by 298 bytes to 500 bytes (but the padding bytes are not sent).  If this packet is lost then there are 298 wasted bytes (which is transmission overhead) in recovering it from a 500-byte repair symbol.    

Allowing multiple symbols per source RTP packet, i.e. allowing the symbol length to be much shorter than a source RTP packet length, allows much finer granularity of partitioning the source RTP packet into symbols.  This greatly reduces the wastage when repair symbols are used to recover lost source RTP packets.  In the above example, if the symbol length is 32 bytes then the 202 bytes the packet information occupies in the source block is only padded out by 22 bytes to 224 bytes (a multiple of the symbol length).  In this case, if this packet is lost then there are only 22 wasted bytes in recovering it from 7 repair symbols each of length 32 bytes.

6. Why is each source RTP packet padded out to a multiple of a symbol in the source block?
Answer: For all FEC codes the recovery of a source block is in units of source symbols, i.e. a source symbol that is partially received is no more useful than a source block that is not received at all for the FEC decoding process.  Each source RTP packet is padded out to a source symbol boundary so that each source RTP packet touches at most one partially filled source symbol.  Thus, if the source RTP packet is lost then there are only wasted bytes in received repair symbols to recover the one partially filled source symbol.  If the source RTP packets instead were just packed sequentially into the source block, not respecting source symbol boundaries, then each source RTP packet would generally touch two partially filled source symbols, one at either end of the packet.   On average, this would double the wasted bytes in received repair symbols used to recover the two partially filled source symbols.

6 Proposal

This contribution combined with [2] meets all the agreed upon requirements for FEC protection of MBMS streams [3].  The proposal is to accept the FEC packet architecture for MBMS streaming described in this contribution for Release 6.
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