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[bookmark: _Toc418757518]1	Scope
The present document defines an electronic interface for the exchange of information relating to the establishment and management of Lawful Interception. Typically, this interface would be used between a central LI administration function and the network internal interception points. 
Typical reference models for LI define an interface between law enforcement agencies (LEAs) and communication service providers (CSPs), called the handover interface. They also define an internal network interface within the CSP domain between administration and mediation functions for lawful interception and network internal functions, which facilitates the interception of communication. This internal network interface typically consists of three sub-interfaces; administration (called X1), transmission of intercept related information (X2) and transmission of content of communication (X3). The present document specifies the content of communication interface, X3. 
EDITOR’S NOTE – tidy this mess up. Consider looking at the X1 scope for inspiration. 
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2	References 
[bookmark: _Toc418757520]2.1	Normative references (style H2)
Clause 2.1 shall only contain normative (essential) references, which are cited in the document itself. These references have to be publicly available and in English.
References are either specific (identified by date of publication and/or edition number or version number) or non‑specific. For specific references, only the cited version applies. For non-specific references, the latest version of the referenced document (including any amendments) applies.
Referenced documents which are not found to be publicly available in the expected location might be found at https://docbox.etsi.org/Reference.
NOTE:	While any hyperlinks included in this clause were valid at the time of publication, ETSI cannot guarantee their long term validity.
The following referenced documents are necessary for the application of the present document.
[1]		ETSI TS 103 221-1: “Lawful interception internal interface X1”
[2]		ETSI TS 103 280: “Dictionary for common parameters”
[3]		ETSI TS 102 232-1: "Lawful Interception (LI); Handover Interface and Service-Specific Details (SSD) for IP delivery; Part 1: Handover specification for IP delivery".
[4]		ETSI TS 103 221-2: “Lawful Interception; Internal Network Interface X2”

[bookmark: _Toc418757521]2.2	Informative references (style H2)
Clause 2.2 shall only contain informative references, which are cited in the document itself.
References are either specific (identified by date of publication and/or edition number or version number) or non‑specific. For specific references, only the cited version applies. For non-specific references, the latest version of the referenced document (including any amendments) applies.
NOTE:	While any hyperlinks included in this clause were valid at the time of publication, ETSI cannot guarantee their long term validity.
The following referenced documents are not necessary for the application of the present document but they assist the user with regard to a particular subject area.
Use the EX style, add the letter "i" (for informative) before the number (which shall be in square brackets) and separate this from the title with a tab (you may use sequence fields for automatically numbering references, see clause A.4: "Sequence numbering") (see example).
EXAMPLE:
[i.1][tab]	<Standard Organization acronym>  <document number> <V#>: "<Title>".
[i.2][tab]	<Standard Organization acronym>  <document number>: "<Title>".
[bookmark: _Toc418757522]3	Definitions, symbols and abbreviations (style H1)
Delete from the above heading the word(s) which is/are not applicable, (see clause 2.11 of EDRs).
Definitions and abbreviations extracted from ETSI deliverables can be useful when drafting documents and can be consulted via the Terms and Definitions Interactive Database (TEDDI) (http://webapp.etsi.org/Teddi/).
[bookmark: _Toc418757523]3.1	Definitions (style H2)
For the purposes of the present document, the terms and definitions given in ETSI TS 103 221-1 [1] and the following apply:


EXAMPLE: text used to clarify abstract rules by applying them literally
NOTE:	This may contain additional information.
[bookmark: _Toc418757524]3.2	Symbols
[bookmark: _Toc418757525]3.3	Abbreviations
For the purposes of the present document, the abbreviations given in ETSI TS 103 221-1 [1] and the following apply:

[bookmark: _Toc418757526]4	Introduction and reference model
[bookmark: _Toc418757527]4.1	Reference model
The X3 interface is based on communication between:
The Network Element Function (NFE), which performs interception
The Mediation Function (MF), which performs the necessary translation, correlation and mediation for onward handover over material to LEAs via the HI2 and HI3 interface.
The X3 reference model is shown in Figure 1.


Figure 1 – Reference Model
EDITOR’S NOTE – We need to revisit this diagram with respect to e.g. network elements which contain multiple functions and/or multiple points of interception.
Implementation and deployment scenarios may be more complex. An illustrative list of deployment scenarios is considered in TS 103-221-2 [4ref] Annex C.
EDITOR’S NOTE – consider adding an NFV or virtualised deployment scenario to the annex. It may be that NE and MF are “collapsed” within the same VNF.
EDITOR’S NOTE – consider CUPS scenarios where an NE may be split into control- and user-plane elements. Is it possible that the control-plane element is tasked via X1 while interception is performed on the user-plane element?
See also TS 103 221-1 Annex D which shows a list of wider LI reference models. 
EDITOR’S NOTE – this reference is wrong! Find out where it’s meant to point to.
4.2	Assumptions
4.2.1	Architecture
The present document makes minimal assumptions about the LI architecture in which the X3 interface is deployed. The X3 interface is intended to be sufficiently flexible to be used as part of LI architectures defined elsewhere and assumes that the NF and MF are deployed following an LI architecture defined separately (e.g. by another SDO, industry body or local regulation).
As such, the present document makes no assumptions about the specific functional requirements on the NF with respect to e.g. buffering, de-duplication, filtering. It is expected that these requirements will be supplied by a combination of the relevant LI architecture and local regulation.
4.2.2	Implementation / realisation
The present document assumes that implementations of an LI architecture which utilise X1, X2 and X3 can be described by the following high-level model.


Figure 2 – Assumed Implementation Model
The model consists of the following entities:
An Implementation: This is a concrete realisation of one or more NFs as deployed by an implementer.
An NF: A function as defined by the relevant network and/or LI architecture (e.g. a P-GW in 3GPP LTE).
Control Function: The sub-function of the NF which accepts LI tasking messages. This may be supplied over a standardised interface (e.g, X1 as defined by TS 103 221 – 1). However, it is assumed that tasking may also be passed between NFs using other unspecified interfaces.
PoI (Point of Interception): The sub-function of the NF which performs interception and emits data. An NF may contain multiple PoIs; in this case it is assumed that the NF implementation will be responsible for multiplexing the output of these PoIs into a single X2 or X3 output stream.
The present document does not consider the means by which tasking information is communicated from a NF’s internal control function to the PoI sub-functions but provides the NF implementation a means by which to identify which NF and PoI originated each piece of data.
The present document assumes that the NF may be required to deliver high volumes of traffic (e.g. a broadband connection), and may be implemented on a platform with tight resource and/or performance constraints (e.g. a packet gateway), and as such X3 is required to minimise as far as is practical the amount of processing and additional bandwidth consumed (see clause A.1.4)
4.2.3	Deployment infrastructure
The present document assumes that the transport infrastructure between NF and MF is untrusted (see clause A.2.8), but assumes that the platform on which the NF and MF are realised are appropriately secured. It does not make any specific assumptions about whether the either the platform or transport infrastructure are virtualised.
The present document does not assume that clocks on different NFs are synchronised. It assumes that while X3 event timestamps may be required by local regulations and can be added to aid describing chronologies of events (e.g. in court), timestamps will not in general permit re-ordering or re-synchronisation of packets which have been intercepted at different NFs.
The present document assumes that X3 is required to provide sufficient information, together with X1, to detect loss of material over X3 (see clause A.1.8 and clause 4.2.4 below). However, it assumes that any NF behaviour regarding detection and recovery from link failures is out of scope, and that no additional application-layer mechanisms (e.g. X3 acknowledgement of data, or heartbeats) are required.
An illustrative list of deployment scenarios that have been considered as part of the design of the X2 interface is given in TS 103-221-2 [4] Annex C.
4.2.4	Regulatory assumptions
The present document assumes that material delivered over X3 may be wanted to be used as evidence in court. As such, it assumes that the X3 interface must make it clear when data has been lost over the X3 interface (see clause A.1.8), but recovery of this data (e.g. by buffering and retransmission) are out of scope (as described in clause 4.2.1).
The present document assumes that material over X3 is required to be delivered without undue latency (see clause A.1.5), but that any such latency requirements are not necessarily as stringent that those associated with the underlying communications session (e.g. there is no need for a latency which facilitates a two-way conversation, or remote haptic feedback, or vehicle avoidance measures). 


4.32	Other standards in the X1, X2, X3 series
The present document forms part of an overall set of standards X1, X2 and X3. 

5	Message contents and parameters
5.1	Overview
X3 PDUs are sent from the NFE to the MF each time the NE intercepts data.
5.2	PDU Structure
The X3 PDU consists of two parts
A header providing information used by the NFE and MF to correlate X3 and X2 messages which relate to a communication session, and what LI context they relate to (i.e what XID). See clause [5.3]
A content field, containing a copy of the intercepted material. 
5.3	Header
5.3.1	Structure
The X3 PDU header consists of the following fieldsinformation elements:
.Context information describing the source and and interception details associated with the X3 PDU (either as a full context structure as described in clause 5.3.1, or by giving the ContextIdentifier of a previously-seen Context as described in clause 5.3.2.7)
An optional sequence number (see clause 5.3.3)
An optional timestamp (see clause 5.3.4)
5.3.2	Context
5.3.2.1	Description
An X3 Context describes a set of parameters associated with a set or flow of X3 PDUs, such as the target associated with the PDUs and the PoI that generated them.
The X3 PDU Context consists of the following information elements:
Table 1 – X3 PDU HeaderContext
	Field
	Format
	Clause
	M/C/O

	XID
	XID (see TS 103 221-1 [1] clause 5.1.2) given as an unsigned 128-bit integer.
	5.3.2.2
	M

	CorrelationID
	32-bit unsigned integer
	5.3.2.3
	O

	NFID
	String (?)
	5.3.2.4
	M

	InterceptionPointID
	String (?)
	5.3.2.5
	O

	Direction
	Enumerated
	5.3.2.6
	O

	ContextIdentifier
	32-bit unsigned integer
	5.3.2.7
	O



5.3.2.2	XID
The NFE shall populate the XID field with the XID associated with the intercepted product.
An XID is a UUID (see [1] clause 5.1.2). The XID shall be given as a 128-bit unsigned integer.
EDITOR’S NOTE – We may want to consider the binary representation of this more closely – RFC4122 shows that it is quite structured, and different platforms may behave differently (particularly endian-ness)
5.3.2.23	CorrelationID
The NFE shall ensure that X3 PDUs associated with the same communication session are given the same CorrelationID value. The value shall be unique to that communication session for a given XIDshall uniquely identify the communication within a given context. The scheme for choosing CorrelationIDs is an implementation matter. The NF may adopt a convention for choosing CorrelationIDs which enables correlation of the same communication session across multipled NFs (e.g. by using a charging identifier) but such decisions are out of scope of the present document .
EDITOR’S NOTE – investigate use of e.g. chargingID for multi-vendor/multi-NE correlation as described in part 5 para 5.3.1.
The CorrelationID value shall be given as a 32-bit unsigned integer.
If the X3 PDU is not associated with any other X2/X3 PDUs, or the NFE is permitted to not correlate the X3 PDU with other X3 PDUs, the NFE shall may populate the field with the value 0.omit the field.
EDITOR’S NOTE - The reason for populating with zero in this case, rather than omitting the field, is because this enables a fixed-field binary encoding later (useful for quick encoding and routing). If we adopt a different and more complex encoding instead, we can look at this again and choose to omit the field.
5.3.2.4	NFID
The NF shall populate the NFID field with a value that identifies the NF to the MF. The format and content of the field is left to the relevant LI architecture to define. Depending on the architecture and deployment scenarios, it may be used as a way to identify the type of NF
The NF shall be given as a string.
EDITOR’S NOTE – may wish to consider this format further
5.3.2.5	InterceptionPointID
The NF may optionally populate the InterceptionPointID field with a value that identifies the point of interception within the NF. The format and content of the field is left to the relevant LI architecture and implementation to define.
The InterceptionPointID shall be given as a string.
EDITOR’S NOTE – may wish to consider this format further
5.3.2.6	Direction
The NF may optionally populate the Direction field with an indication of the direction of the set of X3 PDUs associated with the context. Permitted values are:
To Target
From Target
Combined
Unknown
The Direction shall be specified as an enumerand
EDITOR’S NOTE – we’ll worry about how this works when we decide on the encoding format, but it could just be an int.
5.3.2.7	ContextIdentifier
The NF may optionally populate the ContextIdentifer field with a value that uniquely identifies the context.
After sending an X3 PDU with a context structure including a ContextTag field, the NF may use the ContextIdentifier value instead of a full context structure for subsequent X3 PDUs associated with the same context. 

	Field
	Description
	Format
	Clause
	M/C/O

	Version
	Describes the X3 packet format against which the PDU was encoded
	Integer / enum (fixed in any given version of the standard)
	TBD
	M

	XID
	XID for which the PDU was intercepted
	XID (see TS 103 221-1 [1] clause 5.1.2) given as an unsigned 128-bit integer.

EDITOR’S NOTE – some concerns about the size of this field (which may also impact X1); it should be the same as X1.
	5.3.2
	M

	CorrelationID
	Correlation identifier which the NE can use to indicate that PDUs are associated with the same communication session. Allocated by the NE.
	32-bit unsigned integer
	5.3.3
	C/O?

	Direction
	Direction of the intercepted PDU

EDITOR’S NOTE – some of these directions look quite service-specific. Is there a better way? Should these be part of the content?
	Enum?

From-target
To-target
Indeterminate
Combined
Not-applicable
 (taken from TS 102 232-1)
Conf-target
From-mixer
To-mixer
(From 33.108 ConferenceCC)
	TBD
	TBD

	NEType
	Indicates which node the T-PDU was intercepted by.

EDITOR’S NOTE – this list will need to be significantly expanded to cater for all the non-3GPP /33.108 NE types. Revisit with respect to reference model.
	GGSN
pDN-GW
IMS-GW
Transit-Gateway
MRF
Other
Unknown
	TBD
	

	InterceptionPointID
	Identifies the instance logical function within the NE which performed the interception.

EDITOR’S NOTE – FFS, revisit with respect to reference model.
	TBD e.g. an integer
	TBD
	

	LengthOfHeader
	Length of the header in bytes, including any extended header elements
	32-bit unsigned integer

EDITOR’S NOTE – is this too big?
	5.3.6
	M?

	LengthOfContent
	Length of the content in bytes
	32-bit unsigned integer

EDITOR’S NOTE – we should revisit it once the list of contentFormats are defined
	5.3.7
	M?

	ContentFormat
	Defines the format of the data given in the Content field
	32-bit unsigned integer

EDITOR’S NOTE – almost certainly too big
	5.3.8
	M?

	HeaderExtensions
	Contains extended header fields
	See clause 5.3.9
	5.3.9
	



EDITOR’S NOTE – Do we need to repeat / expand everything in both the table above and the prose below?
EDITOR’S NOTE – There appears to be a need to indicate interception/service specific information (e.g. direction , event identifier, Media ID, codec information, locStamp, instanceID) in addition to the actual bytes of content. Consider whether this requires additional correlation information or a service-specific split as in TS 102 232.
EDITOR’S NOTE – If the size of the PDU is important, we may be able to memoise details such as the XID, CorrelationID (and perhaps ContentType) into e.g. a single 32-bit label. However, this introduces some extra statefulness at both ends, possibly more time required for the encoding, and a more complex implementation to support the mapping. We may also be able to shorten or omit some header fields.
EDITOR’S NOTE - Observation that making the NE too stateful may be undesirable, and increases sensitivity to packet loss – see if any existing implementations use such a mechanism, including other non-LI (e.g. 3GPP) protocols approach to header compression.
5.3.34	SequenceNumber
The NE shall may optionally populate the SequenceNumber field with the sequence number of the X3 PDU. If used, tThe SequenceNumber shall start at zero and increment by one for each X3 PDU with the same XID and CorrelationID valuesin the same context. This includes X3 PDUs with a CorrelationID of zero.
EDITOR’S NOTE – maintaining sequence numbers requires additional resources at the NE, but are provided as a way of ensuring that loss of PDUs can be detected. If we feel that the delivery guarantees from the transport layer are good enough (for example, because you can’t accidentally lose a PDU from the middle of a TCP stream), then we can consider omitting the sequence number to minimise both message size and resource requirements at the NE
The SequenceNumber shall be given as a 32-bit unsigned integer. Once the maximum sequence number is reached, the NE shall restart the sequence number from zero.

5.3.45	Timestamp
The NE shall may optionallypopulate the Timestamp field with the time that the content for the PDU was intercepted.
EDITOR’S NOTE – The timestamp field is there to satisfy A.1.11, which is providing the MF with the necessary information for mediation to CC. If we believe that requirement A.1.5 (no delay) is strong enough, we could consider whether a timestamp is required at all; would time of receipt at the MF be good enough?
The Timestamp field shall be given as an NTP timestamp format (see RFC 1305 [add ref later] section 3.1).
EDITOR’S NOTE – This is one possible encoding that gives a fixed width. Others can be chosen. We can decide if we care about the “Y2036” problem. If we choose other encoding methods, there may be a more natural choice (e.g. ASN.1 GeneralizedTime). Observation that RFC 5905 obsoletes 1305 and solves Y200236 problem.
5.3.6	LengthOfHeader
The NE shall populate the LengthOfHeader field with the length of the header, including any header extension fields, in octets.
The LengthOfHeader field shall be given as a 32-bit unsigned integer.
EDITOR’S NOTE – This is intended to allow implementations to quickly find the start of the content. If we remove the ability to have ExtensionHeaderFields, LengthOfHeader is not required (since the header will have a fixed size). If we choose a more complex encoding scheme, it’s likely that we can remove this field too, since that encoding scheme will likely set more complex rules for how to find the end of the header. Otherwise, we may decide that it can be shortened (e.g. to 16 bits) to make the field smaller.
5.4.7 	LengthOfContent
The NE shall populate the LengthOfContent field with the length of the content field in octets.
The LengthOfContent field shall be given as a 32-bit unsigned integer.
5.4.8	ContentFormat
The NE shall indicate the format and encoding of the Content field by setting the ContentFormat field to the appropriate ContentFormat identifier. A list of valid ContentFormat identifiers, and their definitions, is given in clauses 5.4.2 onward.
The ContentFormat shall be specific as a 16-bit unsigned integer
EDITOR’S NOTE – there may be better, more structured choices, such as an OID tree. However, again it would be good to maintain a fixed-length encoding if we adopt the transport and encoding shown in section 6.
5.4.9 	HeaderExtensions
The NE may populate the HeaderExtension field with zero of more HeaderExtensionElements. An MF may ignore HeaderExtensionElements elements which it does not support or recognise.
Each HeaderExtensionElements element has the following structure:
Table 2 – HeaderExtensionElements
	Field
	Description
	Format

	ExtensionType
	Indicates the type of ExtendedHeaderField element
	16-bit unsigned integer

	ExtensionLength
	Indicates the length of the ExtensionContents in octets
	16-bit unsigned integer

	ExtensionContents
	Contents of the HeaderExtensionElement.
	Defined by the ExtensionType. See Annex C.



A list of HeaderExtensionElements defined in the present document is given in Annex C.
EDITOR’S NOTE - We can decide whether this method of extensibility meets our requirements or not; removing the facility could significantly simplify the header structure. Observation that this may be more useful in X2 than in X3.
5.4	Content
5.4.1	Structure
The Content field contains a set of binary octets representing the content intercepted by the NE. The Content field includes the following information elements:
	Field
	Format
	Clause
	M/C/O

	ContentLength
	32-bit unsigned integer
	5.4.2
	M

	ContentFormat
	32-bit unsigned integer
	5.4.3
	M

	ContentOctets
	Binary data
	5.4.4
	M



5.4.27 	LengthOfContent
The NF shall populate the LengthOfContent field with the length of the content ContentOctets field in octets.
The LengthOfContent field shall be given as a 32-bit unsigned integer.
5.4.38	ContentFormat
5.4.3.1	Description
The NFE shall indicate the format and encoding of the ContentOctets field by setting the ContentFormat field to the appropriate ContentFormat identifier. A list of valid ContentFormat identifiers, and their definitions, is given in clauses 5.4.2 onward.
The ContentFormat shall be specific as a 16-bit unsigned integer
EDITOR’S NOTE – there may be better, more structured choices, such as an OID tree. However, again it would be good to maintain a fixed-length encoding if we adopt the transport and encoding shown in section 6.

The length of the Content field is given in the LengthOfContent header field (see clause 5.3.7). The encoding and format of the Content field is indicated by the ContentFormat header field (see clause 5.3.8). 
EDITOR’S NOTE – it may be in the case of non-ethernet L2 interception that the type of content being intercepted is not known.
The following ContentFormats are defined:
Table 3 – ContentFormats
	ContentFormat
	Description
	ContentFormat identifier
	Defined in

	Unknown
	Unknown format, unstructured OCTET STRING
	0
	TBD

	IPv4 Packet
	Content contains an IPv4 packet encoded as per RFC 791 [ref]
	1
	5.4.3.2

	IPv6 Packet
	Content contains an IPv4 packet encoded as per RFC 8200 [ref]
	1.5
	TBD

	Ethernet Frame
	Content contains an ethernet frame encoded as per IEEE 802.3 [ref]
	2
	5.4.3.3

	RTP Packet
	Content contains an RTP frame encoded as per RFC3550 [ref]
	3
	5.4.3.4



EDITOR’S NOTE – This is just an example list. If we think this approach has merit, then most of the work in X3 will be collecting the correct list of content formats (such as IPv6, SRTP, packet-header-only variants of IPv4/6 etc). We also need to consider a mechanism that allows other SDOs (e.g. 3GPP) a means of defining them, and whether we allow vendor-specific definitions (which aids adoption but hurts interoperability).
EDITOR’S NOTE – There is a sense in which this indication simply says what the next layer of encapsulation is – it could be, for example, RTP inside UDP inside IPv4.
EDITOR’S NOTE – Check that X1 contains sufficient information to allow the NE to deliver the correct X3 content format.
5.4.3.2 IPv4 Packet ContentFormat
If the IPv4 Packet ContentFormat is specified, the contents shall contain an IPv4 packet encoded as per RFC 791 [ref]
5.4.3.3 Ethernet Frame Packet ContentFormat
If the Ethernet ContentFormat is specified, the contents shall contain an ethernet frame encoded as per IEEE 802.3 [ref]
5.4.3.4 RTP Packet ContentFormat
If the RTP Packet ContentFormat is specified, the contents shall contain an RTP packet encoded as per RFC 3550 [ref], without any IP / UDP encapsulation.
EDITOR’S NOTE – This Use of this ContentFormat is should be discouraged for new implementations – handing over RTP with IPv4/IPv6 encapsulation is much preferred.
5.4.3.5 CCContents
If the CCContents ContentFormat is specified, the Contents field shall contain a BER-encoded CCContents structure, as described in TS 102 232-1, without any further encapsulation.

6	Transport and encoding
6.1	Encoding
X3 PDUs are encoded in a fixed-field binary format, as described in section 5.
EDITOR’S NOTE – This is just a suggestion, based on the requirements in Annex A. If it is agreeable, we’ll need to write more - it may make sense to merge the “encoding” section with the section above, since they can be described together simply. If we elect to adopt another encoding format using some kind of schema syntax (e.g, ASN.1 or Protocol Buffers) then we use this section to describe it and point to the relevant schema file.
EDITOR’S NOTE – Fixed-field binary may seem “elegant” or “fast” initially, but can become harder to maintain and requires more drafting effort. Depending on the complexity of the X3 structures, it may be that the “cost” of a more heavy-weight encoding/decoding mechanism is a price worth paying. Encoding/decoding performance is a very important consideration. May also need to consider two populations (high-speed packet-copiers and more complex higher-level implementations). See if 3GPP have a view. 
6.2	Transport
To send X3 PDUs to the MF, the NE opens a TLS over TCP connection. TLS is used to perform mutual authentication and identification between the NE and MF (see clause 7).
EDITOR’S NOTE - Given the message format above, the transport is required to identification and authentication of the NE to the MF (and conceivably vice-versa) and also meet any delivery requirements involving reliability, confidentiality and integrity (such as A.1.7, A.2,3 and A.2.4). If we don’t want these requirements left the the transport, we need to introduce extra features to the previous section.
TLS is suggested based on the fact that it appears to meet the requirements and is what we used in X1. However, we should definitely consider alternatives. For example SCTP may allow us to get rid of some framing information, while QUIC is being considered by 3GPP even though it is not yet an RFC.
Initial assessment of QUIC from LI(17)R42: Concerns about timescale of standardisation and support in readily available network stacks in the timeframe required by X3. However, QUIC is being considered by 3GPP CT groups – if they choose it as part of 5G, support is likely to expand rapidly. We will know more by March. One of the concerns in 3GPP CT is the connection establishment time; this may not be relevant if we have persistent transport connections.
Initial assessment of SCTP: Also concerns about how widely available implementations are.
Initial assessment of TLS: It is in use in X1 and well-understood/deployed. It is in use in some vendors for X3.
Consider DTLS as an alternative to TCP-based approaches for performance considerations. It is in use in at least one vendor.
EDITOR’S NOTE – Performance is likely to be the major consideration in choosing the transport protocol. We should look to 5G requirements as a baseline (e.g. 200ms call establishment time, 5ms RTT – look for references in 3GPP from e.g. SA2). 
EDITOR’S NOTE – We should consider whether heartbeat are required to maintain the transport connection towards the MF, with the purpose of allowing the MF and NE applications to see whether they are active. It may be that this can be considered as part of any mechanisms for preventing traffic analysis (this is a big topic in and of itself). We can also check that any heartbeat errors can be signalled over X1, including how many X3 PDUs have been lost due to a loss of transport connection between NE and MF.
EDITOR’S NOTE – This section needs to be clearer about when transport connections are established and torn down, how many connections are established, and how X3 PDUs are multiplexed across them. This needs to also be considered with respect to sub-NE elements (see note in Fig 1).

7	Security
EDITOR’S NOTE – as mentioned elsewhere, the idea here is to secure the transport, not each individual PDU (because doing otherwise is expensive and complicated to implement). TLS is one option for doing this, and is attractive because an NE will already need it for X1. However, others are possible (e.g. IPSec).
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Annex A (normative):
Requirements 
A.1 Protocol & Architecture requirements
EDITORS’ NOTE – comment from Heathrow rap meeting: We should consider whether there is a requirement to filter X3 at the NE to reduce traffic volumes.
EDITORS’ NOTE – comment from Heathrow rap meeting: We should consider whether there is a requirement to de-duplicate traffic in X3
EDITOR’S NOTE – comment from SA3-LI meeting: Ensure that the requirements are only about the protocol and not the wider interface.
A.1.1	Basic Functionality
The interface shall be used for delivery of CC from the network element, which created the copy of the original content of communication, to the mediation function.
A.1.2	Flexible
The X3 architecture and message exchange technique shall be flexible to allow implementation in both existing and future national and international operator network architectures.
A.1.3	Extensible 
The basic message exchange protocol shall allow limited extensibility to support parameter not currently supported by the base protocol. 
A.1.4	Lightweight
The protocol shall use a protocol containing minimal options or extensions which are not specifically required by X3.
A.1.5	Delay
The X3 architecture and message exchange technique shall by design not introduce unnecessaryundue delay compared with existing proprietary X3 implementations.
A.1.6	Permanent and Dynamic Connections
The X3 architecture and message exchange technique shall support both permanent connection and dynamic link / connection scenarios.
A.1.7	Reliability
The X3 architecture and message exchange technique shall provide reliable data transfer.
EDITOR’S NOTE – comment from Heathrow rap meeting: we should be more explicit about whether e.g. buffering is required at the NE, or whether this is left to the underlying transport protocol.
A.1.8	Error detection
The X3 architecture and message protocol shall support error detection (ie in case of data loss) specifically only across the interface in question.
A.1.9	Redundancy
The X3 architecture and message protocol shall support both 1 to 1 and 1 to 2 end point configurations (ie for redundancy).
A.1.10	Correlation
The X3 protocol shall provide information necessary to allow correlation at the MF for information provided over HI2 and HI3.
A.1.11	Mediation into HI2 / HI3
The X3 protocol shall provide information necessary to allow correlation at the MF to comply with the requirements of both the HI2 and HI3 interfaces, where applicable – at a minimum the packet-switched parts of TS 33.108 / 128 and TS 102 232 family

A.2 Security requirements
A.2.1	Authentication & Authorisation
The X3 architecture and message exchange technique shall provide authentication and authorisation of end points.
A.2.2	Accounting / Audit
The X3 architecture and message exchange technique shall provide Accounting & Auditing.
A.2.3	Integrity Protection
The X3 message exchange technique shall provide integrity protection for all messages exchanged between nodes in the X3 architecture. Use of Integrity protection shall be mandatory.
A.2.4	Confidentiality Protection
The X3 message exchange technique shall provide confidentiality protection for all messages exchanged between nodes in the X3 architecture.
A.2.5	Replay Protection
The X3 message exchange technique shall provide replay protection for all messages exchanged between nodes in the X3 architecture.
A.2.6	Standalone interface
The X3 architecture and message exchange technique shall be designed as a standalone physically dedicated LI interface. The design and selection of the protocol shall where possible ensure vulnerabilities in non-LI interfaces on the same node shall not impact LI interfaces and security.
EDITOR’S NOTE: Need to revisit this for NFV or other virtualised situations. Noted that A.2.8 has the correct tone for NFV rather than A.2.6. 
A.2.7	Minimum Security Level
The X3 architecture and message exchange techniques shall provide a minimum level of security (including cypher suites and key length), which must be supported by all nodes. At least two algorithms shall be specified. The protocol and algorithms shall be resistant to bid down attack.
A.2.8	Underlying Infrastructure Trust
The X3 architecture and message exchange techniques shall assume by default that the underlying network communication links and infrastructure are untrusted.
EDITOR’S NOTE – We need to look at undetectability requirements, both here and in X2/X1.
A.2.9	Firewall and NAT Transversal
The X3 message exchange technique shall be compatible with existing operator firewall and NAT transversal architectures. The message exchange technique shall not require unrestricted opening of common ports (e.g. port 80 or 21). The message exchange technique shall not prohibit the development of future X3 aware firewall filtering to provide rejection of malicious X3 message at operator security gateways. 
A.2.10	Certificate and Key Management
[bookmark: _Toc418757531]The X3 architecture relies on (where applicable) Certificate and Key Management mechanisms (including Certificate and Key revocation) from X1.
EDITOR’S NOTE from SA3-LI Newport: This will need to be revisited for NFV, in line with NFV SEC 011. The “start-up” problem – how to get the initial keys/certificates – will need to be solved here and in NFV in the same way. 

Annex B (informative):
Suggestions for solutions
Just a scratch area to make sure we don’t forget any ideas. 


PROTOCOL
QUIC should be investigated for X3. 



Some useful considerations sent in by Luke – make sure we think through all of these: 
> 1) Explicit record boundary framing.
>
> We need explicit record boundary framing if we continue to use a TCP (stream) based handover.
> This would allow for more efficient receiving of PDUs via the stream from the initial
> handover as well as subsequent reprocessing.
>
> The existing BER requires decoding of received octets to see if the PDU is complete.
> Because BER permits indefinite length encoding, this may require a complete decode.
> An optimisation is to read the first few octets and manually decode the TLV
> and if the L is a definite length then that may be sufficient.
> Using DER instead of BER forces the use of definite length so that this optimisation would always work.
>
> Note that the framing issue is true for other encoding techniques.
> E.g. a lot of people who use Google protobuf reinvent the wheel and implement their own per-message framing for delivery over stream protocols, because the protobuf internally doesn't provide that.

I think this is still relevant for X3 if we end up using TCP (streams) for X3.
Less of an issue if record based (UDP protocol, SCTP) is used.


> 2) Optimise for decoding.
>
> Encoding only occurs once, and for packet-based CCs could arguably scale horizontally.
> Decoding occurs at least once and generally multiple times.
> I speculate that usually the receiver may want to do at least one pass of the decoding in a sequential manner.
> Therefore, in my opinion, optimising any handover should be for efficiency of network transport and receiver/decoding processing because that's where most of the CPU cycles will be spent.

Possibly less relevant for X3, but the point still stands:
- The sending NE only needs to encode once.
- Any middle boxes, receiving MFs, debug tools, etc, will result in decoding at least once if not more


> 3) Existing HI3 is too verbose.
>
> The existing HI3 payload is too verbose (in my opinion).
> Even with OER (which might reduce the TLVs to LV or V fields), there's still a lot of extra verbosity.

Not specifically an issue for X3 yet, since ASN.1 BER hasn't (yet) been chosen.


> Potential improvements include:
> - Fixed size 128bit UUID per active session to replace most of PSHeader ?
> - One timestamp format, ISO8601, possibly fixed-length binary encoded. (I know we can't change the standard now, but in my opinion microSecondTimeStamp is superfluous because timeStamp already supported fractional seconds...)
> - Fixed length header before each CC PDUs. Optional elements/extensions indicated with a header flag and encoded after the CC octets. I speculate that this will be more CPU cache friendly.

I want to give my "thought bubble" above more consideration, but I think it really has merit for X3.
Lightweight fixed-size header, then payload, then possibly extensions/options as trailers after the payload, to improve the efficiency of processing.


> 4) More interoperable extensions.
>
> The (national) extensions should be implemented similar to how 3GPP TS 29.002 (GSM MAP).
> This an optional container containing the OID of the extension and a binary bucket of the actual extension.
> This means that a generic decoder can decode all of the standard HI3 CC fields, and can gracefully skip the OID+octets of national extensions.
>
> This would be a useful change to make even in the existing -1 if at all possible.

Less of an issue for X3 (same as (2) above).
Worth investigating separately for HI3 / 102 232-1
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